Enhancing the Move-Split-Merge Metric:
Efficient Distance Computation and Median
Algorithms for Time Series

Dissertation

zur Erlangung des Doktorgrades
der Naturwissenschaften
(Dr. rer. nat.)

dem Fachbereich Mathematik und Informatik
der Philipps-Universitat Marburg
vorgelegt von

M.Sc. Wirtschaftsmathematik
Jana Lea Dronner
geborene Holznigenkemper
in Warstein

Marburg, im Februar 2026



Vom Fachbereich Mathematik und Informatik der Philipps-Universitat Marburg
(Hochschulkennziffer 1180) als Dissertation am 25.02.2026 angenommen.

Erstgutachter: Prof. Dr. Bernhard Seeger, Philipps-Universitat Marburg

Zweitgutachter: Prof. Dr. Christian Komusiewicz, Friedrich-Schiller-Universitat Jena

Tag der Einreichung: 24.02.2026.

Tag der miindlichen Prufung: 01.04.2026.



—Dedicated to my family and friends.



Abstract

The analysis of large time series data requires efficient algorithms. Time series data
mining methods, such as classification and clustering, rely on the underlying dis-
tance measure to determine time series similarity. The accuracy and performance
of these methods highly depend on the selected measure. Lock-step measures, such
as Fuclidean distance, compare only matching indices, whereas elastic measures
align points more flexibly. Among elastic measures, the non-metric dynamic time
warping distance (DTW) is the most widely used. The elastic move-split-merge
(MSM) distance, which transforms one time series into another using move, split,
and merge operations with specific costs, is an alternative to DTW. Unlike DTW,
MSM is a metric that can be used for applications such as metric indexing or clus-
tering within metric spaces. Recent studies have shown that the MSM distance
outperforms DTW in terms of the accuracy of the 1-NN classifier and k-means
clustering. Although DTW and MSM both have quadratic complexity, there exist
fast versions of DTW. The MSM algorithm computes the distance between two
time series in quadratic time, even in best case instances. Thus, the original algo-
rithm is too slow to compete with other state-of-the-art measures, such as these
faster DTW versions.

This thesis introduces methods to reduce the cost of computing MSM distances,
including bounds that prune paths early in the dynamic programming table. For
constant time series, we provide a linear-time algorithm. We also propose new
linear-time heuristics, some of which rely on metric properties, and adapt DTW-
based heuristics for MSM. In particular, the runtime of our fastest MSM version
is faster than that of a state-of-the-art DTW distance computation across the
majority of widely used UCR classification datasets.

The second part of this thesis examines the MSM-MEDIAN problem, that is, com-
puting a consensus time series under the MSM metric. An accurate consensus
time series is crucial for clustering, as it can serve as the cluster centroid. We
show that the MSM median is always composed of values from the input series,
which is key to our MSM-MEDIAN algorithm. Our algorithm runs faster than
DTW-based competitors. We further analyze the complexity of MSM-MEDIAN.
MSM-MEDIAN is NP-hard, W[1]-hard for parameter k, and unsolvable in subex-
ponential time unless exponential time hypothesis fails — even with just three
distinct input values. However, we show that MSM-Median is fixed-parameter
tractable with respect to the total distance bound. Moreover, we offer faster
MSM-MEDIAN heuristics with minimal loss in accuracy, since exact computation
is costly.
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Zusammenfassung

Die Verarbeitung grofler Mengen an Zeitreihendaten erfordert effiziente Data-
Mining-Methoden. Klassifizierungs- und Clusteringverfahren basieren auf einem
zugrunde liegenden Distanzmafl. Die Wahl des Distanzmafles beeinflusst mafigeb-
lich die Genauigkeit und Effizienz dieser Verfahren. Lock-Step-Mafle, wie die
euklidische Distanz, vergleichen ausschliellich Werte an identischen Indizes. Im
Gegensatz dazu ermoglichen elastische Distanzmafle eine flexiblere Zuordnung von
Punkten. Unter den elastischen Distanzmaflen ist die Dynamic Time Warping-
Distanz (DTW), ein nicht-metrisches Maf}, am weitesten verbreitet. Diese Arbeit
untersucht die elastische Move-Split-Merge-Distanz (MSM). MSM transformiert
eine Zeitreihe mithilfe von Move-, Split- und Merge-Operationen, denen jeweils
Kosten zugeordnet sind, in eine andere Zeitreihe. Im Gegensatz zu DTW ist MSM
eine Metrik. Aktuelle Studien zeigen, dass die MSM-Distanz der DTW hinsichtlich
der Genauigkeit beim 1-NN-Klassifikator und beim k-Means-Clustering iiberlegen
ist. DTW und MSM werden mittels dynamischer Programmierung berechnet. Der
urspriingliche MSM-Algorithmus berechnet die Distanz zwischen zwei Zeitreihen
selbst im besten Fall in quadratischer Zeit, zu langsam, um mit anderen Distanz-
maflen, etwa schnellen DTW-Versionen, zu konkurrieren.

In dieser Arbeit werden Methoden zur Laufzeitoptimierung der MSM-Distanz
vorgestellt, wie die Verwendung von Schranken, um Pfade frithzeitig in der dy-
namischen Programmierungstabelle zu beenden. Fiir konstante Zeitreihen wird
ein linearer Algorithmus vorgestellt. Dartiber hinaus werden neue lineare Heuris-
tiken vorgeschlagen und DTW-basierte Heuristiken fiir MSM angepasst. Insbeson-
dere ist die Laufzeit der schnellsten MSM-Version fiir die meisten UCR-Datensatze
kiirzer als die einer aktuellen DTW-Distanzberechnung.

Eine zentrale Herausforderung beim Clustering ist die Bestimmung des Clusterzen-
trums, etwa die Berechnung einer Konsenszeitreihe. In dieser Arbeit wird das
MSM-MEDIAN-Problem untersucht, das die Berechnung einer Konsenszeitreihe
unter der MSM-Metrik umfasst. Es wird gezeigt, dass der MSM-Median stets aus
Werten der Eingabezeitreihen besteht, was flir den entwickelten MSM-MEDIAN-
Algorithmus grundlegend ist. Unser Algorithmus lauft schneller als DTW-basierte
Ansatze und ist nahezu optimal, wie Experimente bestétigen. Dartiber hinaus wird
die Komplexitat von MSM-MEDIAN analysiert. MSM-MEDIAN ist NP-schwer,
W/[1]-schwer fiir den Parameter & und in subexponentieller Zeit unlsbar, sofern
die ETH gilt, selbst bei nur drei unterschiedlichen Eingabewerten. Es wird jedoch
gezeigt, dass der MSM-Median hinsichtlich einer gegebenen Maximaldistanz bei
festen Parametern effizient berechnet werden kann.
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Introduction

Many natural or human-made processes generate data representing observations
over time. These observations are stored in a sequence of data points ordered by
their temporal occurrence. Such a sequence of data points is called a time series.
Time series data arise in various domains such as biology [EB06; BGS12], eco-
nomics [Gav+00; Dav16], engineering [Mir+16; Raz+15], and social sciences [Dav16;
McC+80].

The rise of the Internet of Things(IOT) has led to a surge in time series data,
driving the need for dedicated systems to handle it [Gar+20]. The goal is to
extract knowledge from large amounts of data, exploring and analyzing them to
discover meaningful patterns and rules. This process is called data mining [JS13].
In the field of data mining, the development and implementation of efficient al-
gorithms are fundamental to achieving optimal performance across a wide range
of tasks. These tasks include indexing, clustering, classification, and many oth-
ers. The growing volume of complex time series data poses challenges for accurate
and efficient data processing that traditional data mining techniques fail to solve
efficiently.

As an example, Figure 1.1 depicts an excerpt of the Italy Power Demand dataset
of the UCR-Archive [Dau+18|. This shows the energy consumption over a day
at different locations in Italy. Little energy is consumed at night, whereas con-
sumption rises sharply in the early morning. In this scenario, one can aim to
answer different questions. How can different regions with similar power consump-
tion behavior be identified? Is there a time series that represents all the data of
a particular region? To answer the first question, a common data mining tech-
nique is to cluster the data. Afterward, a consensus time series of each cluster
can be computed to find a representative time series and answer the second ques-
tion.

Clustering algorithms organize data points into distinct clusters, where objects
within a cluster are highly similar to each other and dissimilar to objects in other
clusters. [AST15]. To examine this, a similarity measure is required. To measure
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Normalized value

(') E") 1'0 1'5 2'0
Time of Day
Figure 1.1.: Four time series depicting the energy consumption over the course of
a day (24 hours) at different locations in Italy. Note that the values of the data
points are z-normalized (see Chapter 2).

the similarity of time series analysis, distance measures specifically designed for
time series data can be used. Higher distance values indicate less similarity. The
choice of an appropriate distance measure significantly affects not only clustering
results but also those of various time series analysis techniques that group or
categorize data points based on their similarity. Consequently, understanding the
challenges and requirements of time series distance measures is crucial for practical
data analysis.

In the next section, we introduce three time series distance measures and discuss
challenges in analyzing time series. The focus of this thesis lies on the move-
split-merge (MSM) distance measure, which will be compared to the established
dynamic time warping (DTW) distance and the Fuclidean distance (ED). After-
ward, we introduce the problem of computing a time series consensus. Based on
the presented problems and examples, we formulate corresponding research ques-
tions and summarize the main contributions of this thesis. After providing an
overview of the main publications from this thesis, we conclude this introduction
by outlining the chapters that follow.

1.1. Time Series Distance Measures

In recent years, several time series distance measures have been developed. For
an overview of 71 distance measures, see the study of Paparrizos et al. [Pap+20].
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Figure 1.2.: Left: alignment of the distance computation using ED. Right: align-
ment of the distance computation using DTW.

The studies by Lines and Bagnall [LB15] and Paparrizos et al. [Pap+20] ana-
lyzed various time series distance measures for classification tasks. While these
distance measures include the well-established ED and DTW, the recently intro-
duced MSM distance has attracted particular attention for its promising accuracy
in classifying similar time series. In what follows, we briefly introduce the time
series distance measures ED, DTW, and MSM. A detailed description follows in
Section 2.2.

The ED belongs to the group of lock-step measures [Pap+20], where the ith point
of one time series is compared to the ith point of another (see Section 3.2). We
say that the ith point of a time series is aligned to the ith point of another time
series. Figure 1.2 (left) shows an example of ED’s alignment. The final distance
is calculated by summing the individual distances between all corresponding pairs
of points. It can be easily computed in O(n) time, with n denoting the length of
each time series.

Unlike the ED, which is restricted to comparing points with the same index, the
DTW distance [SC78] is an elastic time series distance measure. This flexibil-
ity allows DTW to align arbitrary points between two time series [PG16]. Fig-
ure 1.2 (right) shows a DTW alignment example. The classic DTW distance can
be computed via dynamic programming in O(m - n) time, where m and n denote
the length of the time series, respectively.

DTW is by far not the only elastic distance measure [Pap+20]. In this thesis, we
study the MSM distance introduced by Stefan et al. [SAD13]. Here, one time series
is transformed into another using three types of operations: a mowve shifts one value
in a time series, a split replaces one point of a time series with two consecutive
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Figure 1.3.: Time series x and its uniformly scaled version by a factor of 2.

points of the same value, and a merge replaces two consecutive points of the same
value with a single point of the same value. Each transformation is associated with
some cost. The MSM distance reflects the cumulative cost of all operations needed
to transform one time series into another. The cost of a move is the Euclidean
distance between the old and the new value, whereas the cost of a split and merge
is expressed by a fixed constant ¢ > 0, fixed in advance. The setting of ¢ > 0
determines whether move operations or split and merge operations are favored.
More precisely, as ¢ increases toward infinity, MSM acts more like a lock-step mea-
sure; as ¢ approaches zero, MSM becomes highly elastic. As DTW, MSM can be
computed in O(m-n) time via dynamic programming. In the following discussion,
we will examine the advantages of utilizing distance measures beyond the ED and
emphasize the particular relevance of MSM.

Many real-world time series data exhibit various distortions arising from factors
such as measurement noise, scaling changes, or time warping [Bat-+14]. Analyzing
such data requires the use of distance measures that can deal with certain invari-
ances, ensuring accurate comparisons of distorted time series. We now examine
some essential distortions of time series [Bat+14; PG16].

Uniform scaling invariance A distance measure is considered uniform scaling
invariant if it identifies two time series as similar when one is stretched or com-
pressed by a constant factor. When sequences differ in length, it is necessary to
either stretch the shorter sequence or shrink the longer sequence to enable effec-
tive comparison. Figure 1.3 shows an example of a time series x and its uniformly
scaled version.
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Figure 1.4.: Time series x, a sine curve, and its locally scaled version by taking the
square of the time steps before applying the sine.

Local scaling invariance The local scaling invariance resembles uniform scaling
invariance; however, in the local case, distinct points within the time series are
stretched or compressed by different factors. Figure 1.4 shows an example of a time
series x, a sine curve, and its locally scaled version. The locally scaled time series
changes more slowly at the beginning and accelerates toward the end because the
time indices are squared before applying the sine.

The ED is neither uniform nor locally scaling invariant. This means it can only
compare points within overlapping time intervals between the two time series. In
contrast, DTW and MSM exhibit these scaling invariants because they can align a
single point in one series with multiple points in the other [LB15].

Shift invariance A distance measure d is shift invariant if it considers two time
series as similar, although they differ in phase (global alignment). Figure 1.5 shows
an example of a time series x and its shifted version. Here, the time series is shifted
by one timestep.

Among the three distance measures, ED is not shift invariant. DTW and MSM,
classified as elastic measures, achieve this by allowing the alignment of points
between two time series with different indices [LB15].

In general, the best results for identifying similar time series with distortions are
achieved with elastic distance measures, since they can handle shift and scaling
invariants better than lock-step measures [Pap+20; LB15]. Informally, when com-
puting an elastic distance for two time series, each time series may be stretched
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Figure 1.5.: Time series x and its shifted version by one timestep.

or compressed. This ensures that the best-fitting parts are aligned. The so-called

warping path then determines the aligned parts.
However,

More invariants exist that we will not detail here [Bat+14; PG16].
metricity is another essential property of distance measures we will consider in this
thesis [SAD13]. Distance measures that satisfy the metric properties of reflexivity,
symmetry, and the triangle inequality can be applied in a range of scenarios. These
include generic indexing methods relying on metric functions [Yia93|, general met-
ric space clustering algorithms [Bri+08], 2-approximation approaches for the cen-
ter selection problem [Gon85], and visualization methods that embed data into

Euclidean space for improved interpretation [FL95].
The ED is a metric, but it is not robust against the distortions mentioned above.
DTW addresses these distortions, but it is not a metric because it violates the
triangle inequality. In contrast to DTW, the MSM distance maintains metric
properties, ensuring robust analysis under distortions, achieves high accuracy in
classification [LB15; Pap+20] and clustering tasks [HMB24], and, like DTW, al-
lows flexible alignment. Both MSM and DTW have quadratic complexity. How-
ever, there are improved DTW algorithms for faster computation. Paparrizos et
al. [Pap+20] pointed out that this is a notable drawback of the MSM distance:
the most advanced MSM algorithm was shown to be considerably slower than the

improved DTW algorithms.
The demand for faster distance computation in the MSM metric strongly mo-
tivates further algorithmic research. Accordingly, the first part of this thesis is
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dedicated to tackling this issue. We examine various methods to reduce compu-
tation time, including using heuristic lower and upper bounds within an exact
algorithm.

1.2. Time Series Consensus

Fast and accurate distance measures are crucial for many algorithms, such as clus-
tering and classification. Partition-based algorithms, such as k-means clustering,
are among the best methods for clustering time series [PG17]. One fundamen-
tal problem in k-means clustering for time series is computing the consensus of a
cluster that represents the time series.

The algorithmic task in the time series consensus problem is to compute, for a
given collection X of time series, some time series x* that has a small distance to
the members of X. Often, a consensus time series is called a median time series
if the aim is to minimize the sum of distances. In contrast, a mean time series
aims to minimize the sum of the squared distances. Naturally, the quality of the
computed consensus time series and the difficulty of computing it depend strongly
on the underlying time series distance function.

To discuss a first example, consider the time series median problem with ED as
the underlying distance measure. Given a collection of input time series X =
(x1,...,2x) of equal length m, we aim to compute a median time series x* mini-
mizing the sum of ED distances to all time series in X. Since the ED is a lock-step
measure, aligning all time series in X to z* means that the ith points of all time se-
ries in X align to the ¢th point of z*. Consequently, the th value of x* is simply the
average of the 7th values from all time series, that is,

o [i] = 1/k-zxj[¢].

Figure 1.6 depicts an example of three time series with their corresponding median
using the ED.

For the DTW distance, a common approach is first to align the time series and
then compute average values based on this alignment [SJ18]. A consensus time
series problem in DTW spaces, called DTW-MEAN [Bri+19], is formulated as an
optimization problem aiming to compute a time series that minimizes the Fréchet
function [Fré48]. In the following, we use DTW-MEAN to denote the problem
of computing means for the DTW distance function. The actual mean is referred
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Figure 1.6.: Given three time series of equal length = = (1,2,2,3,4,5,5,6), y =
(10,8,9,8,8,7,6,7), and z = (0,1,1,2,2,1,3,3), the median is computed using
the ED.

to as DTW mean. In the DTW-MEAN problem, the DTW distance measure is
defined as the square root of the minimal warping path cost [Bri+19]. Conse-
quently, the DTW mean minimizes the sum of warping path costs and is thus,
in fact, a median for this distance measure. A drawback of this approach is
its exponential runtime [Bri+19], which makes it impractical for real-world use
cases.

In the second part of this thesis, we examine the consensus time series problem
for the MSM metric. We aim to compute a time series x* that minimizes the sum
of the distances to the time series in X regarding the MSM metric. This problem
is called MSM-MEDIAN. As with DTW-MEAN, we use MSM-MEDIAN to de-
note the problem of computing medians under the MSM metric, while the actual
median under MSM is called the MSM median.

Some examples of MSM medians are depicted in Figure 1.7. Each comprises four
sample time series from a dataset of the UCR time series archive [Dau+18] along
with their respective MSM medians.

In contrast to a DTW mean, there always exists an MSM median that consists
only of values present in the input time series. In this thesis, we prove that this
observation is an invariant of the MSM median and is pivotal to both the design
and the efficiency of our algorithms.
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Theoretical complexity of time series averaging DTW-MEAN can be solved
in O(n?**12%k) time [Bri+19]. Here, n is the maximum time series length and k is
the number of input time series. While this runtime is polynomial for a constant
number of time series, it grows rapidly with k, making the algorithm impracti-
cal for kK > 4. Later, it was shown that DTW-MEAN is NP-hard [BFN20], so a
polynomial-time algorithm cannot be expected. Moreover, DTW-MEAN is W/[1]-
hard with respect to k and thus an FPT algorithm for &, that is, an algorithm
with runtime f(k)-n®® is presumably impossible [BFN20]. Altogether, the com-
plexity of computing distances and means under the DTW measure is fairly well
understood by now. In this thesis, we analyze the complexity of MSM-MEDIAN
relative to DTW-MEAN. Given the high quality of MSM-based classifications,
our goal is to develop an exact algorithm for computing an MSM median with
better runtime than the DTW competitor.

In summary, this thesis focuses on the analysis of the MSM metric, which remains
relatively unexplored so far and therefore presents a promising area for research.
Further, we address open questions on improving the runtimes of pairwise time
series comparisons and the computation of consensus time series using MSM, along
with an extensive complexity analysis.

1.3. Research Questions

Elastic time series distance measures can handle time series distortions, such as
scaling and shifts. Among these distance measures, DTW is the most frequently
used. In this thesis, we study the MSM metric. MSM not only fulfills all met-
ric properties but also achieves high accuracy in 1-NN classification tasks [LB15;
Pap+20]. While the MSM and DTW distances have quadratic time complexity,
the MSM distance incurs a significant runtime disadvantage in practice. Stud-
ies have shown that it is slower than optimized DTW implementations [Pap+20].
Thus, the main research question is

Is it possible to improve the MSM metric to be competitive against DTW?

The MSM distance is defined via transforming one time series into another through
a specific sequence of transformation operations. Furthermore, compared to DTW,
it fulfills all metric properties. This leads to a further sub-question:

Is it possible to use properties of the transformation operations and the metric
properties of MSM to speed up the computation?

10



1. Introduction

To the best of our knowledge, no in-depth study of the algorithmic concepts
exists. The research questions aim at closing this gap. This thesis provides
key contributions to these questions and valuable insights into the MSM met-
ric.

1.4. Contributions

We give new essential characteristics of the MSM metric: we first provide new
insights into MSM transformation structures that are crucial for the remainder of
the thesis. We then examine the computation of pairwise MSM distances in more
detail. Finally, we study the problem of computing a consensus time series using
the MSM metric.

New Insights on Transformation Graphs

The MSM metric is based on transforming one time series into another using the
defined operations move, split, and merge. This transformation can be described
via a directed graph, the transformation graph. In this thesis, we present new
insights into transformation graphs to better understand the structure of a trans-
formation. A main result is that there always exists an optimal transformation
graph that can be decomposed into its weakly connected components, each with
a certain structure.

Pairwise MSM distance computation

Unfortunately, the runtime of the standard dynamic programming algorithm for
MSM distance computation is Q(n?), where n is the length of the longest time
series. In this thesis, we examine several strategies to reduce computation time.
First, we propose a linear-time algorithm computing the exact distance between
a constant time series and an arbitrary time series. We further adapt common
heuristic strategies, such as the Sakoe-Chiba band [SC78] and the Itakura paral-
lelogram [Ita75], for MSM to reduce the number of entries to be computed in the
dynamic programming table. We also use the transformation structure and the
triangle inequality to develop new MSM-specific heuristics. Finally, we develop a
fast, exact MSM algorithm, PRUNEDMSM, that is competitive with state-of-the-
art DTW approaches, using MSM-specific heuristics to efficiently prune and com-
pute lower bounds for MSM distances. In experiments on real-world time series
samples, we demonstrate a substantial runtime advantage of PRUNEDMSM over

11
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the classic MSM implementation and analyze the trade-off between runtime and
accuracy for all given heuristics. We compare the fastest variant of PRUNEDMSM
to a state-of-the-art DTW distance computation, PRUNEDDTW, showing that
PRUNEDMSM is faster than PRUNEDD'TW in most cases.

MSM-Median

Fast and accurate time series distance computation is crucial for k-means clus-
tering, where computing a consensus time series is the main challenge. We ana-
lyze the problem of computing a consensus string of k input time series of maxi-
mum length n for the MSM metric, called the MSM-MEDIAN problem. To this
end, we show that there always exists an MSM median consisting of data points
present in at least one time series in the input set. Regarding the complexity
of MSM-MEDIAN, we present two main results. First, we show that MSM-
MEDIAN is NP-hard, W[1]-hard when parameterized by k, and cannot be solved
in f(k) - [I]°® time for any computable function f, unless the exponential time
hypothesis (ETH) [IPZ01] fails. Here, |I| = k-n denotes the total input size of the
MSM-MEDIAN instance. These hardness results hold even if the total number of
distinct values in the input time series is 3.

The fact that each sequence of input time series has an MSM median consisting
only of values present in the input time series is also crucial for the design and
efficiency of our new MSM-MEDIAN algorithm. We prove that the runtime of our
algorithm is O(n*32%k3), thus faster than the DTW-based competitor [Bri+19].
Since this corresponds to the theoretical lower bound on the runtime, the new
exact MSM-MEDIAN algorithm is close to optimal. Experiments on real-world
time series samples show that our implementation of MSM-MEDIAN is also faster
than that of DTW-MEAN in practice.

As a second theoretical complexity result, we show that MSM-MEDIAN can be
solved in 290/ . |1/ time where ¢ is the constant cost for a merge or split
operation and d is a bound on the sum of distances of the median x* to the input
time series in X. Again, we analyze the practical runtime of the presented FPT
algorithm on real-world time series samples.

Since computing an exact MSM median is computationally expensive, we present
preliminary heuristics that are significantly faster without sacrificing much accu-
racy.

12
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1. Introduction

1.6. Thesis Structure

The remainder of this thesis is structured as follows:

Chapter 2 introduces fundamental concepts relevant to this thesis. These concepts
include the most popular distance measures, DTW and the Euclidean distance,
the detailed description of MSM, the definition of consensus time series, and a
short introduction to computational complexity.

Chapter 3 gives an overview of related work relevant to all chapters. Chapter-
specific overviews of related work are provided in the individual chapters.

Chapter 4 introduces new insights on transformation graphs, which describe the
transformation of one time series into another using the MSM metric. These
new insights are relevant to all subsequent chapters. This chapter contains parts
of [HKS23b].

Chapter 5 presents several strategies to improve the classic MSM algorithm regard-
ing runtime and storage efficiency. First, we develop several heuristic strategies to
approximate the MSM distance. Second, we introduce a faster algorithm, called
PRUNEDMSM, to compute the exact MSM distance and compare it to state-
of-the-art exact DTW algorithms in experiments. This chapter is an enhanced
version of [HKS23a].

Chapter 6 discusses the problem of computing the median of a collection of time
series using the MSM metric. We show that MSM-MEDIAN is NP-hard and W[1]-
hard for k, even for time series with at most three distinct values. We present
the novel algorithm MSM-MEDIAN to compute an exact MSM median, a pa-
rameterized version of MSM-MEDIAN, and additional heuristics to approximately
compute the median. Finally, and we evaluate our approaches against the state-of-
the-art algorithm DTW-MEAN. This chapter is an enhanced version of [HKS23b|
and [Hol+23].

Chapter 7 concludes this thesis. We summarize the main findings and highlight
directions for future work.

14



Fundamentals

This thesis deals with time series, distance measures for time series, the computa-
tion of a consensus time series, and some complexity results regarding the MSM-
MEDIAN computation. In the following, we first introduce general notation for
time series. We then recap some important distance measures before describing the
MSM metric in detail. Finally, we introduce the time series median problem and
provide basic concepts of computational complexity.

2.1. Time Series

Informally, a time series is a sequence of data points storing observations over
time. Thus, it is a sequence of points in discrete time. In this thesis, we consider
only time series with equidistant measurement times.

Definition 1. A time series x of length n is a sequence of data points, in short
points, (z[1],...,z[n]) totally ordered by a relation <,. The ith point of a time
series is referred to as x[i|. Each point z[i] is a real number.

For ¢ € [1,n] and j € [i,n], we denote by z[i, j| the contiguous subsequence of x
starting at ¢ and ending at j. Let V(x) = {z[i] | z[i] € x} be the set of
all values of points of x. For a collection of time series X = (zy,...,xy), the
ith point of the jth time series of X is denoted by z;[i]. Further, let V(X) =
{z[i] | € X,i € [1,|z|]} denote the set of all values of points in the time series
of X.

When comparing two time series, it is often crucial to normalize the data before-
hand [KKO03]. In many scenarios, two time series should be considered similar even
though they differ in amplitude and offset. Consider a time series © = z[1, m| and
set another time series y as y = (a-z[1]+ 3, ..., a-z[m]+ ) for « and g € R. One
can argue that the two time series are similar, differing only in their amplitude
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Figure 2.1.: Two time series x and y, where y is the scaled and vertical shifted
version of z setting a = 2 and = 3.

and offset. In other words, to show the similarity of both time series, the time
series x can be rescaled and shifted by appropriate amounts. Figure 2.1 shows an
example of two time series x and y, where y is the scaled and vertically shifted
version of x, setting « = 2 and [ = 3. After rescaling y, the two time series are
identical.

To address this issue, normalization preprocessing is typically applied [BWK11].
A popular normalization technique is z-normalization [GK95], which transforms
a time series to have a mean of 0 and a standard deviation of 1. This process
removes amplitude and offset effects, formally:

Definition 2. A time series x = z[1,m] is z-normalized if

where

denotes the mean of z and

denotes its standard deviation.
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A time series x = x[1,m| can be transformed into its z-normalized version & =
z[1,m], by subtracting the mean from each value, and then dividing the difference
by the standard deviation, that is,

All time series used in the experiments of this thesis are z-normalized.

In the next section, we define three time series distance measures: the Euclidean
distance, the dynamic time warping distance, and the move-split-merge distance.
One desired property of time series distance measures is metricity. We therefore
first give a formal definition of a metric.

Definition 3. A time series distance measure d is a metric if it fulfills the following
three properties [SAD13]:

1. Reflexivity: a time series x has always a distance of 0 compared to itself,
that is, d(z,x) = 0.

2. Symmetry: the order of time series is not relevant, that is, for two time
series = and vy, d(z,y) = d(y, ).

3. Triangle inequality: let x,y and z be three time series. It must hold that
d(z,y) < d(z,z) +d(z,y).

2.2. Time Series Distance Measures

In what follows, we define three time series distance measures and discuss whether
they satisfy the metric properties.

2.2.1. Euclidean Distance

One common distance measure for comparing two time series in linear time is
the Fuclidean distance (ED). The ED belongs to the group of lock-step measures
[Pap+20], where the ith point of one time series is compared to the ith point of
another.
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Figure 2.2.: Distance computation between two time series x = (1,0,1,1,3,1,1,1)
and y = (5,5,4,5,5,7,5,5) using the ED. The computed distance is dgp =~ 11.75.

Definition 4. Given two time series x = x[1,m] and y = y[1, m] with the same
length m, then the Euclidean distance dgp(zx,y) between the two time series is
defined as

dep(,y) = | Y _(ali] = y[i)>.

Hence, as special case for two points x and y in R we get

Figure 2.2 shows an example of computing the ED of two time series. The ED
fulfills all metric properties.

2.2.2. Dynamic Time Warping

The dynamic time warping (DTW) distance [SC78] is an elastic distance measure.
Compared with the ED, which allows only a linear alignment of two time series,
DTW enables a local, non-linear alignment [PG16]. For the following notation,
we refer to [Bag+17; Sen08|. Let x = z[1, m] and y = y[1,n] be two time series of
length m and n, respectively. Let Dprw be the m X n point-wise distance matrix

18
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between x and y where

for each ¢« € [1,m] and j € [1,n]. Note that the definition of DTW is highly
dependent on the chosen distance function d. In the original work, the distance
function d corresponds to dgp [SC78]. In the context of time series analysis, it is
common to set d(z[i],y[j]) = (z[i] — y[i])? [Bag+17], which we will also use in this
thesis. After computing the distance matrix Dprw, the algorithm searches for the
smallest distance alignment of the two time series by finding an optimal warping
path or alignment path in the matrix. A warping path defines a traversal through
the matrix Dprw, that is, it specifies the alignment of a point z[i] to a point y[j].
Formally, a warping path

p=(p1,...,pq) With p, = (i, ) for i € [1,m],7 € [1,n]

must satisfy the following conditions [Sen08]:

1. the first and last points of p must be the first and the last points of the time
series (boundary condition), that is, py = (1,1) and p, = (m,n).

2. the points must be ordered in time (monotonicity condition) and jumps are
not allowed (step size condition), that is, ppr1 —pe € {(1,1),(1,0),(0,1)} for
tell,g—1].

The overall cost of a warping path is the sum of the individual distances:

Cost(p) = Z d(z[i], y[5])-

(4,3)€{P1,---pq}

The DTW distance Dprw is now defined as the minimum cost of all possible
warping paths, that is,

Dprw(z,y) = min Cost(p).
p

A warping path with minimum cost then corresponds to an optimal local alignment
of z and y. The DTW distance can be computed via dynamic programming.
Figure 2.3 shows an example of the alignment computing the DTW distance of two
time series x = (1,0,1,1,3,1,1,1) and y = (5,5,4,5,5,7,5,5) with the respective
warping path p = ((0,0),(0,1),(0,2),(1,2),(2,2),(3,2),(4,2),(4,3),(4,4), (4,5),
(4,6),(4,7),(5,7),(6,7),(7,7)).

The DTW distance does not satisfy all metric properties, as the triangle inequality
does not hold. We give a counterexample where this inequality does not hold:
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Figure 2.3.: Left: alignment of the distance computation between two time se-
ries z = (1,0,1,1,3,1,1,1) and y = (5,5,4,5,5,7,5,5) using DTW. Right: sketch
of the respective warping path p.

let o = (3,3,4,4,4,4,4,4), y = (3,3,3,3,3,3,3,3), and = = (3,3,3,3,3,3,3,4) be
three time series of equal length. To fulfill the triangle inequality, it must hold that
Dprw(z,y) < Dprw(z, 2) + Dprw(z,y). Since Dprw(z,y) = 6, Dprw(z, 2) = 0,
and Dprw(z,y) = 1, the inequality is violated.

2.2.3. Move-Split-Merge Metric

The focus of this thesis is on the time series distance measure called Move-Split-
Merge (MSM) metric. As DTW, it is also an elastic measure, but in contrast, it
fulfills all metric properties (see Lemma 1). We first define the basic concepts of
MSM and recap its most important properties.

Move-Split-Merge Operations

We now define the MSM metric, following the notation of Stefan et al. [SAD13].
The MSM metric allows three types of operations to transfer one time series into
another: mowve, split, and merge. Figure 2.4 shows a schematic representation of
all transformation operations. For time series = z[1,m], a move transforms a
point z[i] into z[i] + w for some w € R, that is,

Move; () := (z[1],...,z[i — 1], z[i] + w,z[i + 1], ..., z[m]),
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Figure 2.4.: Representation of the three different transformation operations with
their respective cost.

with cost
Cost(Move; ) = |w|.

Informally, we say that there is a move at point x[i] to another point x[i] + w.
The split operation splits the ith element of x into two consecutive points. A split
at point z[i] is defined as

Split; (x) == (z[1], ..., z[i — 1], x[d], z[i], z[ + 1], ..., z[m]).

A merge operation may be applied to two consecutive points of equal value. For
x[i] = x[i + 1], it is defined as

Merge; () = (x[1],...,z[i — 1], z[i +1],...,z[m]).

We say that x[i] and z[i + 1] merge. Split and merge operations are inverse opera-
tions in the sense that Split,(Merge,;(x)) = « and Merge,(Split,;(z)) = x. The costs
of both operations are equal and determined by a given nonnegative constant c,
that is

Cost(Split;) = Cost(Merge;) := c.

A transformation sequence S is given by a tuple (Si,...,S5;) such that S; €

{Move;; ., Split; , Merge; }. A transformation T(z,S) of a time series x for a given
transformation sequence S is defined recursively via

T(z,S) := T(S1(x), (S, ...,55)),
T(z,0) = x.

Definition 5. Given two time series x = z[1,m] and y = y[1,n] and a transfor-
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mation sequence S = (S,...,S5). The time series x is transformed to the time
series y if T(z,S) = y. The cost of a transformation sequence S is the sum of all
individual operation costs, that is, Cost(S) := > 4.5 Cost(S). A transformation is
optimal if it has minimal cost among all transformations that transform z to y.

Definition 6. The MSM distance dusm(c) (%, y) between two time series x and y
is the cost of an optimal transformation.

When the parameter c is clear from context, we simply refer to the distance
as dysm. We define Dyisnie) (X, y) = D, cx dusme) (2, y) as the distance from
a collection X of time series to a time series .

In the following, we prove that the MSM distance is a metric.
Lemma 1. [SAD13] The MSM distance measure fulfills all metric properties.

Proof. We show that the three metric properties hold.

Reflexivity: the reflexivity condition holds since if two time series are equal, no
transformation operations need to be applied.

Symmetry: for the symmetry condition, it must hold that for any transforma-
tion operation S, there exists an inverse operation S~! such that S™'(S(z)) = =.
The inverse operation of Move;,, is Move; _,,, and by definition, split and merge
operations are the inverse operation of each other.

Triangle inequality: to show the third condition, the triangle inequality, we regard
the three time series x, y, and z. Let S; be an optimal transformation of x into y
and Sy be an optimal transformation of y into z such that Cost(S;) = darsn (2, y)
and Cost(Sy) = dysm(y,z). Let S3 be the concatenation of S; and S, that is,
first all operations of S; are applied and then all operations of S, are applied.
Hence, Cost(S;3) = dyrsm(z,y) + dysa(y, 2). If S3 is an optimal transformation,
it holds that dysa(x, 2) = dysa (2, y) + dysa(y, 2). If there exists a lower cost
transformation than Ss, we get darsa(z, 2) < dyrsn(2,y) + dysm (Y, 2)- O

Transformation Graphs

The transformation of a time series x into a time series y can be described by a
so-called transformation graph. The transformation graph enables deeper analysis
of a transformation’s structure. We now give a definition and recap the most
important properties of a transformation graph by Stefan et al. [SAD13] and add
further new definitions.

22



2. Fundamentals

o[1] of2] of3]

Figure 2.5.: An optimal transformation graph between x := (4,5,5,10) and y :=
(10,7,8) with ¢ = 0.1. Move edges are red. There are two merge operations, one
split operation, and move operations with a total cost of 8. Hence, d(x,y) = 8.3.

Definition 7. A transformation graph Gs(z,y) is a directed acyclic graph showing
the transformation T(z,S) = y of a time series z to a time series y. It has source
nodes N(x) = (u[l],...,u[m]) and sink nodes N(y) = (v[1],...,v[n]). Nodes that
are neither source nor sink nodes are called intermediate nodes. Each node in the
node set V of Gs(z,y) is associated with a value given by a function val : V' — R
such that val(u[i]) = z[i] for i € [1,m] and val(v[j]) = y[j] for j € [1,n].

For i € [1,n] and j € [i,n], we denote by uli, j] the contiguous subsequence of
nodes of x starting at u[i] and ending at wu[j]. Figure 2.5 depicts an example of
a transformation graph transforming the time series x := (4,5,5,10) into y :=
(10,7,8). We have source nodes N(z) = (u[l,4]) and sink nodes N(y) = (v[1, 3]).
Furthermore, we have the intermediate nodes «, 3,7, d, ¢ with val(a) = val(§) =
val(y) = 5 and val(d) = val(¢) = 7.

We now describe the construction of a transformation graph: all nodes in V' have
in-degree and out-degree at most 2. The edges represent the transformation oper-
ations of S. To create a transformation graph, for each operation in S, a respective
move edge, two split edges, or two merge edges are added to the graph. The nodes
of N(z) that align to a node « correspond to consecutive points in z. A move
edge can be further specified as an increasing (inc-) or decreasing (dec-) edge if
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the move operation adds a (not necessarily strictly) positive or negative value to
the value of the parent node, respectively. One node splitting into two nodes has
exactly two outgoing split edges. Two nodes merging into a third node each have
exactly one outgoing merge edge ending at the third node, which has indegree 2.
Moreover, for the split and the merge case of three nodes «, 3,7, it holds that
val(a) = val(f) = val(vy). If there is a directed path from one node a to another
node 3, we say that « is aligned to 5.

In our example, the nodes u[l],u[2], and u[3] are aligned to v[l1] and v[2] and
the node u[4] is aligned to v[3]. The nodes a and  merge to 7, which thus has
indegree 2. It follows a move edge to 6 with a cost of 2. The node § splits into ¢
and v[2] and has thus outdegree 2. The node u[4] has a move edge to v[3] with a
cost of 2.

Definition 8. A transformation path, in short path, in Gs(z,y) is a directed path
from a source node u[i] € N(x) to a sink node v[j] € N(y). A transformation path
is monotonic if the move edges on this path are only inc- or only dec-edges. If it
contains only inc-edges or only dec-edges, it may be further specified as increasing
or decreasing, respectively.

In the example in Figure 2.5, the path from u[1] to v[1] contains three inc-edges.
Hence, it is increasing. The path from u[4] to v[3] is also increasing since it consists
only of one inc-edge.

Definition 9. A transformation is monotonic if all paths in the respective trans-
formation graph are monotonic. A transformation graph is optimal if it belongs
to an optimal transformation.

In our example, the transformation is monotonic, since paths are increasing. A
crucial property of the MSM metric is that there always exists an optimal trans-
formation graph containing only monotonic paths.

Lemma 2 (Monotonicity Lemma [SAD13]). For any two time series x andy, there
exists an optimal transformation that converts x into y and that is monotonic.

Proving Lemma 2, Stefan et al. [SAD13| showed that an optimal non-monotonic
transformation graph can always be converted into an equivalent transformation
graph that is monotonic. Figure 2.6 shows an example of a non-monotonic and a
monotonic transformation graph of a time series x := (4,7,4,4) and y := (5) with
¢ > 0 that are equivalent.
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inc |1 dec|-2
\ inc | 1

Figure 2.6.: Two optimal transformation graphs between x := (4,7,4,4) and y :=
(5) with ¢ > 0. Move edges are marked in red. Left: non-monotonic optimal
transformation graph with cost of 4 + 3¢. Right: equivalent monotonic optimal
transformation graph with the same cost of 4 4 3c.

Definition 10. Let x and y be time series of length m. We define dyiove(z,y) ==
o zld] — yld]| as the move distance between x and y.

The move distance equals the sum of the position-wise distances between z and y
and describes the cost of a transformation graph between x and y that only uses
move operations. Hence, dyiove(,y) = dusme) (2, y) if and only if some optimal
transformation between z and y uses only move operations.

Dynamic Program for MSM

The MSM distance between a time series = x[1,m] and a time series y = y[1, n]
can be computed via dynamic programming. We will take a more detailed look at
the mechanism of this dynamic program, as it is crucial to the remainder of this
thesis.

The computation fills a two-dimensional table D. Algorithm 2.1 shows the pseudo
code. Figure 2.7 gives an example of the dynamic programming table of the trans-
formation depicted in Figure 2.5. The right table is an extract of the complete
dynamic programming table on the left. An entry DJi, j] represents the cost of
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Figure 2.7.: Dynamic programming table D for computing the distance between
the two time series z = (4,5,5,10) and y = (10,7, 8) with ¢ = 0.1. Left: dynamic
programming table. The entries highlighted in red illustrate an example alignment
path between the two time series. Right: the computation of the move, split, and
merge cost for the table entry D[1,1]. Red arrows indicate a move operation, black
arrows indicate a split operation, and blue arrows indicate a merge operation. The
entry highlighted in gray indicates one chosen minimum value of the three possible
operations.

transforming the partial time series (z[1,4]) to the partial time series (y[1,j]).
The distance dusm(e) (@, ) is then given by D[m,n| (Line 24). The recursive for-
mulation of the dynamic program is defined as the minimum cost for the three
transformation operations (see the bottom right corner of the right dynamic pro-
gramming table and Line 21 in Algorithm 2.1). Analogous to the dynamic program
of DTW, an alignment path defines a traversal through the table D indicating a
cost-optimal sequence of transformation operations. Line 18 corresponds to a move
operation, taking the diagonal left entry of the table and adding the cost for the
move operation (red arrow in Figure 2.7). Line 19 corresponds to a split operation
in z, taking the entry above the current entry of the table and adding the cost for
the split operation (blue arrows in Figure 2.7). Line 20 corresponds to a merge
operation in z, taking the neighboring left entry of the table and adding the cost
for the merge operation (black arrows in Figure 2.7).

To merge two points with different values, potential move costs must be included
in the merge cost calculation. Therefore, an auxiliary function C'is used. The func-
tion C'(u, v, w) takes three input values and is defined as follows

c fo<u<worv>u>w

C(u,v,w) = { (2.1)

¢+ min(|lu — v|, |u — w|) otherwise.

Since split and merge operations are inverse operations, we only explain the mech-
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Algorithm 2.1 A quadratic-time algorithm computing the MSM distance between
two time series x and y [SAD13]. The function C' is defined in Equation 2.1.

1: Input:

2: time series x = x[1, m|

3: time series y = y[1, n

4: constant ¢

5: Output:

6: the MSM distance dyism(e) (%, y)

7. Initialize:

s DL = [of1] - y[1]

9: for:=2,...,m do

10: Dli, 1) = D[i — 1,1] + C(z[s], x[i — 1], y[1])
11: end for

12: for j=2,....,ndo

13 DI1,j] = DIL,j — 1] + Clylj], 2l ylj — 1))
14: end for

15:

16: for:=2,...,m do
17: for j=2,....,ndo

18: move = D[i— 1,5 — 1] + |x[i] — y[j]|

19: split = D[i,j — 1] + C(y[5], =[i], y[j — 1])
20: merge = D[i — 1, j] + C(x[d], z[i — 1], y[j])
21: DJj] = min(move, split, merge)

22: end for

23: end for

24: return D[m, n|

anism of the function C for the merge case. Assume that the value u will be
merged with v to w. The function C(u, v, w) then returns the cost of this merge.
Note that the values u, v, w may be unequal, and extra move costs have to be paid.
By definition, the cost of aligning the values v and w is already given. To align u
and w, we analyze if v < u < w or if v > u > w. In this case, the potential move
costs need not be added because they are already included in the cost of aligning
the values v and w. Only the constant cost ¢ for the merge operation is added.
Otherwise, the merge cost and the cost of moving the value u to v or moving the
value u to w are added. In the example in Figure 2.7, the split from value 4 into
10 and 7 only adds extra cost of ¢ since 4 < 7 < 10, and the move cost from 4
to 10 has already been computed in D[1, 1].

When the recursion reaches a border of D, we have the special cases in Lines 7 to 14.
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Time Series Index

Figure 2.8.: Alignment of the distance computation between two time series z =
(1,0,1,1,3,1,1,1) and y = (5,5,4,5,5,7,5,5) using the MSM metric setting ¢ = 1.
The computed distance is dysm() (2, y) = 22

Line 13 shows the case that only split operations may be applied. Line 10 shows the
case that only merge operations may be applied. For the base case, computing the
first table entry D1, 1], only a move operation is applied (Line 8).

Figure 2.8 shows an example of the alignment of the MSM distance of two time se-
riesz = (1,0,1,1,3,1,1,1) and y = (5,5,4,5,5,7,5,5) setting ¢ = 1.

The choice of a time series distance is crucial for computing a consensus time
series from a collection of time series. In the next section, we define two concepts
of consensus time series.

2.3. Time Series Consensus

Finding a representative of a cluster is a crucial step in many clustering ap-
proaches [KP98; BJ05; AST15]. One approach is to compute a consensus time
series of the input time series [AST15]. Finding a consensus time series can
be formulated as an optimization problem. We first differentiate between two
concepts of consensus time series: a median time series and a mean time se-
ries [Pet+14].
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Definition 11. Given a collection of time series X = (z1, ..., z;) and a time series
distance measure d, a median time series x* minimizes the sum of the distances
to X, that is,

Tr*eZ

k

arg min Z d(z*, z;),
i=1

where Z denotes the set of all finite time series.

In contrast, a mean time series is defined as follows:

Definition 12. Given a collection of time series X = (x1,...,2;) and a time
series distance measure d, a mean time series x* minimizes the sum of the squared
distances to X, that is,

T*eZ

k

arg min Z d*(z*, z;),
i=1

where Z denotes the set of all finite time series.

In Section 1.2, we already introduced computing a median time series using the
ED.

Finding a median or mean time series for the time series distance measures DTW
and MSM is far from trivial. The main difficulty lies in finding an appropriate
alignment of the input time series [Pet+14]. For DT'W, there exist many (heuristic)
approaches to solve this optimization problem (see Chapter 6.1). We will defer the
detailed definition of the median time series using DTW and MSM to Chapter 6,
where it is the primary focus.

2.4. Computational Complexity

In Chapter 6, we aim to study the computational complexity of MSM-MEDIAN.
For the following definitions, we refer to the book of Garey and Johnson [GJ79].

To analyze the computational complexity of a problem, it is reformulated into a
decision problem. In a decision problem, the goal is to answer whether a given
instance is a yes-instance or a no-instance of the problem. Formally, a decision
problem is defined as follows:

Definition 13. A decision problem is a language L C ¥*, where X is a finite

alphabet. A word z € ¥* is a yes-instance if x € L, otherwise it is a no-instance.
A complexity class is a collection of decision problems.
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For example, the decision problem of computing a time series median is defined as
follows:

TIME SERIES MEDIAN

Input: A collection X := (z1,...,z) of time series, an integer d*, and
a distance measure d.

Question: Is there a time series 2* such that ) _ d(x,2*) < d*?

Two important complexity classes are P and NP. P is the complexity class contain-
ing all decision problems that can be solved by a deterministic Turing machine in
polynomial time. If a decision problem L belongs to P, there exists an algorithm A
that decides deterministically if a word z is a yes-instance of L in |z|®®) time. Sim-
ilarly, if a decision problem L belongs to the complexity class NP, there exists an
algorithm A that decides non-deterministically if a word x is a yes-instance of L in
polynomial time. By definition P C NP. But even though no proof is given, it is
widely believed that P £ NP. To identify these problems, we use polynomial-time
reductions.

Definition 14. A problem L; C ¥* is polynomial-time reducible to a problem Ly €
>* if there is a polynomial-time computable function f : ¥* — >* such that for
all x € ¥,

r €l <— f(ﬂ?) € Lo.

Definition 15. A problem L is called NP-hard if there exists a polynomial-time
reduction from L’ to L for every L' € NP.

A problem L is NP-complete if it is NP-hard and L € NP. In the second part of
this thesis, we also study the parameterized complexity of MSM-MEDIAN. In the
next section, we give the main definitions.

Parameterized Complexity In the field of parameterized complexity, we regard
parameterized problems. For the following definitions, we refer to the books of
Cygan et al. [Cyg+15] and Downey and Fellows [DF13]. The idea is to solve NP-
hard problems exactly and efficiently if certain input parameters are small. First,
we will formally define a parameterized problem:

Definition 16. A parameterized problem is a language L C ¥* x N, where X is a
fixed, finite alphabet. For an instance (x,k) € ¥* x N, k is called the parameter.
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The goal is now to restrict the exponential part of the runtime to a parameter.
For example, if an algorithm runs in O(2* - n) time, the runtime is exponential
in k, but only polynomial in n. Algorithms with runtime f(k) - n¢ for a con-
stant ¢ independent of both n and k are called fized-parameter algorithms. More
formally:

Definition 17. A parameterized problem L C >* x N is called fized-parameter-
tractable (FPT) if there exists an algorithm 4, a computable function f: N — N,
and a constant ¢ such that, given an instance (z,k) € ¥* x N, the algorithm A

correctly decides whether (z,k) € L in time bounded by f(k) - |(x,k)|°. The
complexity class containing all fixed-parameter tractable problems is called FPT.

Proving that a parameterized problem is in FPT is one focus of the parameterized
complexity theory. Once a problem is shown to be in FPT, the goal is that the f(k)
factor and the constant c are as small as possible. When parameterizing a problem,
there may be multiple parameter choices.

Another complexity class with less efficient algorithms than in the FPT class is
called slice-wise polynomial. More precisely, for each fixed value of k, the problem
can be solved in polynomial time. However, the polynomial degree increases with k&,
resulting in a significant decrease in algorithmic efficiency even for small increases
in k. Formally:

Definition 18. A parameterized problem L C ¥* x N is called slice-wise polyno-
mial (XP) if there exists an algorithm A, computable functions f : N — N and
g : N — N such that, given an instance (z, k) € ¥* x N, the algorithm A correctly

decides whether (z,k) € L in time bounded by f(k) - |(z, k)|?**). The complexity
class containing all slice-wise polynomial problems is called XP.

The NP-hardness theory does not help to differentiate whether a problem is in
FPT or in XP. It is strongly believed that there exist problems in XP that are
not FPT. Therefore, Downey and Fellows [DF95a; DF95b] introduced a com-
plexity class W[i] for each integer i. Their widely believed conjecture states
that

FPT C W[1] C W[2] C ... C XP.

This conjecture is implied in the exponential time hypothesis (ETH), which is a
stronger hypothesis than the P # NP-hypothesis. Roughly speaking, the ETH is
a conjecture that states that certain problems cannot be solved in time that is
bounded by a polynomial function of the input size. Since the conjecture implies
that FPT # W]1], it can therefore be used to say that certain problems are not
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fixed-parameter tractable. The ETH allows for showing tight lower bounds, that
is, for example, that a problem cannot be solved in time 2°0™), or a parameterized
problem cannot be solved in time f(k) -n°*) . Moreover, assuming the ETH, lower
bounds on the asymptotic behavior of the function g in an f(k) - |(z, k)[9®) can be
stated.

We regard a small example based on the INDEPENDENT SET problem. For a given
graph G = (V| E), where V is the set of vertexes and E the set of edges in G, a set
of vertices V C V is denoted as independent if it does not contain any two vertices
that are connected via an edge e in E [DF13]. The INDEPENDENT SET problem

parameterized by k is defined as follows:

k-INDEPENDENT SET
Input: A graph G and an integer k.
Question: Does the graph G contains an independent set of size k?

The k-INDEPENDENT SET problem is shown to be W[1]-hard [DF13]. Moreover,
assuming the ETH, there is no f(k) - |(z, k)|°®-time algorithm for INDEPENDENT
SET for any computational function f.

To show the W/[i]-hardness of a problem, we use a parameterized reduction:

Definition 19. Let L, Lo, C X* XN be two parameterized problems. A parameter-
ized reduction from Ly to Lo is an algorithm A that, given an instance (z, k) € Ly,
outputs an instance (z’, k') € Ly such that

1. (x,k) is a yes-instance of Ly if and only if (2, k) is a yes-instance of Lo,
2. k' < g(k) for some computable function g, and

3. the runtime of A is f(k) - |z|°® for some computable function f.

If there exists a parameterized reduction from a parameterized problem L € Wi
to a parameterized problem L, then L is also W[i]-hard. If a problem is W{i]-hard,
it is assumed not to be in FPT assuming the ETH.
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This chapter provides an overview of related work relevant to all chapters of this
thesis. Chapter-specific related work overviews are given in the individual chapters
(see Section 5.1 and Section 6.1). This thesis focuses primarily on the MSM metric,
which measures the similarity between time series. This chapter briefly discusses
time series similarity search. Afterward, we provide an overview of common time
series distance measures.

3.1. Time Series Similarity

In recent decades, time series analysis has become a core discipline in data min-
ing [EB06; BGS12; Gav+-00; Dav16; Mir+16; Raz+15; Dav16; McC+80]. Measur-
ing the similarity between two time series is crucial in many time series data mining
tasks [AML19; Ech+20; Alf+19]. The following brief discussion of these tasks pro-
vides an overview of the most popular similarity search applications.

The task of querying time series data is the process of finding a time series in a col-
lection of time series that best matches the input query time series. In general, one
distinguishes between whole matching queries, where the entire distance between
the query time series and the candidate time series is measured, and subsequence
matching, where the similarity is computed between the entire query time series
and all subsequences of all candidate time series [Ech+20]. Fast time series query-
ing is crucial for subsequent analysis tasks, such as classification [Rak+12; Pap+11;
Lia+07]. Querying algorithms for time series can be distinguished into two general
approaches: sequential and indexing methods [Ech+20]. For sequential querying
methods, the query time series is compared to all candidate time series in the raw
data collection [Rak+12]. Indexing techniques build an index on the time series
data to prune the candidate search space based on the index, then compare the
remaining candidates against the original data space [Cam-+10]. Efficient indexing
techniques for time series data often enable fast similarity searches. These include
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tree-based indexing methods like R*-Trees [Bec+90] and indexing methods based
on a symbolic representation of the data [Cam+10]. Metric indexing methods,
such as M-Trees [CPZ97], further require that the underlying distance function
fulfills the triangle inequality. The MSM metric is a promising choice for such
indices.

Efficient similarity search provides the means for clustering and classification.
Clustering approaches aim to identify multiple groups, or clusters, in a collection of
time series such that time series within a cluster are highly similar and those across
clusters are highly dissimilar [Li+19]. It is therefore essential to use a suitable sim-
ilarity measure for this application. Typically, clustering algorithms are unsuper-
vised and can be used to gain insights into the structure of the data. There exist
many different clustering approaches [Din+15; PG16; PKG11; Lia05; ZMK12],
differing in two main components: the clustering algorithm itself and the underly-
ing distance measure. In a recent study by Holder et al. [HMB24], various elastic
measures are tested for clustering, including the popular k-means clustering algo-
rithm [Mac+67] (see Section 6.1 for more details).

The purpose of classification is to predict a class label for an unlabeled set of
data [Hil4-14]. One of the most popular classification algorithms is the k-nearest
neighbor (k-NN) classifier. Unlabeled data is assigned to the group to which most
of the k neighbors belong [Alf+19]. The efficiency and accuracy of clustering
and classification approaches depend heavily on the underlying distance measure.
The following section provides an overview of several distance measures for time
series.

3.2. Time Series Distance Measures

The inherent complexity of defining similarity, combined with the diverse chal-
lenges posed by distortions and different applications, has led to the development of
hundreds of time series distance measures. Following the suggestion of Paparrizos
et al. [Pap+20], time series distance measures can be grouped into five categories:
lock-step measures, sliding methods, elastic methods, kernel methods, and embed-
ding measures. In research, the focus often lies on lock-step measures, which are
easy to compute, and elastic measures, which allow flexible time series alignment.
We also focus on these two categories in this thesis.
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Lock-step Measures

A lock-step measure compares the ith point of a time series to the ith point of
another time series. The most popular lock-step measure is the Euclidean distance,
which belongs to the family of Minkowski distances [dAM12]. The Minkowski
distance between two time series x = x[1, m| and y = y[1, m] given an integer p > 1

is defined as:
dMinkowski(ZEa y) = (Z |J;[l] - y[l] |p)
i=1

For p = 1, it corresponds to the Manhattan distance, and for p = 2 to the Euclidean
distance. The Minkowski distance is a metric. In addition to the Minkowski
distance, there are numerous other lock-step measures [Pap+20] that will not
be discussed further here. The computation of lock-step measures is often very
efficient, with most of them supporting linear-time algorithms. But they have
the drawback that they can only compare time series of equal length and are
not robust against, for example, shift distortions of the input time series (see
Section 1.1).

P

Elastic Measures

A very popular group of time series distance measures are elastic methods [Pap+20].
Elastic measures introduce a non-linear mapping between data points, enabling
flexible alignment of diverse regions in time series data. This mapping allows
the series to stretch or shrink its observations, optimizing the matching process.
Most elastic measures use dynamic programming to efficiently compute the opti-
mal alignment of the time series. This works by creating a dynamic programming
table. The dimensions of the dynamic programming table correspond to the length
of the two input time series. Each table entry represents the minimum distance
between subsequences ending at that specific index in each time series. As an un-
derlying distance function, for example, the ED can be used. The algorithm finds
the optimal alignment of the time series, yielding a warping path in the table. Fill-
ing the entire two-dimensional table has quadratic complexity, which is too slow
for many real-world applications [Rak+12]. Constraints are commonly introduced
in elastic measures to optimize efficiency and accuracy (see Section 5.1). These
constraints restrict the warping path to explore only relevant entries in the dy-
namic programming table, for example, by setting a threshold on the acceptable
distance between the indices of the matched points.

One of the most popular elastic distance measures is DTW, first introduced in
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the 1970s [SCT78] for speech recognition tasks. Later, Berndt and Clifford [BC94]
adapted DTW for time series analysis, providing a more flexible warping path
that better captures the similarity between time series, even when they are dis-
torted. DTW follows the procedure of a classic elastic distance measure, as de-
scribed above, using a version of the ED as the underlying distance function
(see Section 2.2.2). It has been widely used in applications, for example, in
medicine [CMT11], music analysis [AMWO05], motion analysis [Miil09], gesture
recognition [Alo+09], and many more. Many studies have explored various opti-
mizations and modifications to DTW, aiming to unlock its full potential as a power-
ful and efficient tool for data classification [Rak+12].

We now consider another principle for elastic time series measures, which are
based on the cost of transforming one time series into another. The basic idea
behind many distance measures, including the MSM distance, is based on the
edit distance [MV93]. The edit distance compares two strings over a finite al-
phabet by measuring the minimum cost of operations needed to transform one
string into the other. There are three transformation operations: symbol in-
sertion, deletion, and substitution. The cost of each transformation operation
is 1. The edit distance is a metric. To apply the edit distance to numerical se-
quences, such as time series, Chen et al. [COOO5] introduced the edit distance
on real sequences (EDR). Defining element matching across different time series
presents a crucial challenge for the EDR. Given a matching threshold e, a pair
of elements matches if the absolute difference between the values is within the
threshold . As for the classic edit distance, the insertion, deletion, and substitu-
tion costs are equal to 1. The underlying distance function of EDR is defined as
follows [CNO4]: given two time series © = z[1,m] and y = y[1,n] and a matching
threshold e:

0 if [zfi] =yl <e,
depr(x[i],yli]) = < 1 if z[¢] or y[i] is an inserted element,

1 otherwise.

Although EDR can handle local time shifts within a time series, it violates the tri-
angle inequality due to the first condition, unlike the edit distance. This arises be-
cause the cost of two non-matching elements is 1, which equals the cost of matching
an added element to an input element. For example, let x = (3),y = (5,6,6), and
z = (4,5) be three time series and ¢ = 1. We get dgpr(z,y) = 3,dgpr(z,2) = 1,
and depr(y,z) = 1. Hence dppr(z,y) £ depr(2,2) + depr(y, z). Chen et al.
[CNO04] close this gap by introducing the edit distance with real penalty (ERP). The
ERP distance calculates the actual difference between matching elements in a time
series. However, it assigns a constant penalty for inserted elements. The underly-
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ing distance function of ERP is defined as follows:

|z[i] — yli]| if z[i] and y[i] are not inserted elements,
derp(z[t], y[i]) = < |z[i] — ¢] if y[i] is an inserted element,

ly[i] — g| if x[i] is an inserted element,

where g is a constant value. Under the defined distance function, ERP satisfies all
metric properties. However, its dependence on the choice of the constant parame-
ter g introduces a limitation [SAD13]. Specifically, in contrast to MSM and DTW,
ERP loses translation invariance, meaning a vertical shift of both time series does
not necessarily preserve the calculated distances. Another drawback is that ERP’s
cost function relies solely on the absolute value of the element, leading to unequal
treatment of elements by magnitude. This introduces a bias toward smaller values
over larger ones.

A slightly different version of the edit distance is the longest common subsequence
(LCS) distance [VGKO02]. The principle involves warping, essentially stretching
or compressing two sequences without altering their internal order. For two time
series x = x[1,m]| and y = y[1,n], the longest subsequence is computed where
both time series have equal values. That is, the LCS distance dycs(z,y) is defined
as

0 ifi=0o0rj =0,
dres(x[i], y[j]) = ¢ 1+ dres(afi — 1],y[j — 1]) if z[i] = yli],
max(dycs(eli — 1], ylj]), dues(li], yl7 — 1)) if =[i] # yld].

This flexibility allows some elements to remain unmatched if it optimizes the over-
all alignment. The strength of this measure lies in its ability to ignore mismatches.
This allows outliers to have minimal influence on the overall match score, lead-
ing to a more robust comparison. As a drawback, LCS does not satisfy the
metric properties because the triangle inequality does not hold. For example,
let z =(1,2,3,4,5), y = (3,4,5,6,7), and z = (6,7,8,9,10) be three time series.
Computing the pairwise LCS distances we get dycs(x,y) = 3, dpcs(z, 2) = 0, and
drcs(y, z) = 2. Hence, dics(x,y) € dres(z, 2)+dies(y, 2).

Compared with the distance measures mentioned above, MSM exhibits a broader
spectrum of desirable properties and overcomes certain limitations. These proper-
ties include shift and scaling invariants, all metric properties, and equal treatment
of input time series values. A drawback of MSM is that its runtime is not com-
petitive with, for example, that of state-of-the-art DTW approaches. The similar-
ities between DTW, MSM, and other dynamic programming-based distance mea-
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sures strongly suggest an algorithmic investigation of MSM computation. This
investigation aims to make MSM competitive in terms of efficiency and perfor-
mance.

38



New Insights on Transformation
Graphs

In this section, we present new insights into the transformation graphs to bet-
ter understand the structure of a transformation that computes the MSM dis-
tance between two time series. The results are crucial for all the following chap-
ters. First, we will characterize the structure of optimal transformation paths
(Section 4.1). Second, we show that there always exists an optimal transforma-
tion graph whose weakly connected components have a certain structure (Sec-
tion 4.2).

4.1. Transformation Paths

This section first summarizes some important properties of the transformation
graph shown by Stefan et al. [SAD13|. Recall that there may be three types of
edges in a transformation graph: move edges, split edges, and merge edges. The
following lemmas state that certain combinations of these three edge types do not
exist in an optimal transformation graph.

Lemma 3 ([SAD13]). For any two time series x and y, there exists an optimal
sequence of transformation operations S such that Gs(z,y) contains no consecutive
merge-split or split-merge edges.

A transformation graph containing consecutive split-merge edges can be replaced
by an equivalent graph without such edges with lower cost [SAD13]. Figure 4.1 a)
and c¢) show two transformation graphs with consecutive split-merge edges and
their equivalents without such edges (Figure 4.1b,d).

By construction, two consecutive move-move edges are not useful, since they can
be combined into a single move edge. We extend Lemma 3 to further restrict
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Figure 4.1.: Part of a transformation graph with consecutive split-merge edges
that can be transformed into an equivalent transformation graph without such
edges. a) Transformation graph with consecutive split-merge edges. b) Equivalent
version of the graph of a) without consecutive split-merge edges. ¢) Transformation
graph with consecutive split-merge edges. d) Equivalent version of the graph of ¢)
without consecutive split-merge edges.
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paths in an optimal transformation graph. More precisely, we show that there
exists an optimal transformation graph that contains no paths with consecutive
split-move-merge edges.

Lemma 4. For any two time series x and y, there exists an optimal sequence of
transformation operations S such that Gs(x,y) contains no consecutive split-move-
merge edges.

Proof. Assume an optimal transformation graph Gs(z,y) including split-move-
merge edges. Since the underlying set of transformation operations S of G is
partially ordered, we can reorder the operations in S, choosing an order where split,
move, and merge operations are directly applied after one another. Figure 4.2 a)
and ¢) show two different cases of how consecutive split-move-merge edges may
occur in a transformation graph.

Case I: there is a split at node « to the nodes o’ and o where val(a) = val(o/) =
val(a”). It is followed by two move edges from o' to " and from o’ to 5" and
a merge of f' and " (see Figure 4.2a). Then the values added to val(«) must
be equal on both move edges; that is, for both edges, w € R is added. The
costs of these transformation operations are 2c¢ + 2|w|. Consider replacing the two
split-move-merge edges with one direct move edge from « to § adding w to val(a)
(see Figure 4.2b). This replacement yields an equivalent transformation with cost
|w| < 2¢ + 2|w|. This contradicts our assumption that G is optimal.

Case II: there is a split at « to o/ and . The node o is connected by a move
edge to ' adding a value w to val(«”). The node ' merges with 5”7 to 3 (see
Figure 4.2c). Deleting the split-move-merge edge and editing the part of the graph
as shown in Figure 4.2d) leads to an equivalent transformation graph, saving cost
of 2¢ + |w|. This contradicts our assumption that G is optimal. O

Summarizing the above properties, an optimal transformation path consists of the
following consecutive edge types:

Type 1: move
Type 2: move/split - move/split - - -+ - move/split -move/split
Type 3: move/merge - move/merge - - -+ - move/merge - move/merge

Type 4: Type 3 - merge - move - split - Type 2
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alent version of the graph of a) without consecutive split-merge edges. c¢) Trans-
formation graph with consecutive split-merge edges. d) Equivalent version of the
graph of ¢) without consecutive split-merge edges.

42



4. New Insights on Transformation Graphs

Note that paths of Type 2 and Type 3 contain at least one split or merge edge,
respectively. In the following, we consider only transformation graphs that contain
only paths of Type 1-4.

We will use the above results for the next section, where we will show that an
optimal transformation graph always exists that can be decomposed into its weakly
connected components with certain properties.

4.2. Transformation Forest

To identify independent transformation operations, we decompose optimal trans-
formation graphs into their weakly connected components. A weakly connected
component is a tree if its underlying subgraph is a tree.

In the following, we show that there exists an optimal transformation graph G(z, =*)
which can be decomposed into a sequence of distinct trees (77,...,7;) with the
following properties:

1. the sink and source nodes of each tree T; form a contiguous subsequence of x
and y, respectively.

2. for all i € [1,¢ — 1], the source and sink nodes of 7T} precede the source and
sink nodes of T;, 1, respectively.

3. each path in each T; is monotonic.

4. each tree contains only one type of path.

We now give a more substantive view on Property 4 and describe the structure of
the trees that is implied by their path types (see Figure 4.3).

The first kind of trees are trees of Type 1. These trees contain only paths of Type 1,
that is, there is only one move edge in the tree connecting one source and sink
node (see Figure 4.3a). A tree of Type 2 (see Figure 4.3b) only contains paths of
Type 2. Hence, it has only one source node and at least two paths of Type 2, that
is, at least two sink nodes. It is a tree since all nodes have indegree 1. Trees of
Type 3 contain only paths of merge or move operations (Type 3). These trees have
at least two source nodes whose paths reach the same sink node. All nodes have
outdegree 1 (see Figure 4.3c). The last trees are a trees of Type 4. These trees
contain only paths of Type 4. They contain only and at least four paths of Type 4,
that is, they have at least two source and two sink nodes (see Figure 4.3d). In the
following sections, we focus on Trees of Type 4 for our proofs, since all other trees
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a) b) c) d)
il ald al alil |l ulj

Figure 4.3.: Different types of transformation trees. All red edges are move oper-
ations. Black arrows are merge or split edges. The dashed lines represent paths
from one node to another without specifying the number of intermediate nodes.
a) Tree of Type 1. b) Tree of Type 2. ¢) Tree of Type 3. d) Tree of Type 4.

are simpler versions of these trees. We, therefore, need a more detailed description
of Type-4-Trees.

In a Type-4-Tree, all source nodes merge and move to some intermediate node o.
After o, there is a move to ¢* with subsequent split and move edges leading to the
source nodes. All source and sink nodes of this tree are connected by one single
edge, which we call a bottleneck edge, in short, bottleneck, that is between the upper
bottleneck node o and the lower bottleneck node o*. All nodes above and including
the upper bottleneck node have outdegree 1. We call this subgraph the upper tree
of 0. All nodes below and including the lower bottleneck node have indegree 1.
We call this subgraph the lower tree of o*.

The following theorem states that there always exists an optimal transformation
graph, where every weakly connected component is a tree of Type 1-4.

Theorem 1. Let x and y be two time series. Then there exists an optimal trans-
formation graph Gs(x,y) whose weakly connected components are only trees of
Type 1-4.
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4. New Insights on Transformation Graphs

a) b) ' ' )

Figure 4.4.: Schematic representation of the trees discussed in the proof of The-

orem 1. a) Case 1 o = 0. b) Case 2: o” # o without move edge. c) Case 2:
o # o with move edge.

Proof. We show that if a weakly connected component of a given optimal transfor-
mation graph G is not a tree of Type 1-3, then it has to be a tree of Type 4. Let T
be a weakly connected component that is not a tree of Type 1-3. By Lemma 3
and Lemma 4, T contains a path of Type 4. In a path of Type 4, there is one part
with consecutive merge-move-split edges. Let ¢ be the node between the merge
and move edge, and ¢* be the node between the move and split edge. If there are
only move and merge edges above o, then each node has outdegree 1. If there are
only move and split edges above ¢*, then each node has indegree 1. If T" is not a

tree of Type 4, there has to be at least one split edge above o or one merge edge
below o*.

Without loss of generality, we assume by contradiction that there is a split edge
above 0. Let a be a node above o that is adjacent to a node o/ and a node o via
two split edges. By Lemma 3 and Lemma 4, there is no path from o’ to . For
the node o, we can now distinguish two cases:

Case I: o = 0. We get a contradiction to Lemma 4 because the path from « to
a sink node contains a split-move-merge edge (see Figure 4.4a).

Case II: o # o. Then, the node « has two outgoing merge edges (see Figure 4.4b)
or an outgoing move edge (see Figure 4.4c), which is a contradiction to Lemma 3
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4. New Insights on Transformation Graphs

Figure 4.5.: An optimal transformation graph between = := (4,5,5,10) and z* :=
(10,7,8) with ¢ = 0.1. Move edges are red. There are two merge operations, one
split operation, and move operations of total cost 8. Hence, dusm(e)(z,y) = 8.3.

or Lemma 4, respectively. Hence, T is a tree of Type 4. O

Transformation Forest Decomposition

It follows that we can decompose an optimal transformation graph Gs(z,y) into a
sequence of distinct trees (71, ...,7;). Each tree T; has a set of sink nodes Nr,(x)
and a set of source nodes Nr,(y). All nodes of Nr,(z) and Nr,(y) are successors
of Nr,_,(z) and Nr,_,(y), respectively. We call a tree monotonic if all paths in
the tree are monotonic. Further, a monotonic tree may be specified as increasing
or decreasing. Two trees are equivalent if they have the same set of source and
sink nodes. For the following sections, we need to refer to the cost of a single
tree.

Definition 20. The cost of a tree T is the sum of the cost of the tree edges and
is denoted by Cost, (7).

If the merge/split cost ¢ is clear from the context, we may omit the subscript. If
a tree contains two nodes v and 3, its cost is at least | — 3]. If a tree contains a
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split or merge edge, its costs are at least c. Summarizing the above, we state the
following definition.

Definition 21. An optimal transformation graph that can be decomposed into a
sequence of trees is an optimal transformation forest.

Definition 22. The cost of a transformation forest G is the sum of the cost of
the trees in G.

Figure 4.5 depicts the example of a transformation forest of Section 2.2.3 consisting
of two trees: u[l],u[2],u[3] align to u*[1],u*[2] in a Type-4-Tree with merge and
split cost of 3¢ and move cost of 6. The node u[4] aligns to v*[3] in a Type-1-Tree
with cost of 2.

4.3. Summary

We showed that there always exists an optimal transformation graph whose weakly
connected components are trees of Type 1-4. This property allows us to analyze
the structure of a transformation more easily in the following chapters.
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Speeding Up the MSM Distance
Computation

The original MSM algorithm computes the distance between two time series in
quadratic time, even in best-case instances. Thus, it is too slow to compete with
other state-of-the-art distance measures, for example, fast versions of DTW. This
chapter addresses this limitation by proposing two approaches: first, developing
efficient heuristic strategies for approximate MSM distance calculation, and sec-
ond, introducing a faster algorithm for computing the exact MSM distance. The
original MSM algorithm computes every entry in the dynamic programming table,
even when some entries do not contribute to the optimal distance. We propose
pruning unnecessary computations by identifying unpromising table entries using
heuristic lower and upper bounds.

This chapter is structured as follows. First, we present a review of existing
speed-up techniques for distance measures based on dynamic programming, with
a specific focus on DTW (Section 5.1). In Section 5.2, we discuss first sim-
ple speed-ups to improve the runtime of the classic MSM implementation and
give an exact linear-time algorithm for the computation of the distance between
an arbitrary and a constant time series. Various heuristic strategies for com-
puting an approximate MSM distance are given in Section 5.3. The new exact
PRUNEDMSM algorithm is presented in Section 5.4, including several lower and
upper bounding strategies. We experimentally evaluate all given heuristics and
PRUNEDMSM, and compare the fastest exact PRUNEDMSM to PRUNEDDTW
in Section 5.5.

5.1. Related Prior Work

In Section 3.2, we introduced some standard elastic time series distance measures
such as DTW, EDR, LCS, and ERP. The computation of all these measures
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5. Speeding Up the MSM Distance Computation

relies on dynamic programming, which requires an m x n dynamic programming
table with quadratic complexity to fill, where m and n denote the lengths of the
input time series. Often, heuristic strategies are used to decrease the runtime.
A common technique is to reduce the number of entries to be computed in the
dynamic programming table by introducing a global constraint. For example, the
Sakoe-Chiba band [SCT78] and the Itakura parallelogram [Ita75] are two common
approaches for limiting the space to the left and the right of the (slanted) diagonal
of the table. The Sakoe-Chiba band is a fixed-width band around the diagonal.
The Itakura parallelogram restricts the computation to entries that lie within a
parallelogram-shaped region around the diagonal. A given slope defines the shape
of the parallelogram.

The Sakoe-Chiba band has been evaluated for 1-NN classification tasks for DTW
[RK05; Gel+19; Gel+22], LCS [VGKO02; Gel+22|, EDR [Gel+22], and ERP
[Kur+14; Gel+22]. The study of Geler et al. [Gel+22] analyzed the influence of
a Sakoe-Chiba band compared to an Itakura parallelogram on the elastic distance
measures DTW, LCS, EDR, and ERP. They tested band sizes and parallelogram
sizes for 90%, 80%, 70%, 60%, 50%, 45%, 40%, 35%, 30%, and all values from 25%
to 0% in steps of 1% of the length of time series. The optimal band and parallelo-
gram size for each dataset and each distance measure were selected via stratified 9-
fold cross-validation. The results showed that 1-NN classification with constrained
DTW using a band or a parallelogram is often more accurate than with uncon-
strained DTW. However, the constraint DTW with a Sakoe-Chiba band performed
better than the constrained DTW with an Itakura parallelogram. For the LSC, the
results are slightly different: the Sakoe-Chiba band is still better than the Itakura
parallelogram, but the difference is less pronounced. There are no statistically
significant differences between the constrained LCS with a Sakoe-Chiba band and
the unconstrained LCS, and both outperform the constrained LCS with an Itakura
parallelogram. For EDR and ERP, there is no statistically significant difference be-
tween the Sakoe-Chiba band and the Itakura parallelogram. Only unconstrained
EDR performs significantly better than its constrained versions, whereas with
ERP, no significant differences were detected. However, we are not aware of any
use of these two heuristics for the MSM metric.

There are other heuristics for DTW, like FastDTW [SCO07], LuckyDTW [SJA14],
and AnytimeDTW [Zhu+12]. FastDTW finds a warping path for low resolutions
of the time series. The warping path is then projected to a higher resolution
until the final resolution is reached. LuckyDTW greedily determines a warping
path. AnytimeDTW is an anytime algorithm allowing the retrieval of the best
result found so far during the computation. None of these approaches provides
guarantees for how far the solution differs from the exact distance. Silva and
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Batista [SB16] developed the exact DTW distance computation PRUNEDDTW
with better runtime than the classic DTW computation. PRUNEDDTW is used
in the UCR suite [Sil+18], a prominent tool for time series similarity search, to
further accelerate the runtime for the distance computation between the given
time series. In the following, we explain PRUNEDDTW in more detail since it is
the main inspiration for PRUNEDMSM.

5.1.1. PrunedDTW

The PRUNEDD'TW algorithm is a faster version of the exact DTW distance com-
putation [Sil+18]. Recall that the DTW distance between two time series is com-
puted via a dynamic program filling a two-dimensional table, where the costs of all
possible warping paths are stored (see Chapter 2.2.2). The optimal warping path
indicates the alignment of two time series with minimum cost. The idea of the
PRUNEDDTW algorithm computing the exact DTW distance between two time
series is to prune the table entries that are guaranteed not to be part of the optimal
warping path. Intuitively, a warping path is unlikely to yield the optimal align-
ment if the table entries along this path differ significantly from the optimal result.
The cost of matching two points of two time series is always at least zero. Hence,
we can assume that the costs are monotonically increasing along all warping paths.
It follows that if a table entry on a warping path exceeds a threshold, it is likely
that this warping path will not lead to the optimal result. Silva and Batista [SB16]
proposed a method to identify specific thresholds, called upper bounds, that allow
pruning certain entries in the dynamic programming table without compromising
the correctness of the final result. An upper bound provides an estimate of the
true distance, but it should never underestimate the actual value to ensure ac-
curate results. Table entries exceeding the upper bound can be safely excluded
from the optimal warping path, since they cannot contribute to a lower-cost solu-
tion. For PRUNEDDTW, an upper bound is computed by the Euclidean distance,
which is the diagonal warping path in the dynamic programming table of DTW.
This bound can be computed in linear time. In the following chapters, we develop
PRUNEDMSM, based on the idea of PRUNEDDTW.

5.2. Speeding up Exact Distance Computations

In this section, we first introduce simple mechanisms to accelerate the compu-
tation of the classic dynamic program for the MSM distance, proposed by Ste-
fan et al. [SAD13]. Second, we develop the exact MSM algorithm cMSM to
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compute the distance between an arbitrary time series and a constant time se-
ries in linear time. This newly developed algorithm is a foundation for con-
structing lower and upper bounds in the following sections. For brevity, we
denote the MSM distance between two time series x and y as d(z,y) instead

of dMSM(c) (% ?J)

5.2.1. Speeding up Classic MSM

Algorithm 5.1 An improved quadratic-time algorithm computing the MSM dis-
tance between two time series x and y [SAD13]. The function C is defined in
Equation 2.1.

1: Input:

2: time series x = x[1, m)|

3: time series y = y[1, n

4: constant ¢

5: Output:

6: the MSM distance dyisnie) (%, y)
7: Initialize:

8: z = (00, z[1],...,x[m])
9: y= (oo,y[l],,y[n])
10: fori=1,....n+1do
11: Dli] = o0

12: end for
13: tmp =10
14:

15: fori=2,...,m+1do
16: for j=2,...,n+1do

17: move = tmp + |z[i| — y[j]|

18: split = D[j — 1] + C(y[j], =[], y[j — 1])
19: merge = D[j| + C(x[i], z[i — 1], y[j])
20: tmp = DIj]

21: DJj] = min(move, split, merge)

22: end for

23: tmp = o0

24: end for

25: return D[n + 1]

Recall the dynamic program computing the MSM metric between two time se-
ries ¢ = z[1,m] and y = y[1,n] [SAD13]: the algorithm fills a two-dimensional
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Figure 5.1.: Dynamic programming tables computing the MSM distance between
the time series x = (10,7,8) and y = (4,5,5,10) for ¢ = 0.1. The red cells
display an optimal alignment of the two time series. Left: dynamic programming
table of size m x n filled as described in Algorithm 2.1. Right: extended dynamic
programming table of size (m + 1) x (n + 1) filled as described in Algorithm 5.1.

table D where an entry D[i,j] represents the cost of transforming the partial
time series z[1,i] to the partial time series y[1, j]. The distance d(z,y) is given
by D[m,n]. For each table entry, the recursive formulation of the MSM metric
returns the minimum cost for the three transformation operations: move, split,
and merge.

Our first runtime improvement over the original algorithm is that it is more efficient
to always use the same computation rule for each table entry. In the original table,
the base and border cases are computed differently depending on the allowed trans-
formation operations. To simplify the computation rules in our implementation,
we add row and column to the table with D[0,0] = 0 and D[i,0] = D|0, j] = oo
for all i € [1,m] and j € [1,n]. The computation starts at D|[1, 1] without the
need to treat special cases since the forbidden cases will never be the minimum in
the computation. Figure 5.1 (right) depicts the extended table from the example
from Figure 2.5 (Figure 5.1 left).

Second, we adopt a common strategy to reduce the runtime by optimizing storage
usage. Rather than using space for a two-dimensional array of size (m-+1) x (n+1),
we only use a one-dimensional array of size (n 4+ 1) and compute the table row
by row, assuming that n < m. This also reduces the computational overhead
by improving cache locality. Algorithm 5.1 includes our two improvement tech-
niques of the MSM computation. In the initialization step (Line 7), all entries
of the one-dimensional array are set to infinity. Both time series are extended by
an additional value at the beginning, which is also set to infinity. This initial-
ization enables the same computation rule to be applied throughout, since any
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forbidden computation result is infinity and therefore never chosen as the min-
imum. To use a one-dimensional array, we introduce an auxiliary variable tmp
to store the old value of the position that is currently computed. This value is
needed for the following move cost computation (Line 17). At the end of each row,
the variable tmp is set to infinity because, for the first entry in the next row, a
move cannot be applied (Line 23). The result is stored at the last position of D
(Line 25).

These speed-up techniques are applied to all subsequent approaches that use a
dynamic programming table.

5.2.2. cMSM

We now present a linear-time algorithm for computing the exact distance between
an arbitrary time series and a constant-time series. We write a constant time
series of length m with value ¢ as the time series ¢™ = ¢[1,m]. We will use this
algorithm later to estimate the exact MSM distance by exploiting the TRIANGLE
inequality.

Lemma 5. Given a time series x = x[1,m|, two constants ¢ and q, and a constant
time series ¢ = q[1,m], q[i] = q Vi € [1,m], the MSM distance d(z,q™) can be
computed in O(m) time.

Proof. To compute the distance d(x, ¢"™), we make use of the decomposition of the
transformation forest Gs(z, ¢'™) into a sequence of distinct trees (71, ..., T,). We
determine an upper threshold ¢t* > ¢ and a lower threshold ¢t~ < ¢ such that the
points of x above the upper or below the lower threshold are mostly contained in
Type-4-Trees. All other points are in Type-1-Trees. The following claim formalizes
this decomposition.

Claim 1. There exists an optimal transformation forest Gg(x,q™)) where each
tree T' € (G is either

1. a Type-4-Tree and Vulj] € Np(z) : z[j] <t~ or Vu[j] € Nr(z) : z[j] > ¢T
and |Np(z)| > 1,

2. or a Type-1-Tree
for tt =g+ 2cand t— = q — 2c.

Proof of Claim. Let Gg(x,q™) be an optimal transformation forest. We first
make some general observations regarding the alignment from x to ¢(™.
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(01)

(02)

A transformation forest of two time series of equal length always has the
same number of merge and split operations. For each tree T' € GG, we can
moreover assume that the number of source nodes is equal to the number of
sink nodes: all values in ¢™ are equal and if a tree does not have the same
number of source and sink nodes, nodes from N7(¢™) can be easily shifted
to another tree without changing the total cost.

A merge of two consecutive points x[i| and z[i + 1] is not optimal if z[i] < ¢
and z[i + 1] > ¢ (or z[i] > ¢ and z[i + 1] < ¢q): without loss of generality
we assume x[i| < ¢ and z[i + 1] > ¢. For the following let & > 0,¢ > 1 such
that for all z € x[i — k,i], 2 < ¢ and all nodes in u[i — k,i] merge and for
all z € z[i +1,i 4+ /], z > ¢ and all nodes in ufi + 1,7 + ¢] merge. We now
give a short proof of this observation by showing that the cost of a tree T'
containing all nodes u[i — k,i + ] is higher than the sum of the cost of two
trees containing the nodes ufi — k,i] and u[i + 1,7 + £], respectively.

Assume a tree T € G such that Np(x) = ufi — k,i + ¢]. The tree T' contains
(k + ¢) merge edges from all nodes in Nr(x) to an intermediate node o with
val(a) = ¢ with costs (k + ¢) - ¢ and at least two move edges with costs
|z[i] — q| + |x[i + 1] — g|. By Observation (O1), there are (k + ¢) split edges
from the node «a to the nodes ¢[i — k,i + €] with costs (k + ¢) - c. In total,
Cost(T) > |z[i] — q| + |z[i + 1] — q| + (K + ) - 2¢.

Assume two trees 71,75 € G such that Np (z) U Np(x) = Np(z) with
Ny, () = u[i—k,i] and Nr,(z) = uli+1,i+£]. Tree T} contains k merge edges
from all nodes in N, (x) to an intermediate node a; with val(ay) = g with
cost k-c and at least one move edge with cost |z[i] —g|. By Observation (O1),
there are k split edges from the node «; to the nodes ¢[i — k,i] with costs
k-c. In total, Cost(Ty) > |x[i] — q| + k- 2c. The tree T, contains (£ — 1) merge
edges from all nodes in Nz, (z) to an intermediate node ap with val(as) = ¢
with costs (¢ — 1) - ¢ and at least one move edge with costs |z[i + 1] — ¢|.
By Observation (O1), there are (¢ — 1) split edges from the node as to the
nodes g[i+1,i+/] with costs ((—1)-c. In total, Cost(Ty) > |z[i+1]—q|+({—
1)-2c. Since Cost(T1) + Cost(Ty) = |z[i| —q| + |z[i + 1] —q| + (E+£—1)-2¢ <
|x[i] — q| + |x[i + 1] — ¢| + (k+ £) - 2¢ = Cost(T') we get the above observation.

From Observation (O1), it directly follows that all trees in G are either Type-1-
Trees or Type-4-Trees. We prove the following properties for the upper thresh-
old t*; the proofs for the lower threshold ¢t~ are symmetric.

First, we show that it is not optimal to merge two consecutive points, one of which
is above t*. Assume z[i] > tT and x[i + 1] < t*. If z[i + 1] < ¢, we directly
get the statement from Observation (02). Otherwise the cost of merging u[i + 1]
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to uli] to an intermediate node o with val(a) = ¢ are ¢ since x[i] > z[i + 1] > q.
By Observation (O1) the node « splits to ¢[i] and g[i + 1] with cost ¢. In total
merging u[i+ 1] to u[é] has cost of 2¢. In contrast, directly moving u[i+1] to g[i+1]
has cost of z[i + 1] — ¢ < tT — ¢ = 2¢. This implies the above statement.

Second, we show that a sequence of more than one node with values above the
upper threshold is always contained within a single tree, which is the first statement
of the claim. Let 2’ = z[i,i 4+ j] be a sequence of consecutive points such that
x > tt for all z € 2/ and [2/| > 1. Let T be the tree with source nodes
Nrp(z) = uli,i + j|. Let (T3,...,7;) be a consecutive sequence of distinct trees
such that each Ty € (11, ...,T;) has one source node, that is, Ny, (x) = uli+ ¢ —1].
By construction, it holds that z[¢] — g > 2¢ for each z[(] € z'. We prove that
Cost(T) < 3°7_, Cost(T;). We show the statement via induction over 7.

Base case: let j = 1, that is, 2’ = (z[i], z[i + 1]). The cost of the trees T} and T
are

Cost(T1) = =[i] — g,

Cost(Ty) =

To get the Cost(T"), we regard the cost of aligning the nodes wu[i] and u[i+ 1] to ¢[i]
and ¢[i + 1]. This includes a merge and a split operation with costs 2¢ and a move

operation with costs (max(z[i], z[i + 1]) — ¢). We get
Cost(T') = max(x[i], z[i + 1]) — g + 2¢
= max(z[i, zfi + 1)) =g+ " — ¢
= max(x[z], zli+ 1))+t —2¢
wli +ali+1] = 2¢

= Cost(Tl) Cost(T3).

Inductive step: we show the statement for j + 1. Let T be a tree with source
nodes Np(x) = uli, i+ j] and let T" be a tree with source nodes Np/(x) = uli, i+ j+
1]. Let T} be a tree with only one source node Nr, (z) = ulk] for k € [i,i+ j + 1].
Furthermore, for all z € z[i,i + j + 1], > t*. By Observation (O1), all trees
have the same number of source and sink nodes. By the induction hypothesis,

Cost(T) < 31 Cost(Ty).

We regard the cost of the tree T”. The tree T" is similar to the tree T', instead of
some additional transformation operation to merge the node uli+ j+ 1] to uli+ j].
We get additional merge and split costs of 2¢ and move costs of (z[i+j+1]—x[i+7])
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Time Series Index

Figure 5.2.: Alignment of z = (6,8,6,2,1,2,4,4) to a constant time series with
q = 5. All merge operations are marked in red, merges and splits are marked
in black. The two dotted lines correspond to ¢ = 1. The resulting dynamic
programming table is D, = [15, 14,11, 10,8, 5,2, 1] with d(x,¢®) = 15.

if x[i + j + 1] > z[i + j]. Applying the induction hypothesis, we get

Cost(T") = Cost(T) + max((z[i + j + 1] — z[i + j]),0) + 2¢
< Cost(T) +xli +j+ 1] —xli + j] + 2c

(T)

(T)

+x
< Cost(T) 4+ zli+j+ 1] —zfi+ j] + z[i + j] — q
= Cost(T) +z[i+j+1] —¢q
i+
< Z Cost(Ty) + Cost(Tiyjt1)
k=1
i+j+1

= ) Cost(Ty).

Hence, the statement holds for j + 1.

Finally, a source node u[i] with value z[i] € (t7,¢") is always contained in a Type-
1-Tree. This can be shown via an analogous induction.

¢

In what follows, we present the computation rules for the dynamic program that
computes d(z,¢™). Claim 1 shows that we have to consider the cost of Type-1-
and Type-4-Trees depending on the value of the source nodes regarding the given
thresholds t* = ¢ + 2¢ and ¢~ = ¢ — 2¢. We can thus compute the cost per source
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Algorithm 5.2 A linear-time algorithm ¢MSM computing the MSM distance
between an arbitrary time series x and a constant time series ¢ of equal length.

1: Input:

2: time series x = x[1, m|

3: constant time series ¢ = ¢[1, m] with ¢[i] = ¢
4: constant ¢

5: Output:

6: the MSM distance dyism(e)(, q™)
7: Initialize:

8: tt=q+2c

9: 1" =q—2c

10: D [1] = |z[1] — ¢

11:

12: fort:=2,...,m do

13: if t— < z[i] <t* then

14: D.[i] = D.[i — 1] + |z[i] — ¢]

15: else

16: if t— <zfi — 1] <t then

17: D.li] = Dc[i — 1] + [x[i] — 4]
18: else

19: D.[i] = D.[i — 1] + max(0, |z[i] — q| — |z[¢ — 1] — q|) + 2¢
20: end if
21: end if
22: end for

23: return D.[m]

node. The costs for the first source node in a Type-4-Tree consist only of move
costs. All further points in the same tree have costs that include the constant cost
c for the merge and split operations, and potentially some remaining move cost to
merge with another point.

Figure 5.2 illustrates the cost computation. Algorithm 5.2 shows the computation
steps of CMSM. The computation iteratively fills a one-dimensional table D, of
size m. The base case is always a move operation, that is, D.[1] = |z[1] — ¢|
(Line 10). For each source node u[i], if it lies between the two thresholds ¢*
and ¢~ (Line 13), then u[i] is contained in a Type-1-Tree, and move costs are
added (Line 14). Otherwise, we distinguish whether wu[i] is the first node below
or above a respective threshold. If u[i] is the first node, then a move is applied.
Otherwise, merge costs are added (Line 19). The distance d(x,¢™) is given by
D.[m] (Line 23). Hence, we can fill the table in O(m). O
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We can extend cMSM to apply it to an arbitrary time series x of length m
and a constant time series ¢™ of length n > m. Until index m, cMSM is
applied as introduced in Algorithm 5.2. For the last n — m indices, we only
need to merge the respective points of ¢(™ to the last position of z. It fol-
lows:

d(z,q"™) = d(z,¢"™) + d(¢"™, ¢™). (5.1)

When computing the total distance, there is no difference in how the table is filled,
whether in left-to-right or reverse order. The reverse filling is, however, essential
for computing an upper and lower bound as we will discuss in Section 5.3.1 and
Section 5.4.2. In the next section, we use the CMSM algorithm to develop a
heuristic for estimating the MSM distance. We also present additional heuristics
to accelerate the computation of the MSM distance.

5.3. Heuristics

In this section, we develop different heuristics to estimate the MSM distance. The
first approach, the TRIANGLE heuristic, results from applying cMSM and the
upper triangle inequality. Second, the GREEDY heuristic takes advantage of the
particular transformation operations of MSM and follows a similar computation
rule as CMSM. Finally, we apply two state-of-the-art techniques to reduce the
number of entries that are computed in the DP table: the Sakoe-Chiba band [SCT78|
and the Itakura parallelogram [Ita75].

5.3.1. Triangle Heuristic

The TRIANGLE heuristic makes use of the upper triangle inequality and Equa-
tion (5.1). That is, given two time series x = z[1,m] and y = y[1,n], it holds
that

d(z,y) < d(z,q") +d(¢",¢"™) + d(y, ¢"). (5:2)

The TRIANGLE heuristic further uses the CcMSM algorithm, which is designed for
time series of equal length. Algorithm 5.3 shows the pseudocode of the TRIANGLE
heuristic.

We initialize two constant time series with value ¢ of length m and n (Line 8).
Then, we apply the cMSM algorithm for z and ¢™ and for y and ¢™ (Lines 11—
12). The distance d(¢™),¢™) consists of min(m,n) move operations with cost 0
and |[m—n/| merge operations to merge the longer constant time series to the shorter
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Algorithm 5.3 The linear-time TRIANGLE heuristic computing an estimation of
the MSM distance between two time series x of length m and a time series y of
length n.

1: Input:

2: time series x = x[1, m|, time series y = y[1, n]
3 constant ¢

4 constant ¢

5: Output:

6: the estimated MSM distance drriancr(e) (2, Y)
7: Initialize:

& q"™ =q[lim], qli] =q Vi€ m

900 q™ =q[l,n], qli] = q Vi€ [n]

10:

11: d1 = cMSM(z, ¢™)

12: d2 = cMSM(y, ¢™)

13: return dl + d2+ |m —n|-c

one. That is, d(¢™, ¢™)= |m —n|-c. Applying Equation 5.2, this leads to the fol-
lowing heuristic distance drgancre(e) (@, y) (Line 13):

d(z,y) < d(z, (m)) +d(q"™,q™) + d(y, q ()
= d(z,q"™) + (m — n) e+ d(y,q"™) = draascreo) (7, Y)- (5.3)

To use this heuristic, an input constant ¢ is needed. This may, for example, be
the average or median value of all input values.

5.3.2. Greedy Heuristic

The GREEDY heuristic is a linear-time algorithm estimating the MSM distance.
For each pair of points of the two time series with the same index, we decide
greedily if there is a move between them or if they merge and split with the
preceding points. Computing the GREEDY heuristic dgresny(e)(7,y) of two time
series x and y thus follows a similar logic as the computation of CMSM, only that
in the general case GREEDY may be suboptimal. We present a dynamic program
that fills a one-dimensional table D, in reverse order. Algorithm 5.4 shows the
pseudocode of the heuristic.
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Algorithm 5.4 The linear-time GREEDY heuristic computing an estimation of
the MSM distance between two time series x of length m and a time series y of
length n < m. The function C'is defined in Equation 2.1.

1: Input:

2: time series x = x[1, m|, time series y = y[1, n]

3: constant ¢

4: Output:

5: the estimated MSM distance dgresny(c) (2, )

6: Initialize:

7. Dylm] = [z[m] — y[n]|

8:

9: fori=1,...,n—1do

10: if |z[m —i] — y[n —i]| < 2c¢ then

11: Dy[m — 1] = Dglm — i+ 1] + |z[m —i] — y[n — ]|
12: else

13: if |z[m —i+ 1] —y[n — i+ 1]| < 2c then

14: Dy[m — 1] = Dym — i+ 1] + |z[m —i] — y[n — ]|
15: else

16: Dym — 1] = Dym — i+ 1] + |z[m —i] — z[m — i + 1]|
17: + |y[n — 1] —y[n —i +1]| + 2¢
18: end if

19: end if

20: end for

21: fori=mn,...,m—1do

22: Dy[m — 1] = Dym — i+ 1] + C(x[m — i], y[1], z[m — i + 1])
23: end for
24: return D,[1]

Without loss of generality, assume m > n. The idea is to align a point z[m — i
to a point y[n — i for ¢ € [0,n — 1]. All remaining points z[1, m — n] are aligned
to y[1]. The first entry Dy[1] corresponds to the distance daresny(c) (7, y) (Line 24).
The first operation is a move, that is, the first computed entry D[m] contains the
move cost from z[m] to y[n] (Line 7). The mechanism of GREEDY is to merge two
points z[m — i+ 1] and z[m —i] for i € [0, n — 1], if their move costs to y[n —i+ 1]
and y[n —1], respectively, are both greater than 2¢ (Line 17). The points y[n—i+1]
and y[n — i] are then merged as well. Otherwise, a move from z[m — i] to y[n — i]
is applied (Line 11). When the positions z[m — n + 1] and y[1] are reached, the
remaining points z[1, m — n] align to y[1]. That is, for each j € [0, m —n — 1] the
point x[m — n — k] merges with z[m —n — (k — 1)] to y[1]. The costs of these
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Value

Time Series Index

Figure 5.3.: Schematic representation of the GREEDY algorithm for two time se-
ries © = (5,8,5,2,1,2,4,4) and y = (4,7,5,6,5,8,5,5). The two blue dotted lines
refer to the 2c¢ interval with ¢ = 1. The resulting dynamic programming table is
D, =[20,19,18,18,14,8,2,1] with dgreeoy(1) = 20.

operations are given by the defined function C' of Equation 2.1 (Line 22). Finally,
the computed value is an upper bound on the MSM distance, since it traverses a
single path in the dynamic programming table. In general, this path has greater
costs than the optimal path.

5.3.3. Sakoe-Chiba Band

Computing every element of the dynamic programming table D of the original
MSM algorithm can be time-consuming, especially for large time series. A com-
mon global constraint is the Sakoe-Chiba band [SC78|, which reduces the number
of entries that have to be computed. The idea is to narrow the space around the
diagonal of the dynamic programming table. A parameter b is the absolute number
of entries to be computed on the right and the left side of a diagonal entry D]z, 1].
The overall bandwidth is B = 2b + 1, which is the maximum absolute coordinate
deviation between two aligned points. For example, if B = 3, then the alignment
of z[1] to y[4] is allowed while the alignment of z[1] to y[5] is prohibited. Fig-
ure 5.4 (left) shows a schematic example for b = 3. For quadratic (m x m)-tables,
a band of size B =1 (b = 0) corresponds to the Euclidean distance, a band of size
B = m to the exact MSM distance.
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Iy y[1] | yl2] | y(3] y[4]| y[5] wl6] | y[7] y[8]|y[o] y[10] Iy y[1] | y(2] | y(3] y[4] | y[5] wl6] | y[7] y[8]|y[o] y[10]
z[1] z[1]
z[2] z[2]
(3] (3]
z[4] z[4]
z[5] z[5]
6] 6]
«[7] «[7]
(8] (8]
z[9] z[9]
z[10] z[10]

Figure 5.4.: Example of a dynamic programming table for the Sakoe-Chiba band
heuristic (left) and the Itakura parallelogram heuristic (right) for two time series z
and y both of length 10, setting the parameters to b = 3 and d = 0.5, respectively.
Only the blue entries are computed.

Slanted Band

The Sakoe-Chiba band is appropriate when m ~ n [Gio09]. If |m —n| > B, a
band of size B does not include the final coordinate [m,n] in D. In this case,
no solution is computed. The Sakoe-Chiba band can be modified by introducing
the slanted band. The new diagonal connects the entries [0,0] and [m,n| and no
longer has a slope of 1, but rather m/n. Figure 5.5 shows an example of a dynamic
programming table with a slanted diagonal.

5.3.4. Itakura Parallelogram

A second common global constraint is the Itakura parallelogram [Ita75]. Again,
the space around the diagonal of the dynamic programming table is narrowed not
with a band but with a parallelogram. That means the possible alignments are
more restricted at the beginning and the end than in the middle of the table. Let
d € (0,1] be the parameter that sizes the parallelogram. Setting d = 1 corresponds
to the Euclidean distance for a quadratic table. The smaller d gets, the more entries
are computed. Figure 5.4 (right) illustrates the parallelogram resulting from d = 1.
The computation of a table entry depends on the current row i. For each row ¢
a new start; and end,; coordinate has to be calculated. Given an (m x n)-table,
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2| v vl2] yi3] yl4] | wl5] | yl6] | y[7] | y[8] | v[9]

Figure 5.5.: Dynamic programming table of two time series x of length 5 and y of
length 9. The blue colored entries show the slanted diagonal.

for i € [m] we get

tart; = T g. " 1 on o 1-d ]

start; = [max g ]l
. 1 n | n

endi—Lmln(a~a-@,d-E-Z—F(l—d)-n)].

In the next section, we revisit strategies to accelerate exact MSM computation.
We consider pruning techniques, including the presented heuristics, to reduce the
number of entries to be computed.

5.4. PrunedMSM

In this section, we give the PRUNEDMSM algorithm for exactly computing the
MSM distance between two time series. PRUNEDMSM enhances the improved
MSM algorithm by pruning table entries that do not lead to an optimal result. The
algorithm follows a similar procedure as the PRUNEDDTW algorithm [SB16], as
presented in Section 5.1.1. Recall that a table entry DJi, j] represents the optimal
cost of transforming x[1,i] to y[1,s]. If this entry exceeds a certain value, it is
likely that in the final distance computation of x and y, the points z[i] and y[j]
will not be aligned since, otherwise, the transformation costs are not optimal. More
precisely, an upper bound (UB) of the exact distance is computed in advance. If
the value of an entry exceeds the upper bound, the alignment cannot be part of the
optimal transformation. To compute the value of an entry D[i, j], the entries D[i—
1,7 — 1], D[i — 1, ], and DJi,j — 1] are considered. If all these three entries have
a value greater than the upper bound, then the value of the entry D[i, j] also
has to be greater than the upper bound. In the example of Figure 5.6, an upper
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Figure 5.6.: Representation of the pruning strategy of PRUNEDMSM computing
the MSM distance between two time series * = (5,4,8,6,1,3,2,2,2) and y =
(5,9,1,1,3,7,2,2,2). The upper bound of 13 is computed via the Sakoe-Chiba
Band with b = 1. The dark red colored table entries are computed, and they are
greater than the upper bound. The light red entries are not computed because they
will definitely be greater than the upper bound. For simplicity, the first-column
and first-row entries with value co are not shown.

bound UB = 13 is computed with the Sakoe-Chiba band heuristic setting the
bandwidth to b = 1. In this table, for example, the entry D[2,7] does not need to
be computed because the entries D[1,6], D[1,7] and D|2,6] are greater than the
upper bound UB.

Algorithm 5.5 shows the pseudocode of PRUNEDMSM. The algorithm is based
on the improved version of MSM shown in Algorithm 5.1. The upper bound UB
is computed in the initialization step. For this computation, an arbitrary MSM
heuristic can be used. We will have a closer look at the upper bounding strategies
in Section 5.4.1. We now want to know which entries in row ¢ do not need to be
considered. To separate these entries from the relevant ones, a start parameter sc
and an end parameter ec are updated for each row. In the initialization step
(Line 5), both parameters are set to column index 2. Recall that the value at the
first index is infinity. We traverse row i from left to right. As long as all entries
that are computed are greater than the upper bound UB (Line 19), all entries
in the next row with the same index j are also greater than the upper bound.
Then, the variable sc is set to j + 1 (Line 20). In the example of Figure 5.6,
the variable sc is set to 4 in row 8. We know that in all following rows, the
entries with column index 2 or 3 are greater than the upper bound (light red

64



5. Speeding Up the MSM Distance Computation

Algorithm 5.5 PRUNEDMSM computing the MSM distance between two time
series x and y [SAD13]. The function C' is defined in Equation 2.1. The variables
move, split, and merge are defined as in Algorithm 5.1.

1
2
3
4
b}
6
7
8
9

10:
11:

12

tmp =0, sc =ec =2
UB = computeUB(z,y, ¢)

cfori=2....m+1do

13: smallerFound = false

14: ecNext =1

15: for j=2,...,n+1do

16: tmp = D[j]

17: D[j] = min(move, split, merge)
18: if D[j] > UB then

19: if !smallerFound then
20: sc=7+1

21: end if

22: if j > ec then

23: fork=j5+1,....n+1do
24: D[k] = o0

25: end for

26: break

27: end if

28: else

29: smallerFound = true
30: ecNext =5+ 1

31: end if

32: end for

33: for / =2,...,sc do

34: D[] = o0

35: end for

36: tmp = oo, ec = ecNext

37: end for

38: return D[n + 1]

: Input:

time series x = x[1, m|, time series y = y[1, n], constant ¢
: Output:

the MSM distance dvsm(e) (@, y)
: Initialize:

T = (00, x[1],...,2[m]), y = (c0,y[1], ...

fori=1,...,n+1do

Dli] = o0
end for
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coloring).

The second parameter ec defines where to abort the computation of the table
entries in the next row ¢ + 1. Assume ec = j in row . If D[i + 1,5] > UB,
then the following entry D[i + 1,7 + 1] does not have to be computed because all
entries to be considered are greater than the upper bound. The parameter ec is
updated for the next row in that way, such that it equals the index of the first
entry in the row that is greater than the upper bound, which implies that all
following entries until position j are also greater than the upper bound (Line 23).
In Algorithm 5.5 an auxiliary variable ecNext is introduced to set the variable ec
at the end of each row. The variable ecNext is increased if a value lower than
or equal to the upper bound UB is found (Line 30). Note that ec (and ecNext)
are never smaller than the current diagonal index in each row (Line 14). In the
example of Figure 5.6, in the first row, the variable ec is set to 7, and in row 7 it
is set to 8.

We now develop several bounding strategies.

5.4.1. Upper Bounds

To achieve good pruning results, it is crucial to determine appropriate upper
bounds. The smaller the upper bound, the more likely it is that the entries in the
dynamic programming table are pruned. We can use all the heuristics presented
in Section 5.3 to receive different upper bounds.

Updating the Upper Bound

The above-mentioned upper bounds refer to a global upper bound UB that is com-
puted before the dynamic program starts. Since it is beneficial to have the smallest
possible bound, it is reasonable to aim for decreasing the upper bound during the
computation. This can be achieved using local upper bounds that are valid for
certain table entries. More precisely, a local bound for table entry D[i, j] estimates
the cost of aligning z[i+1, m| to y[j+1,n]. Let R be a two-dimensional table where
for each i in [1,m] and for each j in [1,n] the table entry R]i,j] is a local upper
bound for table entry D[i, j|. If the computation of the dynamic program reaches
a table entry D]z, j], the upper bound UB is set to

UB = min(UB, D[i, j] + RJ[i, j]). (5.4)

That is, we update the bound if it is higher than the old bound.
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Sakoe-Chiba Band and Itakura Parallelogram Recall that for a local upper
bound for a table entry Di, j], the costs of aligning x[i + 1, m] to y[j + 1,n| are
estimated. To provide this bound for each table entry, the Sakoe-Chiba band and
the Itakura parallelogram heuristics are computed in reverse order. This is easily
possible since the global upper bound computed by both heuristics is independent
of the order in which the distance between the input time series is computed. Com-
puting local upper bounds in reverse order will thus not underestimate the cost of
a partial alignment. Independent of the choice of parameters b or d, the dynamic
programming tables of the Sakoe-Chiba band heuristic and the Itakura parallelo-
gram heuristic always store, among other costs, the costs on the (slanted) diagonal.
Consequently, we update the upper bound UB every time the computation reaches
a (slanted) diagonal entry.

As an example, we give the computation rule for the Sakoe-Chiba band heuristic
for time series of equal lengths. The computation rules for time series of un-
equal length and the Itakura parallelogram heuristic are analogous. Let D be
the dynamic programming table computing the distance between (x[m], ..., z[1])
and (y[m],...,y[1]). Since we update the upper bound every time the compu-
tation reaches a diagonal entry, we only need a one-dimensional table R, set-
ting
R[i] = Dlm —i,m — i

for each 7 in [1, m]. Hence, to update the upper bound UB, we get
UB = min(UB, D[i, ] + Rli])

for each i in [1,m]. We initially set the upper bound UB = D[m, m)].

Triangle Heuristic For the TRIANGLE heuristic, a similar procedure can be ap-
plied. Let ¢ be a constant time series of length i. To estimate the remaining
cost of aligning x[i + 1, m| to y[j + 1, n], we combine the triangle inequality (Equa-
tion 5.2) and the distances computed by cMSM. For ¢ in [1,m] and j in [1,n] we
get

d(zfi +1,m],y[j + 1,n]) < d(z[i +1,m], ¢ %)
+d(q" D, )
+d(q" 7, ylj + 1,n)).

67



5. Speeding Up the MSM Distance Computation

It is possible to update the local upper bound for every table entry. Hence, we use
Equation 5.4 setting

Rli, j] = d(x[i + 1,m],¢"" ™) + d(q™ ", ¢" =) +d(¢" ™, y[j + 1,n]).
The initial upper bound is set to

UB = d(z[L,m], ¢") +d(¢", ¢"™)) + d(¢"™, y[L,n]).

It is reasonable to update only the local upper bound on the (slanted) diagonal en-
tries to obtain a more space-efficient version of these updates.

Greedy Heuristic For two time series © = z[1,m] and y = y[1,n], the GREEDY
heuristic estimates the costs on the diagonal with slope 1 and the following vertical
or horizontal alignment. Calculating these (diagonal) values in reverse order makes
it possible to update the local upper bound every time these entries are computed.
Let D, be a one-dimensional table of size m storing all values computed by the
GREEDY heuristic for the reversed time series (z[m], ..., z[1]) and (y[n],...,y[1]).
Similarly to the update strategy using the Sakoe-Chiba Band and the Itakura
Parallelogram, the upper bound is updated whenever the computation reaches a
(slanted) diagonal entry.

For example, the upper bound UB for a quadratic table can be updated after
computing the value for D[i, i for each i in [1,m] as follows UB = min(UB, D[, i]+
R]i]) where

R[i] = Dy[m — i

with an initial upper bound UB = D [m].

Computation steps that include a value higher than the upper bound can be
skipped. To reduce the number of entries to be computed even more, we introduce
two lower-bound strategies in the next section.

5.4.2. Lower Bounds

Computing an entry DJi, j| gives the optimal cost to transform z[1,4] into y[1, j].
We will now estimate the cost of an entry DJi, j| for the remaining alignment of
x[i + 1,m] to y[j + 1,n|. These remaining costs are a local lower bound (LBli, j])
of the optimal cost. For each entry, we get an estimation E[i, j| for the minimum

total cost:
Eli, j] = D[i, j] + LBli, j].
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If the minimum total cost Eli,j] exceeds the upper bound UB, the alignment
of z[i] and y[j] is not included in an optimal transformation. The most important
property of the local lower bound LBi, j] is that it never overestimates the optimal
transformation cost. In this case, the pruning strategy would prune table entries
that lead to the optimal transformation.

Introducing a lower bound in addition to an upper bound increases the likelihood
of pruning more table entries. In the following, we introduce two lower-bound
strategies.

LB,

The first lower bound L B,,s bounds the number of remaining merge or split oper-
ations. If a table entry DJi, j] is computed that does not lie on the diagonal it is
inevitable that at least one merge or split operation has to be applied. For a table
entry D[i, j] we get the local lower bound

LBysli, g} = |m —i—(n—j)|-c

For example, let x = (z[1], z[2],z[3]) and y = (y[1],y[2],y[3],y[4]). For the posi-
tion ¢ = 1 and j = 4, at least two merge operations in x are needed to align z[2]
and z[3] to y[4], that is, additional cost of at least 2c is inserted to align x
to y.

LB,

The second lower bound LB; makes use of the CMSM algorithm and the lower
triangle inequality. The computation is similar to the computation of the TRIAN-
GLE heuristic in Section 5.3.1. Assume a constant time series ¢ and the MSM dis-
tances d(x,¢") and d(y, ¢™). Applying the lower triangle inequality results in the
following estimation, analogous to the computation of Equation 5.3:

d(z,y) > |d(z,q"™) — d(y,q"™) — (m —n) - c|.

We now make use of this inequality to develop local lower bounds for each table
entry D[i, j]. We compute the distances d(z,¢™) and d(y, ¢™) in reverse order.
For each distance, we obtain two one-dimensional tables D¥ of size m+1 and DY of
size n+ 1, respectively, which store the intermediate cost for the partial alignment.
More precisely, the intermediate costs of aligning x[i, m] to ¢[i,m] are stored in
entry D*[i]. The entry D?[1] corresponds to the distance d(x, ™) and the entry
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DZ[m + 1] = 0. Analogously, the intermediate costs aligning y[i, n] to ¢[i,n| are
stored in entry DY[i]. The entry DY[1] corresponds to the distance d(y,¢™) and
the entry D¥[n + 1] = 0.

We apply the lower triangle inequality at every entry DI[i, j]. The minimum re-
maining cost of an entry [, j] considers the alignment of z[i + 1, m| to y[j + 1, n].
Using the triangle inequality, we get

d((z[i +1,m]), (ylj + 1,n])) = |Dgli + 1] = DZ[j + 1] (5.5)
) - G e
However, adding the right-hand side of this inequality to D], j] to get a lower
bound would overestimate the optimal transformation cost: the critical part is the
transition from xz[i] to x[i 4+ 1] and from y[j] to y[j + 1]. Since the last computed
entry is D[, j|, the points x[i] and y[j] are aligned. It is now crucial to differentiate
if there is a merge of z[i| and z[i + 1] or y[j] and y[j + 1] or if there is a move
between z[i + 1] and y[j + 1]. For the latter, there will be no overestimation
of the cost of the right-hand side of Inequality 5.5 because these move costs are
independent of the alignment costs of the points x[i] and y[j]. For the merge case,
the costs of the right-hand side of Inequality 5.5 may be too high since the merge
of z[i] and x[i 4+ 1] or y[j] and y[j + 1] is not taken into account. This merge may
reduce move costs while increasing merge costs. For our estimation, we use the
move costs to the constant time series q. These move costs are defined by the
parameter ali, j] as follows:

ali, j] = |z[i] — ql + y[j] — ql.

Further, merge costs of ¢ need to be considered. If the merge costs exceed the
move cost estimation or both ends of the time series are reached, nothing has to
be subtracted. We summarize this case distinction in parameter S|i, j], defined
as:

max(afi+ 1,7+ 1] —¢,0) ifi<m,j<n

S max(a[m,j + 1] — ¢, 0) ifi=m,j<n

Z? - . . . .

J max(ali + 1,n] — ¢,0) ifi<m,j=n
0, otherwise.

Now, the lower bound LB; is computed as follows:

LB[i,j] = [Dgli + 1] = Dg[j +1]
—(m—=(i+1)—(n—(G+1) - 5lij]
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5.4.3. Simple Table Pruning

To prune even more table entries, we introduce the pruning band which is a Sakoe-
Chiba band (Chapter 5.3.3) setting the bandwidth b such that it still guarantees
optimal results. More precisely, moving horizontally in the dynamic program-
ming table means that a split operation is applied. An upper bound UB limits
the maximum number of split operations that can be applied. Hence, setting
the bandwidth b = [UB /c| prunes the table while still giving the optimal cost
transformation. The idea is very similar to the lower bounding strategy LB,,s.
The difference is that the computation of the pruning band is done once at the
beginning. Whereas the LB,,s is computed for each considered table entry dur-
ing the algorithm computation. This may lead to a higher number of pruned
entries.

In the next section, we will evaluate PRUNEDMSM, all presented heuristics and
compare the fastest exact MSM algorithm with the PRUNEDDTW.

5.5. Experiments

First, we evaluate the accuracy and runtime of the proposed heuristics. Second,
we test PRUNEDMSM against the improved MSM algorithm of Section 5.2.1.
Afterwards, we evaluate different bounding strategies for PRUNEDMSM. Finally,
the fastest exact MSM algorithm is compared to the fastest state-of-the-art exact
DTW algorithm [SB16].

The runtimes of our Java implementations! are measured on a computer with

Ubuntu Linux 20.04, AMD Ryzen 7 2800 CPUs, 32GB of RAM, Java version 15.0.1.

5.5.1. Data

We performed our experiments on 117 datasets of the UCR archive [Dau+18] con-
taining time series of equal lengths (see Table A.1). All tested algorithms also work
for time series of unequal lengths. The parameter ¢ for merge and split cost is set
to 0.5 as in the study of Paparrizos et al. [Pap+20].

TAll code is available on GitHub: https://github.com/JanaHolznigenkemper/msm_
speedup.git
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Figure 5.7.: Average relative error per dataset computing the MSM by the pro-
posed heuristics. The results are sorted by the relative error for each heuristic.

5.5.2. Heuristics

We first evaluate the accuracy and runtime of the proposed heuristics. All runtimes
are compared to the improved MSM algorithm of Section 5.2.1. For the TRIANGLE
heuristic, it is crucial to find a constant time series ¢™ such that the distance to
both time series is as small as possible. Since all time series are normalized to
have a mean of 0, we set ¢ = 0. We test different band sizes (b = 0%, 10%, 20%)
for the Sakoe-Chiba heuristic relative to the time series input length m. The
parameter d for the Itakura heuristic is set to d € (3, %, %) The relative error
is the relative deviation of the distance computed by a heuristic and the original
distance.

Figure 5.7 gives an overview of the tested heuristics. For each algorithm, the
relative error is averaged over each dataset and sorted in ascending order; that
is, index ¢ corresponds to the dataset with the ith best relative error. The most
accurate results are achieved by the Sakoe-Chiba heuristic for b = 10%, 20% and
by the Itakura heuristic for d = % The opposite holds for the runtime: fig-
ure 5.8 gives the average runtimes of the heuristics per dataset, again sorted by
runtime for each heuristic. That is, an index i corresponds to the ith fastest run-
time for a dataset. The most accurate approaches are much slower than other

heuristics.

Regarding the trade-off between runtime and accuracy, the Sakoe-Chiba heuristic
with a band size of b = 10% or the Itakura parallelogram with d = %, % seems the
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Figure 5.8.: Average runtime in ns per dataset computing the MSM by the pro-
posed heuristics. The results are sorted by runtime for each heuristic.

best choice when focusing on accuracy; the GREEDY heuristic seems the best choice
when focusing on runtime. For the following experiments to test PRUNEDMSM,
we use the Sakoe-Chiba, Itakura, and GREEDY heuristics as upper bounds, which
performed well in our first experiments.

5.5.3. Pruning

As a first result, the improved MSM algorithm is 3.2% faster on average over all
datasets than the original implementation. In the following, we test PRUNEDMSM
against the improved MSM of Section 5.2.1. Comparing the two lower-bounding
strategies, L B; has a higher runtime than L B,,,; but does not guarantee the pruning
of more table entries. Hence, we test three different upper bounds combined with
the lower bound LB,,,;. The first is the GREEDY heuristic since it is the fastest.
We further take a Sakoe-Chiba band with b = 10% of the time series lengths
2

and an Itakura parallelogram with d = 5. Both approaches are slower than the

GREEDY heuristic but achieve better accuracy.

Figure 5.9 shows the runtime deviation for the improved MSM implementation.
The results are sorted by deviation. PRUNEDMSM with an upper bound given by
the GREEDY heuristic has the best runtime: the GREEDY upper bound performs

best for 78 datasets, the Itakura (d = %) upper bound for 26 datasets, and the
Sakoe-Chiba band (b = 10%) for 13 datasets. Hence, to provide a more compre-
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Figure 5.9.: Average runtime deviation per dataset for the PRUNEDMSM algo-
rithm using the lower bound LB,,s and different upper bounds. The results are
sorted by the deviation for each heuristic.

Table 5.1.: Number of datasets for which the given pruning strategy performs best
(e=GREEDY, Itak=Itakura d = %, U=Update Upper Bound, PB=Pruning Band).

g | g+U | g+U+PB | Itak | Itak+U | Itak+U-+PB
28 | 19 59 ) 1 )

hensive insight, we will focus on the GREEDY upper bound and the Itakura upper
bound for the next experiments.

We next evaluate the influence of updating the upper bound as described in Sec-
tion 5.4.1 and applying the pruning band of Section 5.4.3. Figure 5.10 shows the
runtime deviation compared to the improved MSM for Itakura (d = %) and the
GREEDY heuristic for updated bounds with pruning band and non-updated upper
bounds. The runtime results without the pruning band are similar to the ones
with a band but slightly worse. The graph shows a clear runtime advantage for
the updated GREEDY upper bound. Table 5.1 summarizes the number of datasets

for which a certain pruning strategy performs best.

We further test the performance of PRUNEDMSM when it always selects the max-
imum lower bound of LB; and LB,,s. First, we compare LB; to LB,,,. For 34.6%
of all computed lower bound entries [i, j] we have LBy[i,j] > LBpsli,j]. Com-
pared to the runtime of PRUNEDMSM with only LB,,, there is no improvement
since the additional number of operations per loop is not compensated by the more
frequent pruning.
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Figure 5.10.: Average runtime deviation per dataset for PRUNEDMSM using the
lower bound LB; and the GREEDY or Itakura upper bound with and without
updating the upper bound and inserting a pruning band (PB). The results are
sorted by deviation for each heuristic.

5.5.4. DTW Comparison

Finally, we compare the fastest PRUNEDMSM algorithm, that is, PRUNEDMSM
with GREEDY upper bound including updates and the pruning band, and the
LB,,s, to a state-of-the-art DTW distance computation, PRUNEDDTW. Since
PRUNEDDTW is implemented in C++, we implemented PRUNEDMSM in C++
for a meaningful comparison. The C++ code was compiled with the GNU C++
compiler (g++) using the -O3 optimization flag. Figure 5.11 shows the aver-
age runtimes per dataset. For 94 out of 117 datasets, PRUNEDMSM achieves
better runtimes than PRUNEDDTW. Note that the peaks in Figure 5.11, where
PRUNEDMSM clearly outperforms PRUNEDDTW, represent datasets with long
time series in comparison to other datasets.

5.6. Summary

In summary, we presented several heuristic strategies for approximately computing
the MSM distance. As expected, the Sakoe-Chiba band and the Itakura parallel-
ogram achieve higher accuracy when using a wider band or parallelogram, but
at the cost of slower runtimes. The GREEDY heuristic achieves a good trade-off
between accuracy and runtime. Thus, the fastest PRUNEDMSM algorithm uses
GREEDY to compute the upper bound. For the lower bound, the computational
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Figure 5.11.: Average runtime per dataset for the PRUNEDMSM and PRUNED-
DTW algorithms.

cost of LB; is often too high. Consequently, the fastest configuration uses LB,
to efficiently compute a lower bound. Furthermore, including the pruning band
further accelerates the runtime of PRUNEDMSM. Finally, the fastest version of
PRUNEDMSM achieves better runtime than PRUNEDDT'W across most datasets,
especially for those with longer time series.
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MSM-Median

In data mining, clustering is one of the most widely used data analysis tech-
niques [PG17]. Clustering does not rely on human preprocessing, such as labeling
the data or any supervision steps during computation. With the aid of clustering
methods, it is possible to detect interesting patterns and rules in the data [HBVO01].
Partition-based algorithms such as k-means clustering are among the best methods
for clustering time series [PG17]. The principle of a k-means clustering algorithm
is to find k clusters in the data, where k is fixed a priori [KM+13]. The first
step is to randomly initialize k centroids, one for each cluster. The data is then
assigned to the nearest centroids. Afterward, the k centroids are recalculated. In
the recalculation step, it is crucial to identify the centroid that best represents
the data in the cluster. In the field of time series, a centroid is a consensus time
series of the cluster’s time series. The quality of a consensus time series as a clus-
ter centroid highly depends on the underlying distance function. In this chapter,
we examine the consensus string problem for time series under the MSM metric,
denoted by MSM-MEDIAN. The MSM median z* of a collection X of input time
series is a time series that minimizes the sum of the distances to the time series
in X regarding the MSM metric. The decision problem of computing an MSM
median is defined as follows:

MSM-MEDIAN

Input: A constant ¢ > 0, a collection X := (z1,..., ;) of time series,
and a rational number d > 0.

Question: Is there a time series * such that Dygme) (X, 2*) < d7

Figure 6.1 depicts six time series of the Lightning2 dataset [Dau+18|. The Light-
ning2 dataset is separated into two classes. In this example, we have two clusters,
each containing three time series. The MSM median is computed as a consensus
time series for each cluster.

In the remainder of this chapter, we first provide an overview of related work on
the time series consensus problem. To define an efficient and accurate algorithm
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Figure 6.1.: Six time series from two classes of the Lightning2 dataset. For each
class, an MSM median is computed.

for computing an MSM median, new insights into the structure of transforma-
tion forests are needed. With these propositions at hand, we show in Section 6.2
that there always exists an MSM median that only consists of values of the input
time series. With this knowledge, Section 6.3 provides answers to the main com-
putational complexity questions regarding the MSM-MEDIAN problem, showing
that MSM-MEDIAN is NP-hard, W[1]-hard when parameterized by k, and that
it cannot be solved in f(k) - |[I|°® time for any computable function f, unless
the exponential time hypothesis (ETH) [IPZ01] fails. In Section 6.4, we develop
exact and heuristic strategies to compute MSM medians. Finally, all the pre-
sented algorithms are tested experimentally on real-world datasets from the UCR
archive [Dau+18].

6.1. Related Prior Work

Time Series Consensus

In exploratory time series analysis, clustering is used to discover interesting pat-
terns in time series datasets [Das+98]. Much research has been done in this area
[Lia05; AST15; RS12]. Clustering algorithms aim to group data points into clus-
ters, where objects within a cluster are highly similar to each other and exhibit
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low similarity to objects in other clusters [AST15]. Determining accurate clus-
ter prototypes is crucial for partition-based clustering approaches [NRO7], such
as k-means [Mac+67]. In general, there are two possibilities for determining a
cluster’s prototype for time series data. The first is to compute a consensus or
average time series, that is, a new time series not necessarily belonging to the
input data. The second possibility is to determine a medoid time series, that
is, a time series from the input data that minimizes the sum of distances to all
other time series [HNFO08]. In this thesis, we focus on the time series consen-
sus problem. However, finding an appropriate cluster prototype is a complex
task [Gus97]. The underlying distance function significantly impacts the compu-
tation of a consensus time series. While consensus time series computation has
been explored for some distance measures [Bri4+19; PKG11; Koh85; AR14], the
problem of computing an exact consensus time series remains unaddressed for the
MSM metric.

MSM-MEDIAN is related to the STEINER STRING problem [Gus97]. A Steiner
string s* of a collection of input strings S that minimizes the sum of the distances
to S, that is,
s* = arg min Z d(s,s),
s'ex* scS

where d is a distance measure that fulfills the triangle inequality. Finding a so-
lution for the STEINER STRING problem is related to the MULTIPLE SEQUENCE
ALIGNMENT problem [Gus97]|. Here, the goal is to find an optimal alignment of
multiple sequences to identify similar parts. This is often needed for biological
applications [CG17]. The special case in which d is the edit distance is called the
MEDIAN STRING problem [Koh85].

Since DT'W is one of the most popular distance measures, we now give an overview
of computing a consensus time series problem using this distance measure. The
problem of calculating an exact consensus time series DTW is known as DTW-
MEAN [Bri+19]. Brill et al. [Bri+19] developed an algorithm solving the DT'W-
MEAN problem exactly. In the following section, we compare the complexity of
MSM-MEDIAN to DTW-MEAN. Hence, we give a brief introduction to the prob-
lem, following the notation of Brill et al. [Bri+19]. Let X = (xy,...,xx) be a collec-
tion of time series. The weighted DT W-MEAN problem aims to compute a time se-
ries * that minimizes the weighted Fréchet function [Fré4§]

k
Fy(z*) := Zwi - dprw (¥, ;)
i=1

where dprw(z,y) is the DTW distance between two time series x and y and
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w = (wy,...,w) is a k-dimensional weight vector. The decision problem is
formulated as follows:

WEIGHTED DTW-MEAN

Input: A collection of time series X := (z1,...,zx) of k time series,
rational non-negative weights (wy, ..., wy), a rational number d > 0.
Question: Is there a time series 2* such that Fy,(z*) < d?

In the remainder of this thesis, we refer to the special case of WEIGHTED DTW-
MEAN where w; = 1/k for all 7 in [1,k] as DTW-MEAN. The difference to the
classic DTW distance computation between two time series is that, to determine
the exact DTW mean, k time series must be considered simultaneously. In the
dynamic program by Brill et al. [Bri+19] that solves DTW-MEAN exactly, the
currently regarded positions (current positions) of each time series are stored in a
k-tuple. These current positions align with the means’ current position. The value
of the mean at this point is the minimum sum of the quadratic DTW distances of
all time series to the mean up to this state. In each iteration, at least one index
of the time series’ current positions increases. After all possible index increments
have been computed, the algorithm returns an exact DTW mean. It is possible to
incorporate a maximum mean length into the dynamic program by adding another
dimension to the table, ensuring that it produces only optimal solutions bounded
by the specified maximum.

The algorithm by Brill et al. [Bri4+19] is accurate but impractical due to its ex-
ponential runtime. Hence, many heuristics provide an approximate mean in less
time: some approaches exploit the properties of the Fréchet function [CB17; SJ18§].
Their methods are based on the observation that the Fréchet function is Lipschitz
continuous and thus differentiable almost everywhere. Cuturi et al. [CB17] use a
smoothed version of DTW to obtain a differentiable Fréchet DTW distance. Other
approaches first compute a multiple alignment of k£ input time series and then av-
erage the aligned time series column-wise [HNF08; PG12]. A common approach,
the DTW barycenter averaging (DBA) [PKG11], is a heuristic that iteratively re-
fines an average sequence to minimize its squared DTW distances to the input
time series. It works in two phases until convergence is achieved. Initially, a cen-
ter time series is set, which can be either an arbitrary time series or one derived
from the input set. Next, the optimal DTW alignment is computed between each
input time series and the center time series. In the second phase, each point of
the center time series is updated by taking the average of all aligned points from
the input time series. The original proposal for DBA was only for DTW. How-
ever, if an optimal alignment path can be obtained from an elastic distance, any
elastic distance can be used with the barycenter averaging approach. Holder et
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al. [HGB23] introduced MSM Barycenter Averaging (MBA) and showed that us-
ing MBA to find a cluster’s prototype significantly improves k-means with MSM
as the underlying distance function and outperforms commonly used alternatives,
such as k-shape [PG16]. The procedure for MBA is as follows: first, as an initial
center time series, the MSM medoid is computed, that is, the time series from the
input collection with the minimum MSM distance to all other time series in the
input collection. Formally:

TMSMmedoid = arg min § dMSM(c) (%%)-
rreX
yeX

Then, for each time series in the input collection, the dynamic programming table
is computed, and the optimal alignment path to the center time series is determined
via traceback. Thereby, the algorithm records the number of splits for each point
in the input time series, indicating how many points align with the same point
in the center time series. Each point in the new center is then computed by the
average of all time series points that align with it, taking into account the number
of splits. These steps are repeated to refine the center time series until a specified
number of iterations is reached.

Brill et al. [Bri419] showed that none of the above heuristic DTW approaches
is sufficiently accurate compared to the exact method. Since DTW-MEAN has
been extensively studied, it is reasonable to study the problem for other distances,
like the MSM metric. Since MSM-MEDIAN was developed before MBA was
released, no benchmark for MBA is included in the results of the following chap-
ters.

Computational Complexity Results

The STEINER STRING and MULTIPLE SEQUENCE ALIGNMENT problems are inves-
tigated for several distance measures. The MEDIAN STRING problem, that is, the
STEINER STRING problem with the edit distance as the underlying distance func-
tion, was shown to be NP-complete, even if the alphabet is binary [NRO5].

DTW-MEAN, the problem of computing a mean under the DTW distance measure
can be solved in O(n?**12*k) time [Bri+19], where n is the maximum time series
length and k is the number of input time series. If the mean length is bounded
by #, the runtime increases by a factor of 7%, While this runtime is polynomial for
a constant number of time series, it grows rapidly with k£, making the algorithm im-
practical for £ > 4. Later, it was shown that DTW-MEAN is NP-hard [BFN20], so
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a polynomial-time algorithm cannot be expected. Moreover, DTW-MEAN is W[1]-
hard with respect to k and thus an FPT algorithm for k, that is, an algorithm
with runtime f(k) - n®® is presumably impossible [BFN20]. For the special case
of computing a DTW mean of a set of binary time series, Brill et al. [Bri419]
developed an algorithm solving the problem in polynomial time. Altogether, the
complexity of distance and mean computation under the DTW measure is fairly
well-understood by now. In contrast, the complexity of computing an exact median
under the MSM measure has not been studied to date. In the following sections,
we close this gap by investigating the complexity of MSM-MEDIAN. For brevity,
we denote the MSM distance between two time series x and y as d(z,y) rather
than dvswm(e) (2, y), and the distance from a collection of time series X to a single
time series x as D(X, z) rather than Dysm(e) (2, y), when appropriate. All other
distances are labeled accordingly.

6.2. New Insights on Transformation Graphs Part |I

A main result of this section is that for a collection of time series X, there al-
ways exists a median z* such that all points of z* are points of at least one time
series of X. To show this property, we first analyze the structure of optimal
transformation graphs. Recall that there always exists an optimal transformation
graph that can be decomposed into transformation trees (see Chapter 4). More-
over, a transformation forest contains only trees of Type 1-4. In this chapter,
a detailed analysis of the transformation trees reveals specific properties of their
nodes.

The remainder of this section is as follows. First, we study a further decomposition
of transformation trees into subtrees. These subtrees allow for a detailed analysis
of specific node values. Afterward, we investigate the effect of changing a single
value in a time series on the total distance. Putting all these insights together
finally leads to the property that there always exists an MSM median that only
consists of input values.

Some of the following results are only proven for trees of Type 4 since these trees
include all types of possible paths; consequently, the proofs for other tree types
are simpler versions of the ones for Type 4.
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u[1] u[2] u[3] ul4] u[5)

Figure 6.2.: Excerpt of a transformation tree showing the subtree of o (all nodes).
The subtree of o contains the subtrees of «, 3,7, 6, and ¢ (nodes in respective blue
rectangles).

6.2.1. Properties of Transformation Trees

We first regard some properties of so-called subtrees, which are substructures of
trees of Type 4.

Definition 23. Let Gs(z,y) be an transformation forest of two time series z and y.
Let ¢ be an intermediate node in GG that has two parent nodes, each connected to
0 by a merge edge. Then S(6) is the subtree of § consisting of all source nodes of
G that have a path to d, denoted by Ns()(x) = uli, j], and of all nodes and edges
on these paths. We call u[i] the start node of S(0) and u[j] the end node of S(9).
A subtree is increasing (decreasing) if all paths to ¢ are increasing (decreasing).

As an example, Figure 6.2 contains an excerpt of a transformation graph showing
the subtree S(o) further containing the subtrees S(a), S(8),S(7), S(9), and S(C).
All nodes in the respective subtrees lie within the blue rectangles referenced. The
subtree S(3) contains, for example, the source nodes Ngg)(z) = u[l, 3], where u[1]
the start node of S(5) and u[3] the end node of S(3).

In the following, we will give some properties of subtrees in optimal transformation
forests. If there are two move edges to some nodes o, and 35 that merge to another
node 7 (see Figure 6.3a), we first observe that these two move edges cannot be
both increasing or decreasing.
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parents of ai parents of (81 parents of oy parents of 51

7
az B2 O\

a) children ‘of v b) children of v

Figure 6.3.: a) Merge structure of the (intermediate) nodes ay, s, 51, B2, and .
b) Equivalent tree to the tree in a).

Lemma 6. Let G = Gs(x,y) be an optimal transformation forest with nodes
aq, e, By, Ba, and v and move edges between oy, as and Bi, Ba. If ag and (B
merge to vy, then the edges (v, as) and (B1, B2) cannot be both increasing or both
decreasing.

Proof. Without loss of generality, we prove this assumption for increasing paths.
Assume towards a contradiction two inc-edges between «; and s and between [3;
and [y with val(ay) < val(f1) (see Figure 6.3a). Since val(as) = val(f2) = val(7)
the total cost for these move operations is (2 val(y) — val(f;) — val(ay)). We now
consider a modified merge structure with an additional intermediate node ~; with
val(y1) = val(f;) (see Figure 6.3b). We now have an inc-edge from «; to 71, which
merges with the node 3; to a new node 5. At 79, there is an inc-edge to . The
modified transformation forest is equivalent to the old one since the parent and
children nodes of the regarded nodes stay the same (see Figure 6.3). The total
costs for the modified move operations are:

val(y) — val(f1) + val(51) — val(ay) < 2val(y) — val(f;) — val(ay)

since val(f;) < val(y). This contradicts G being optimal. O

We now make two observations about the value of the node ¢ in a subtree S(9).
The first lemma states that the value of § is equal to one value of the source
nodes of S§(9). Recall that u[l,m]| are the source nodes of Gs(x,y) with val-
ues z[1,m].
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o)

Figure 6.4.: Structure of the subtree of ¢ explained in the proof of Lemma 7. Note
that this is only a schematic representation, and that there may be additional
intermediate nodes that are not marked.

Lemma 7. Let S(§) be an increasing (decreasing) subtree of § in an optimal trans-
formation forest G = Gs(x,y) with Ns(sy(x) = uli,j]. Then, val(6) = max(x[i, j])
for increasing subtrees and val(0) = min(x[i, j]) for decreasing subtrees.

Proof. Without loss of generality, we prove this assumption for increasing subtrees.
Figure 6.4 depicts S(0) with all mentioned intermediate nodes. Assume towards a
contradiction, that val(d) # max(x[i, j|). Then, there exists an u[(] € u[i, j| such
that val(d) # z[¢]. We now distinguish, whether val(d) < z[¢] or val(d) > z[/]:
Case 1: val(d) < z[f]. Then, there has to be a decreasing edge between u[¢] and 0,
which is a contradiction to & being increasing.

Case 2: val(d) > z[f]. Let a be the first intermediate node below u[i, j] such
that val(a) # maxueng, @) (1), where Ns(q)(x) € Ns()(w) are the source nodes of
the subtree S(a) of a. There exist two intermediate nodes o’ and «” such that
for the source nodes of their subtrees S(o’) and S(a”) it holds that Ng(y(x) U
Ns(ary(x) = Ns(a)(x). It follows that there exists a path from o/ to o and from o”
to . Since « is the first intermediate node below all nodes in Ng;)() such that
val(@) # maxyeng ) (z) (1), it holds that val(a’) = maxeny,(x)(u) and val(a”) =
MaXyeNg, ) (z) (u). Consequently, there is an inc-edge on the path from o/ to « and
on the path from o” to a. Applying Lemma 6, this is a contradiction to G being
optimal. O

In the next lemma, we specify the value of ¢ in a subtree S(0), stating that it is al-
ways equal to the value of a start or end node of Ng(x).
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Figure 6.5.: Structure of the subtree of § described in the proof of Lemma 8. Note
that this is only a schematic representation and that there may be additional
intermediate nodes that are not marked.

Lemma 8. Let the nodes 01 and d, merge to a node 6 in an optimal transformation
forest G. Let S(9) be the subtree of 6, S(d1) be the subtree of §; with the end node
uli — 1], and S§(92) be the subtree of d3 with the start node uli]. If the subtree S(9)
is increasing (decreasing) and x[i — 1] > x[i], then val(0) = x[i — 1] (val(d) = x[d]).
If x[i — 1] < x[d], then val(d) = z[i] (val(d) = z[i — 1] for decreasing subtrees).

Proof. Without loss of generality, assume that the subtree S(6) is increasing. Fig-
ure 6.5 depicts S(J) with all mentioned intermediate nodes. We will only show
the case that z[i — 1] > z[i]. The other case is analogous. By Lemma 7, it holds
that val(d) = max(val(d;),val(d2)). We first show that val(d) = val(d;). Assume
towards a contradiction that val(d;) < val(de) = val(d). Since z[i — 1] > z[i],
there exist intermediate nodes 4" and 4" on the path between wu[i| and d, such that
x[i —1] > val(y') and x[i — 1] < val(y”). Let §’(0) be the modified subtree of S(J).
The only difference between S and S’ is that 7' merges to some intermediate node
on the path between u[i — 1] and ;. The cost of S'(¢) is

Cost(S'(8)) = Cost(S(0)) — val(y”) — val(y") < Cost(S(9)).

This is a contradiction to G being optimal and thus val(d) = val(d;).

In a second step, we prove that val(d1) = z[i — 1] = max,eng @) (val(u)). Assume
towards a contradiction, that there exists a source node u[j] € Ng(s,)(x) \ ul[i — 1]
such that val(é;) = z[j] > z[i — 1] > z[i]. Then, there exist two intermediate
nodes ¢’ and §” on the path between u[i — 1] and 6; such that val(é’) < val(d;)
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and val(6”) = wval(d;). We consider the modified subtree 8”(§), which is almost
equal to §(6), the only difference being that d, merges to some intermediate node
on the path between ¢’ and 6”. The cost of §”(d) are

Cost(S"(8)) = Cost(S(0)) — val(d;) — val(dz) < Cost(S(9)).

This contradicts G being optimal. O

We will now apply the above properties to the bottleneck nodes in a Type-4-
Tree, stating that the upper and lower bottleneck nodes always have the values
of the input time series x and y, respectively. Recall that the upper bottleneck
node o is the intermediate node where all source nodes in the tree of Type 4 merge
to, followed by a move edge to the lower bottleneck node o*. We define V()
as the set of source node values of a time series x belonging to a transforma-
tion tree T

Corollary 1. Let Gs(z,y) be an optimal transformation forest. In a tree T of
Type 4, val(o) € Vp(x) and val(c*) € Vr(y).

Proof. Let S(o) be the subtree of o in the transformation forest Gs(z,y) with
source nodes Ns()(z) = u[i,j]. Applying Lemma 7, it holds that val(c) =
max(z[i, j]) or val(o) = min(z[i, j]). Hence o € Vp(x). By symmetry, it follows
that o* € Vi (y). O

6.2.2. The Effect of Perturbing Single Values

We now aim to show that every collection of time series has a median that only
consists of points in the input values V(X'). To prove this, we assume the existence
of a median that contains at least one value not originating from V(X). We then
shift this value to become equal to a value in the input time series. To figure
out how shifts in time series affect the distance, we are going to look at two time
series, x and ¥, and shift one point in z by e € R. We let 25 denote the new time
series that is equal to = except at the position ¢, where it has the new point x[i] +e.
The change of the node uli] in the transformation forest is denoted by u**[7]. In the
following, we say that if the distance between x°% and vy is shorter than between z
and vy, the replacement of x by 25 is beneficial. If it leads to a longer distance, it is
detrimental; if the distance does not change, it is neutral. Assume that x[i] ¢ V (y),
the following lemma states that if the replacement of x by 2% is not neutral, it is
beneficial for either € or —e.
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Lemma 9. Let x and y be two time series with distance d(x,y). If x[i—1] # z[i] #
z[i + 1] and z[i] ¢ V(y), there either exists an €' > 0 such that for all ¢ € [0,/
one of the following equations holds:

(1) d(a*,y) + e =d(z,y) = d(z=",y) — e (beneficial increase),
(2) d(z7*"y) + e =d(z,y) = d(z°",y) — & (beneficial decrease),
or there exist er,ep > 0 such that

(3.1) d(z,y) = d(z*",y) for all € € [0,£/] (neutral increase), and
(3.2) d(z,y) = d(x=="y) for all € € [0,ep] (neutral decrease).

Moreover, for beneficial increases z[i| + ¢’ € (V(y) U {z[i — 1],z[i + 1]}), for
beneficial decreases x[i| —e' € (V(y)U{x[i — 1], z[i+1]}), and for neutral increases
and decreases {x[i] +er,z[i] —ep} C (V(y) U {z[i — 1], z[i + 1]}).

Proof. We show the lemma for trees of Type 4. All other cases are simpler versions
of this proof. Let T be a tree of Type 4 in Gs(z,y). By Lemma 2, the tree T
is monotonic. Without loss of generality, we assume that all monotonic paths
in T are increasing. We distinguish whether wu[i] has only predecessors or only
successors (Case 1) or both (Case 2) in 7. We denote the predecessors of u[i] by P
and the successors of u[i] by F.

Case 1: u[i] has only predecessors or only successors in 7. We prove the case
that u[i] has only predecessors; the other case is symmetric. We first describe
the possible structures of the upper tree in T' for this case, which are depicted in
Figure 6.6. There is a potential move at u[i] to a node . The node v merges to
the node § with a node o*, which is the node resulting from a move at node a.
Let u[i—¢,i—1] C P, ¢ > 1 be the source nodes of the subtree of a. Below 9, there
may be further subsequent merge and move operations to the upper bottleneck
node o. Since x[i — 1] # z[i] there has to be an inc-edge either between u[i] and ~,
if x[i — 1] > z[i], or between u[i — 1] and o*, if z[i — 1] < z[i] because in the first
case val(0) = x[i — 1] and in the second case val(d) = z[i] (see Lemma 8).

Case 1.1: z[i—1] > z[i]. There is an inc-edge between u|i] and v (see Figure 6.6a).
The replacement of z by z®' is a beneficial increase for all ¢ € [0,¢'] with & =
val(y) — xz[i] because the node u*'[i] approaches the node v and the cost of the
adapted move decrease by . Thus, the left side of Equation (1), d(2*",y) + ¢ =
d(z,y), holds. Since the subtree of ¢ is increasing and x[i — 1] > «[i], it holds by
Lemma 8 that val(d) = z[i — 1]. We get that x[i — 1] = val(v) = z[i] + €. For the
right hand side of Equation (1), the argumentation is similar: after replacing z
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Figure 6.6.: Schematic representation of the trees discussed for Case 1 in the proof
of Lemma 9. The node uli] has only predecessors. The dashed red edges show
potential move operations. a) Case 1.1: z[i —1] > z[i]. b) Case 2.1: z[i—1] < z[i].
¢) Proof mechanism introducing the modified tree 7", where the path on which
the new node ¢’ can be shifted is marked in blue. d) Proof mechanism introducing
the modified tree 7" following the same mechanism as in c).

by z7¢" for ¢ < €', the cost for the move between x[i] —e and 7 is val(y) — z[i] + €.
Therefore, the cost decreases by ¢.

Case 1.2: z[i — 1] < z[i]. There is an inc-edge between u[i — 1] and a* (see Figure
6.6b). We modify the structure of T for the replacement of z by x° for € € [0, g/],
er > 0. Let T" be the modified tree with a new node u®'[i] instead of u[i]. In
T, the nodes o* and 0 do not exist but 7" contains a new node ¢ such that
val(¢') € [val(a*),val(c*)]. The node u™'[i] merges to ¢’. The rest of the tree
stays unchanged. For all € € [0,¢;] with ; = val(¢*) — z[i] the cost of T” is equal
to the cost of T" because we only shifted a merge operation to another position
in the tree (see Figure 6.6¢). This is a neutral increase for all ¢ € [0,e/]. It
holds that z[i] + e; = 0* € V(y) (see Corollary 1). Let 7" be another modified
tree of T with a new node u~5'[i] instead of uli] for ¢ € [0,ep], ep > 0. The
tree T" does not contain the node §. Instead 7" contains a new node ¢” such
that val(6”) € [z[i — 1],val(a*)] and u=="[;] merges to §” (see Figure 6.6d). For
all € € [0,ep] with ep = val(a*) — x[i — 1] we get equal cost of T" and T" since we
only shifted a merge operation. From Lemma 8 we get that val(a*) = val(d) = z[i]
and hence z[i] —ep = x[i — 1].

Case 2: u[i] has predecessors P and successors F in T'. Again, we first describe
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the upper part of the Type-4-Tree T (see Figure 6.7). Let S(J) be the subtree of a
node ¢ such that (u[i—¢,i—1]) C P, ¢ > 1, ui], and (u[i+1,i+r]) C F,r > 1l areits
source nodes. The subtree §(0) contains further the subtree S(a) of a node o and
the subtree S(¢) of a node ¢, such that its source nodes are P and F, respectively.
The nodes in P and the node u[i] are the source nodes of the subtree S(3) for some
node 3. We discuss the following potential transformation operations in S(9). All
other cases are symmetric. Since 7' is increasing, we only have increasing move
edges.

(i) At a, there is a move to some node o*. Then, there is a merge of o* and uli
to 8. The node  moves to some node 5*. Then, there is a merge of 5* and (
to 0 (Figure 6.7a).

(ii) At a, there is a move to some node a*. Then, there is a merge of o* and wli]
to B. At (, there is a move to (*. Then, there is a merge of 8 and (* to
(Figure 6.7Db).

(iii) At w[i], there is a move to some node 7. Then, there is a merge of a and =
to 5. The node B moves to some node *. Then, there is a merge of §* and (
to ¢ (Figure 6.7c).

What follows are potential move and merge operations until all nodes in Np(z)
merge to the upper bottleneck node o. Since T is increasing, the subtree of § is
increasing. We further analyze the relation between xz[i| to its direct predeces-
sor z[i — 1] and its direct successor z[i + 1].

Case 2.1: z[i — 1] < z[i] < x[i +1]. Then, the transformation structure of S(9) is
as described in (i). By Lemma 8, it follows that val(d) = z[i + 1]. We modify the
tree structure of 7' for the replacement of & by 25°. Let 7" be the modified tree
of T, where we have the new node u®'[i] instead of u[i] for € € [0,&;],e; > 0. In T’
the node f is replaced by a new node ', such that val(g’) € [val(a*),val(5*)],
where u®'[i] merges with a*. The rest of the tree stays unchanged. For ¢ € [0, &/]
with €; = val(*) — z[i], the cost of T" is equal to the cost of T because we only
shifted a merge operation to another position in the tree. This is a neutral increase
for all € € [0,&;]. It holds that z[i] + e; = val(5*) = x[i + 1]. Let further be 7"
another modified tree of T', defined as follows: the tree 7" does not contain the
node S, instead it contains a new node 3", such that val(s”) € [u[i — 1], val(a*)],
where u~>[i] merges to. Again, we only shifted a merge operation, which leads to
equal cost of 7" and 7" for all € € [0,ep| with ep = val(a*) — x[i — 1]. We have
val(a*) = z[i] and hence z[i| —ep = z[i — 1].

Case 2.2: z[i — 1] > z[i] > z[i + 1]. This case is analogous to Case 2.1.
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Case 2.3: z[i — 1] < z[i] and z[i] > z[i + 1]. We further assume, without loss of
generality, that z[i —1] < z[i+ 1]. Then, the transformation structure of S(9) is as
described in (ii). By Lemma 8, it holds that z[i] = val(d). The replacement of x by
x5 for an ¢ € [0,ep] is a beneficial decrease because the merge points 3 and § are
shifted by —e: the move cost are (val(a*) —e —z[i —1]) and (val(¢*) —e —z[i +1])
for the two move operations, that is a decrease of 2. The new merge node of
B* and (* is denoted by ¢’. For the new path between ¢’ and ¢* we have cost of
|o* — &' + €|, that is an increase of cost by . We get the left side of Equation (2),
that is, d(z7% y) + & = d(z,y) for all € € [0,¢'] with ep = z[i] — z[i + 1]. It holds
that x[i] — ep = z[i + 1]. The argumentation of the detrimental replacement of z
by x% is analogous to Case 1.1.

Case 2.4: z[i — 1] > z[i] and z[i] < z[i + 1]. We further assume, without
loss of generality, that z[i — 1] < z[i + 1]. Then, the transformation structure
of §() is as described in (iii). Following the same argumentation as in Case 1.1,
the replacement of x by 2% is a beneficial increase for all ¢ € [0,&;] with e; =
val(y) — z[i]. By Lemma 8, it holds that val(8) = x[i — 1] and val(d) = x[i + 1].
Note, that there are no increasing paths between u[i — 1] and g* and u[i + 1] and
¢* because otherwise there is no move between ui] and v (see Lemma 6). It holds
that val(y) = z[i — 1] = z[i] + €. The detrimental replacement of x by x~=¢ is
analogous to Case 1.1. m

Let us briefly discuss the trees of Type 1-3. If the tree T is of Type 3, then val(c™*)
equals the value of the single sink node in Nr(y). The same proof as for trees of
Type 4 can be applied. Since the symmetry properties hold for the MSM metric,
Lemma 9 also holds for trees of Type 2. For a tree containing only a move edge,
the argumentation is the same as in Case 1.1.

We will now extend our observation from above to so-called runs representing a
sequence of consecutive points of a time series of the same value. More formally,
a run is defined as follows.

Definition 24. Let Gs(z,y) be a transformation forest. A subsequence i, j] is
a run R in x if z[l,] = z[ly] for all {1, ¢y € [i, j]. The respective node subsequence
is denoted by Nz (x) = uli, j].

We aim to show a generalization of Lemma 9, shifting all points of a run R by
some ¢ € R. We show that shifting a run is either beneficial for one direction or
neutral for both directions. Let 2544, i < ¢, denote the time series that is equal to
x except at the positions [i, £], where the points z[i] of x are replaced by z[i] + €.
The definitions of beneficial, detrimental, or neutral replacements of x by x5
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Figure 6.7.: Schematic representation of the trees discussed for Case 2 in the proof
of Lemma 9. The node u[i] has predecessors and successors. a) Case 2.1: z[i—1] <
zli] < z[i +1]. b) Case 2.3: z[i — 1] < z[i] and z[i] > z[i + 1]. ¢) Case 2.4
x[i — 1] > z[i] and z[i] < x[i + 1].

are analogous to their definitions for single positions. A run may be contained in
several trees; hence, shifting a run affects the costs of all these trees. To count
the number of trees with beneficial or detrimental replacement, we introduce two
further parameters py, pp € IN.

Lemma 10. Let x = z[1,m] andy = y[1,n| be two time series with distance d(x,y).
If © contains a run R with nodes Ng(z) = uli,l] such that xz[i] ¢ V(y), then
there either exists an € > 0 and pr, pp € N such that for all € € [0,&'] one of the
following equations holds:

(1) d(z=04 y) + p;-e = d(x,y) = d(x~504 y) — pp - € (beneficial increase),
(2) d(x==bA y) + pp - e = d(z,y) = d(zF9 y) — p; - (beneficial decrease),
or there exist er,ep > 0 such that

(3.1) d(z,y) = d(x=1 y) for all e € [0,¢;] (neutral increase), and

(3.2) d(x,y) = d(z==04 ) for all ¢ € [0,ep] (neutral decrease).

Moreover, for beneficial increases z[i] + ¢ € (V(y) U {x[i — 1],z[i + 1]}), for
beneficial decreases x[i| —e' € (V(y)U{x[i — 1], z[i+1]}), and for neutral increases
and decreases {x[i] +er,z[i] —ep} C (V(y) U {z[i — 1], z[i + 1]}).
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Figure 6.8.: Schematic representation of the three cases for proving Lemma 10,
depending on the structure of a run R. a) Case 1.1: Np(x) = Ng(x). b) Case 1.2
|Np(x)| > |Nr(x)|. ¢) Case 2: the nodes in Ng(z) belong to different trees.

Proof. We distinguish whether all nodes of a run R are in one tree or if they are in
different trees. Without loss of generality, we assume that all paths are monotonic
and the trees are increasing.

Case 1: all nodes in Nr(z) are in one tree T (see Figure 6.8a,b). We show only
that T is considered to be a tree of Type 4, since all other cases follow the same
or a simpler argumentation. We further distinguish whether the nodes of Nz (z)
are the only nodes in 7.

Case 1.1: Np(x) = Ng(z). For the bottleneck nodes it holds that val(o) = x[i]
and val(c*) € V(y) (see Corollary 1). The replacement of z by 254 is a beneficial
increase for all € € [0,¢'] with ¢/ = ¢* — z[i] because the intermediate node is
also shifted to o + ¢ which leads to a lower move cost of val(c*) — val(o) — e,
that is, a decrease by . Therefore, we get the left side of the first equation
d(x5 y) + e = d(x,y) for p; = 1. Tt holds that z[i] + ¢ = val(o*) € V(y).
For the right side of the equation with pp = 1, the argumentation is similar.
Replacing = by 2750 we get new move cost of val(c*) — val(c) + ¢, that is, an
increase by e.

Case 1.2: |Np(x)| > |Ng(z)|. Since T is a tree of Type 4, all nodes in Np(x)
merge to the intermediate node o. Moreover, merging adjacent points in 7" that are
equal has a lower cost than merging two distinct points. Therefore, there exists an
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intermediate node ¢’ where all nodes in Ng(z) merge to (see Figure 6.8b). Then,
Lemma 9 can be applied for u[i] = ¢’ with p; = pp = 1. Depending on the case,
an ¢ is specified such that we get one of the above equations for an € € [0,¢/].
For € = gy, the run is shifted until it reaches a value of the adjacent points of the
run, that is, x[i — 1] or z[¢ + 1], or it reaches a point in V(y).

Case 2: the nodes in Ng(z) belong to different trees (see Figure 6.8¢). In this
case, we need to count how many trees have beneficial increases and decreases. To
decide whether a replacement is beneficial or detrimental, there are two possible
cases of trees belonging to the run R. The first case is that all nodes in a tree
in R belong to Ng(z). Then we can apply Case 1.1. The second case concerns
the boundary values of N (z) merging with the predecessors or successors of the
run R. Following the argumentation of Case 1.2, we determine if the replacement
of z by 25! is beneficial, neutral, or detrimental.

For each tree T in R, we get an e restricting a beneficial or neutral replacement.
Let €, be the minimum of all er for which we have a beneficial increase or a
beneficial decrease. Let €. and ¢, be the minimum of all ez for which we
have a neutral increase or neutral decrease, respectively. We further set %Te as the
number of trees in R for which we have a beneficial increase and z;, as the number
of trees for which we have a beneficial decrease. Then, we get the above statement

_ - o+ -
for € € [0, €minl, €1 = €., and ep =€, and for p; = z;, and pp = x;,. O

6.2.3. MSM Median Values

We now use beneficial and neutral replacements to prove that for any collection X
there exists a median z* such that all points of z* are of V' (X).

Theorem 2. Let X = (x1,...,x%) be a collection of k time series. Then there
exists a median x* = x*[1,m] of X such that x*[i] € V(X)) for all z*[i],i € [1,m].

Proof. Assume towards a contradiction that every median has at least one point
that is not in V' (X). Among all medians, choose a median z* such that 1) ny, the
number of points of z* that are in V(X), is maximum and 2) among all medians
with ny points from V' (X), the number of transitions from z*[j] to 2*[j + 1] where
x*[j] # «*[j + 1] is minimum. In other words, z* has a minimal number of runs.
Let R be a run in z* whose points are not in V(X). We apply Lemma 10 to
show that there exists an ¢ € R such that 2**Y is a median where the points
of the shifted run R reach a point of a predecessor or successor of R or a point
in V(X). We now specify €. First, we determine whether ¢ is positive or negative.
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Figure 6.9.: a) Schematic example of two time series x; and x5 aligning to a time
series x*. This alignment includes two trees, each containing the same two nodes
of *. b) Same two time series x; and xo aligning to another time series y* with
lower cost.

For each sequence, one of the Cases (1) to (3) of Lemma 10 applies. For each time
series in X, we introduce two variables to count how many beneficial increases
and decreases we have. Neutral replacements are not counted. Let 21 be the sum
of pr for beneficial increases and x~ be the sum of pp for beneficial decreases of all
time series. If 7 > 27, we set € as the minimum of the specified &’ for beneficial
increases and all €; (see Lemma 10). If 27 < 2~ we set £ as the maximum of the
specified —¢’ for beneficial decreases and all —ep. Compared to the median x*, all
values of 2*°l"¥ are the same except for the values of the shifted run. By Lemma 10,
the points of the new median z*¥ are shifted for the specified ¢ until they reach
a point of the right or left neighbor run or a point in V(X). If they reach a point
of the right or left neighbor run, we have a contradiction to selecting a median
with a minimal number of transitions. If they reach a point in V(X), we have a
contradiction to selecting a median with the minimal number of values that are
not in V(X). O

Before going into detail about the complexity results of MSM-MEDIAN, we make
a more general assumption about the tree structures when multiple time series of
a collection X = (z1,..., ) align to one time series z*. The following observation
states that for two consecutive nodes w*[i] and u*[i + 1], it is not optimal that all
time series in X split to these two nodes simultaneously. There has to be at least
one move or merge edge in the trees containing u*[i] or u*[i + 1]. Figure 6.9 shows
a schematic representation of this observation.

Observation 1. Let X be a collection of time series, let * be a time series, and
let i € [1,|z*|—1]. If for each time series © € X, there is some optimal transforma-
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tion graph containing a tree T such that both u*[i] and u*[i+1] are sinks of T', then
there is a time series y* such that for each time series z € X, d(z, z*) > d(z,y").

Proof. For every time series © € X, let T" be a tree such that u*[i] and u*[i + 1]
are sinks of T'. It follows that there is at least one split operation in each tree T’
for all z € X. We set y* as the time series that is equal to z* except that it misses
the point z*[7], that is y* = 2*[1,i — 1] o 2*[i + 1, |2*|]. All trees from all z € X
to y* are equal to the ones from z to z* except for the tree T', which is replaced
by a tree T. This tree T' does not contain the sink node w*[i] and thus contains
one split operation less than T'. Hence, for each tree T the cost is reduced by at
least ¢ compared to the cost of T'. Since the costs for all other trees are the same,
we get d(x,z*) > d(z,y"). O

The findings in the computational complexity analysis of MSM-MEDIAN in the
next section heavily rely on the properties shown above.

6.3. Finding an MSM Median is Hard

In this section, we show that MSM-MEDIAN is NP-hard, W[l]-hard when pa-
rameterized by k, and cannot be solved in f(k) - |I|°® time for any computable
function f, unless the ETH fails. Here, |I| denotes the total input size of MSM-
MEDIAN. These hardness results hold even if the total number of distinct values
in the input time series is three.

Theorem 3. For ¢ =1, MSM-MEDIAN 1is
e NP-hard, W[1]-hard when parameterized by k, and

e cannot be solved in f(k) - |I|°"® time for any computable function f, unless
the ETH fails.

This holds even if |V (X)| = 3.

Our negative results are obtained by a reduction from BINARY CIRCULAR CON-
SENSUS STRING (BCCS) [BFN20] . The following paragraph gives a short intro-
duction to the problem.
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Figure 6.10.: An instance of BCCS for the three strings s; = (1,1,0,1),s, =
(1,1,1,0), and s3 = (0,0,1, 1) with a respective consensus string s* = (1,1, 1,0).

Binary Circular Consensus String The underlying distance function of the BCCS
problem is the Hamming distance. The Hamming distance dgam(s1, s2) between
two strings s; and s, of the same length n counts the number of positions where s;
and sq differ [Ham86]. For example, if s; = (1,1,0) and s9 = (1, 1,1) the Hamming
distance is dpam(s1, s2) = 1.

To define the BCCS, let s be a string of length n and let § € [1,n]. The circular
shift of s by § is the string s of length n with s7[i] := s[1+ (i — 1+ 6) mod n]
for each i € [1,n].

BINARY CIRCULAR CONSENSUS STRING

Input: A collection S := (s1, ..., sx) of binary strings of length n and

an integer d.

Question: Is there a binary string s* of length n and a k-tuple (01, ...,d;) €
[0, — 1]* such that D i1 A diam (5i7%, s%) < d?

Figure 6.10 shows an example instance of BCCS for the three strings s; = (1,1,0, 1),
so = (1,1,1,0), and s3 = (0,0, 1,1). This instance is a yes-instance for d > 1. Here,
setting 07 = 3,d2 = 0, and d3 = 2 results in the best consensus string s* = (1,1, 1,0)
with cost 216[1,3] diam(5i 7%, %) = 1.

To show the hardness results, we present a reduction from the BCCS-problem,
which is NP-hard, W[1]-hard when parameterized by k, and cannot be solved
in f(k)-n°® time for any computable function f, unless the ETH fails [BFN20].

Let I := (S, d) be an instance of BCCS and let n denote the length of each of the k&
binary strings of S := (s1,...,8¢). If d > n -k, then I is a trivial yes-instance
because, in the worst case, the cost of shifting every position in every string in S' is
within the budget d. Hence, we assume that d < n-k. We can assume that £k < n
as otherwise I can be solved in FPT-time for k. We now describe how to construct
in polynomial time an equivalent instance I’ ;== (¢ = 1, X, d’) of MSM-MEDIAN
such that | X| = |S| = k and |I’| € n®Y (see Figure 6.11). Each point in each time
series of X has value either 0,1, or A := 2d + 3. Let g : {0,1}* — {0,1, A}* be
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Figure 6.11.: Exemplary construction of z; € X for a string s;.

the function where ¢(0) := (0, A) and ¢(1) := (1, A), and for any binary string y
of length at least 2 we have

9(y) == g(y[1]) o ... o g(yllyl])-

For each i € [1, k|, we define a time series x} := g(s;). Let
R=k-(n-(A+2)+1).
We set X := (z1,...,x1), where for each i € [1,k], x; is the concatenation of R
copies of z, that is
o= (1) = (g9(s:))" = g((s)").
Finally, we set
d:=(R-1)-d+k-(n-(A+2)+1)=(R—1)-d+k-(n-(2d+5)+1).

This completes the construction of I'.

Note that |X| = k and that |I'| € [I|°® C n®W since we assumed that k < n
and d < n - k. Hence, to show the statement, it remains to show that [ is a yes-
instance of BCCS if and only if I’ is a yes-instance of MSM-MEDIAN.

6.3.1. ' is a yes-instance if [ is a yes-instance
Let s* be a binary string of length n and let (d1,...,d;) € [0,n — 1]¥ be a k-tuple

such that 7, 4 ditam (5%, 5%) < d. We define a time series 2’ as 2’ := g(s*).
Let z* be the concatenation of R—1 copies of 2/, that is,

To show that I’ is a yes-instance, it must hold that Dysu(X,z*) < d’. More
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5% 1100 || |z, [AIAOAIAIAIAOAIA --- 1AIAOAIAIAIAQALA]

s 110 ro [RIATAOAIAIAIAOA --- IATATA(QAIAIATAOA]
5372 00110 x3 [0AOAIAIAOAOAIAIA --- OAOAIAIAOAORIAIA]
s* 1110 x* [JA1IA1AOQOAIA1AIAOA --- 1A1AIA0OR

Figure 6.12.: Left: an instance of BCCS for three strings si, s2, 3 with the consen-
sus string s* as shown in Figure 6.10. Red rectangles show the shift §;, i € [1, 3].
Right: corresponding MSM-MEDIAN problem with input time series z1, 2, and x3
and the median z*. Blue parts in the input time series align via merge- and move
edges to x*. Red rectangles indicate the middle points of x1, z9, and x5 that align
via move edges from the input time series to x*.

precisely, we show that d(x;, 2*) < (R—1)-dyam(s; %, s*)+n-(A+2)+1 for each i €
[1,k]. Since Y, . duam(si%, s*) < d and Dysm(X,2*) = 3, oy d(z;,2*), this
then implies that Dysy(X,2*) < (R—1)-d+k-(n-(A+2)+1) = d'. Informally,
we obtain the bound on d(z;, z*) via the following transformation: only move
operations are applied for the middle (R — 1) - 2 - n points of z;. All other points
at the beginning and end of each time series in X merge to the first or last point
in x*, respectively. Figure 6.12 shows an example of the alignment of three time
series to x*.

The above-mentioned set of middle points of x; is defined as follows. The string (s;)%
contains the substring (s;7%)f~! starting at index &; + 1. Hence, x; = g((s;)F)

contains the substring ; := g((s;%)%71) = g(s;7%)%! starting at index 2-9; + 1.

The time series Z; comprises exactly these middle points. We now bound the dis-

tance of z; to Z; and the distance of Z; to x* to use the triangle inequality in the

end.

First, we show that d(x;,%;) < n-(A+2)+ 1. To this end, we describe a trans-
formation graph G; between x; and Z; that consists of (R — 1) - 2 - n trees. The
first tree 17 contains the first 2 - §; + 1 points of x; as source nodes and the first
point of Z; as the unique sink node. Similarly, the last tree T(g_1).2.,, contains the
last 2 - (n — d;) + 1 points of z; as source nodes and the last point of Z; as the
unique sink node. For each ¢ € [2,(R — 1) -2-n — 1], the tree T, consists of a
single edge from the source u;[2 - 0; + €] to the sink @;[¢]. Since x; contains the
substring ; starting at index 2 -4; + 1, for each ¢ € [2,(R—1)-2-n — 1], we
have x;[2 - 6; + ¢] = Z;[¢] which implies Cost(7;) = 0. Hence, it remains to show
that Cost(T}) + Cost(T(r-1)2n) < n- (A +2) + 1. The following lemma upper-
bounds the costs of these trees independent of the concrete binary values of their
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respective sources and sinks. For each a € {0,1, A}, we use « as shortcut for the
length-one time series («).

Lemma 11. Let y be a binary string. It holds that
o d(Aog(y),A) <[yl - (A+2) and
e for each oy € {0,1} and each ay € {0,1}, d(g(y) o aq, ) < |y|- (A+2)+1.

Proof. First, we show the statement for d(A o g(y), A). We prove the statement
by induction on |y|.

Base case. We show that the statement holds for |y| < 1. It holds d(Aocao A, A) <
(A+2) with o € {0, 1} since the cost includes two merges and one move with cost
at most A.

Inductive step. Assume that |y| > 2 and that the statement holds for each
binary string v’ with || < |y|. Let n := |y| and let 3 be the binary string such
that y = v/ o (y[n]). Since |y'| = |y| — 1 < |y|, the inductive hypothesis implies

d(Aog(y), A) < |- (A+2)=(ly[ - 1)- (A+2).
Note that g(y) = g(¥/') o g(y[n]). Hence,

d(Aog(y), Aog(yn])) = d(Aog(y')oglyln]), Ao g(yn]))
<(lyl-=1)-(A+2)

since the new move operations between the added g(y[n|) have cost 0. Moreover,
the induction hypothesis implies d(A o g(y[n]), A) < A+ 2. Since d is a metric, we
conclude

d(Aog(y),A) <d(Aog(y), Aog(yln])) +d(Aog(yln]), A)
<yl (A+2).

Similarly, one can show that for each « € {0, 1}, d(g(y)oa, ) < |y|-(A+2). Since
for each oy € {0,1} and each ay € {0,1}, d(g(y) o a1, 9(y) o an) < oy — ] < 1,
the triangle inequality then implies d(g(y) o a1, as) < |y|- (A +2) + 1. O

100



6. MSM-MEDIAN

Recall that sink nodes of T} are nodes in ;. Since the unique sink node of 7} has
value 0 or 1, Lemma 11 implies for oy, as € {0,1}

Cost(T1) = d(g(z[1,; + 1]), as)
= d(g([1,8;] 0 a1), as)
<0i-(A+2)+ 1.

Moreover, since the unique sink node of T{g_1).0., has value A, Lemma 11 im-
plies

Cost(Tia-1)2.1) = d(g(al(n — &), n]), A)

= d(Aog(z[(n =0 +1),n]), A)
(n—6i) - (A+2).

IN

Hence, d(z;,%;) < Cost(T7)+Cost(T(r-1).2.n) < n-(A+2)+1

Second, we show that d(#;,2*) < (R — 1) - dgam(si™%, s*). Recall that ; and z*
have the same length (R — 1) - 2 - n. Hence, it is sufficient to show that the move
cost for these positions are dyove(Ts, %) < (R — 1) - dyam(s; 7%, s*). If merges and
splits are included, the cost will only decrease. Since Z;[(] = zf[¢{] = A for each

even (¢ € [1,|x*|], we conclude

dMove(iiax*) = Z |j:z[£] - Jj*[é”

odd £€[1,|z*|]
= > @20 —1)—at20 -1
te[1,(R—1)n]
=(R—1)- > |@[20—1] —z*[20 - 1]]
Le(l,n]
Z dHam :L'z ]7 $*[2£ - 1])
le(l,n]
Z ditam (s <_6 0], s*[¢])
£e(1,n]

= (R—1) - duam(s:7%, 5%).
Recall that #; = (g(s;%))% ! and 2* = (g(s*))f~!. The second to last equa-

tion holds since by definition of g, for each j € [1,n], g(s;7%)[2j — 1] = s;%[j]
and g(s*)[2j—1] = s*[j]. Hence, d(Z;, 2*) < dytove(Ts, *) = (R—1) diram(5: 7%, 5*).
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Since d is a metric, we obtain

d(l’z,[E*) S d([EZ, ZZ‘Z) —+ d(i‘z, (L'*> S (R — ].) . dHam(SZﬁ_éi, S*) +n- (A + 2) + 1.

Hence, d(z;,2*) < (R — 1) - dgam(s;7%,8") +n - (A +2) + 1 for each time se-
ries z; € X and thus Dysu(X,2*) < d'. Consequently, I’ is a yes-instance
of MSM-MEDIAN.

6.3.2. I’ is a no-instance if [ is a no-instance

If I is a no-instance, then for each binary string s* of length n and each k-
tuple (d1,...,d0;) € [0,n — 1]*, D ic[A diam(8i7%, %) > d + 1. Let 2* be a time
series that minimizes Dygm (X, 2*). We show that

By Theorem 2, we can assume that x* uses only values of V(X) = {0,1, A}.
For each i € [1, k|, let Gs,(x;,2*) be an optimal transformation graph between z;
and z*. Moreover, let 7; be the collection of all trees of Gg,(z;,2*). We can
assume that each value in each such tree is from V(X) = {0,1, A} (see Sec-
tion 6.2). For a collection of trees T, we denote Cost(¥) := >, Cost(T). To
show that Dygy (X, z*) > d', we first introduce some notation to estimate the cost
of a tree.

We say that a move edge (a, ) of any tree is heavy if |val(a) — val(8)| > 1.
Analogously, we call a path P in any tree heavy if at least one move edge of P is
heavy. Since each node of each tree between X and x* has a value from {0, 1, A},
a tree T contains a heavy path if and only if 7' contains at least one node with
value A and at least one node with value either 0 or 1. In other words, if a tree T’
contains no heavy path, then a) the value of each node in 7" is A or b) the value
of each node in T is from {0, 1}. Since A = 2d+ 3, the cost of a tree with a heavy
path is at least A — 1 =2(d+ 1).

In the following, we take the time series x; € X as a pivot. Recall that x; =
(g(s1)). We regard the partial alignment of a prefix of x; to a prefix of 2*. Then,
we analyze the cost of aligning all other time series x € X \ {x;} to this prefix
of x*. For clarity, we will repeatedly refer to the example in Figure 6.13 for the
following definitions:

e for each i € [0, R], let b; be the largest number of [0, |z*|] such that u*[b;]
is the sink of a tree of 77 containing no source nodes of w;[2ni + 1,2nR).
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=1 1=2 =3 i =4 i=R
ui2n]ui2n + 1] wi[dn]ui[d4n + 1] wi[6n]ui[6n + 1] u1[8n] u1[2(R — 1)n + 1]ui[2Rn]

Figure 6.13.: Example of an excerpt of the alignment of the pivot time series x;
and an arbitrary time series x; € X to the median time series x*. The blue
rectangles indicate the R copies of g(s;). Note that every copy starts with a
binary value b and ends with value A. The alignment of x; to z* shows six
consecutive trees (11, ...,Ts) € Ti. The red rectangles mark the sink nodes of the
blocks Q1, Oy, O3, Q4, and Qg. The alignment of x; to x* shows four arbitrary
trees T, 7", 7", T" € T;.

In the example, u*[b1] is the last sink node of tree T3, since the consecutive
tree Ty also contains source nodes of u;[2n + 1, 4n]. Since Ty is the only tree
that contains source nodes of u;[2n + 1, 4n| but not of u;[4n+ 1,6n], its only
sink node is u*[by]. Similarly, the last sink node of T5 is u*[bs]. The next
tree, Ty, contains all nodes of u[6n + 1, 8n] but also nodes u;[j] for j < 6n
and j > 8n + 1 as source nodes. Hence, u*[b3] = u*[bs]. Note that by = 0
and that if a tree of 7; has u[1] and u;[2ni + 1] for some i € [1, R — 1] as
source nodes, then b; = 0 for each j € [0,1].

e for each ¢ € [0, R] let B; be the collection of trees between any time series
of X and z* containing only sinks of u*[1,b;]. The example shows four
arbitrary trees T, 7", 7", T" € T;. Here, T € By, T" € By, and T" € Bp but
T" ¢ Bs, By since T” has sink nodes u*[j] with 7 > by + 1. Note that here
By C By C Bs = By C Bg.

e for i € [1,R], the ith block is defined as Q; = B; \ B;_;. That is, each
tree T' in a block Q; contains only sinks of u*[1,b;] and at least one sink
of u*[b;_1 + 1,b;]. In the example, the red rectangles mark the sink nodes of
the blocks Q1, Oy, O3, 94, and Qpr. The blocks Q3 and Q4 have the same
sink nodes. It holds that T € Q;,T" € Q,,T" € Q; for some j € [5, R — 1],
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u1[2n(i — 1) + 1] u1[2nd] u1[2n(i — 1) + 1] w1[2ni]

u*[bi—1 +1] u*[b;] u* b1 + 1] u* [b;]

Figure 6.14.: The upper time series shows x;, the lower time series shows the
median z*. The blue rectangle indicates the ith copy of g(s1). The red rectangle
marks the sink nodes of the block Q;. Left: the block Q; is not a cut. Right: the
block Q; is a cut.

and T"” € Qp.

In the following, we estimate the costs of the trees in Q; N7;. Informally, we define

whether there is a tree between two consecutive blocks that contains nodes of u;
of both blocks. We define:

e the ith block Q; is a cut if Q;N7T; has exactly the set of source nodes u; [2n(i—
1)+1,2nd]. If a block Q; is not a cut, then some tree T" € T; with at least two
sources contains u[2n(i — 1)] or uy[2ni + 1] as a source. The first example
of Figure 6.14 is not a cut since the tree T" has source nodes wu;[j] with
j < 2n(i —1). The second example is a cut.

e we say that Q; is a light cut if for each tree T' € Q; N Ty, T contains no
heavy path. Hence, if Q; is a light cut, then for each source node u in
u1[2n(i — 1) + 1,2n1], the tree of 77 containing 4 contains no heavy path.
Note that a light cut ©; may still contain trees with heavy paths, but these
trees are not contained in 7;.

We further describe the structure of a light cut (see Figure 6.15). By construction,
every copy of x; starts with a binary value followed by an A, followed by a binary
value and so on. All paths in trees of a light cut Q; are light. That is, an A in
aligns to one or multiple A in z*, and a binary number in x; aligns to one or multi-
ple binary numbers in z*. That is, we have n non-empty binary runs (1, ..., 7%,)
and n non-empty A-runs (r}, ..., %) such that

* 1 1 2 2 n n
r [b’ifl + 17 bl] = (rbin OT40Thin ©Ta O ... 0Ty © TA)'

We now show that each block Q; has amortized costs of at least d+ 1. This implies
that the total cost of the transformation forest exceeds d' < R - (d+ 1) and thus
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ui[2n(i — 1) + 1]

O @ ®

® ® @ ©® ©®
u*[bi,1+1}

Figure 6.15.: Example of a light cut: excerpt of the alignment of a subsequence of
the pivot time series x; to the sink nodes of the light cut Q;. The blue rectangles
indicate the ith copy of g(s1). Note that every copy starts with a binary value b
and ends with value A. The red rectangle marks the sink nodes of the light cut Q;.

I’ is a no-instance of MSM-MEDIAN.

The following lemma gives a lower bound for the cost of a tree containing sub-
sequences where A is followed by 0 or 1 or vice versa. We call a string S of
length 25 binary alternating, if S can be described by the regular expression (A -
{0,1})7 or the regular expression ({0,1}-A)?. The bound is set for the cost of a tree
containing a binary alternating subsequence of length 27.

Lemma 12. Let x and y be time series where the value of each point of x and
the value of each point of y is from {A,0,1}. Let T be a tree of an optimal trans-
formation forest between x and y. If the sequence of source nodes of T' contains a
binary alternating subsequence of length 2j, then Cost(T) > 2j - (d + 1).

Proof. Due to symmetry, we only consider the case that the alternating subse-
quence of source nodes of T is of the form (A -{0,1})’. Hence, for each ¢ € [1, j]
there is an index i(A, ¢) such that u[i(A, ¢)] is a source of T' with value A and there
is an index ({0, 1}, ¢) such that u[i({0,1},¢)] is a source of T" with value 0 or 1
where

o (A 0) <i({0,1},0) and
o i({0,1},0) <i(A,L+1)if €< j.

Let & be an arbitrary sink of 7" with value a. Recall that a € {4,0,1}. For
each ¢ € [1,4], let P/* be the path from u[i(A,¢)] to @ in T and let PP™ be the
path from u[i({0,1},¢)] to @ in T. Since T' is a tree of an optimal transformation
forest between x and y, each such path is monotonic (Lemma 2). Hence, if « = A,
then for each £ € [1, j], P{* is not a heavy path and PP™ is a heavy path. Otherwise,
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if o € {0,1}, then for each ¢ € [1, ], P/ is a heavy path and PP™ is not a heavy
path.

In both cases, for each ¢ € [1, j], either PEA or PP contains a heavy move edge.
Hence, for each ¢ € [1,j — 1], PP™ and PP do not share any heavy move edge
since neither of them shares a heavy move edge with the intermediate path Pg,.
Similarly, for each ¢ € [1,j — 1], P/* and PEA+1 do not share any heavy move edge
since neither of them shares a heavy move edge with the intermediate path PP™.

Consequently, T" contains at least j heavy move edges and thus Cost(T") > j- (A —
1) =2j-(d+1). O

Recall that we want to show that each block Q; has amortized costs of at least
d + 1. Assume that the block Q; is not a cut. Then, by definition, it follows that
there exists a tree ' € Q; N7y that contains at least one subsequence (A -{0,1})
or ({0,1} - A). As an example, see Figure 6.13: the block Qs is not a cut since
the tree T, contains u1[2n| and ui[2n + 1] as source nodes. It contains at least one
binary alternating subsequence because it comprises the last value of the first copy
and the first value of the second copy of g(s1). Q1 and Qg are not cuts either. The
next lemma gives a lower bound on the cost of T

Lemma 13. Leti € [0, R]. If the block Q; is not a cut, then there is some j € [i, R|
such that Cost(Q; NTy) > (j —i+1)-(d+1).

Proof. Recall that a block Q; always contains the source nodes u;[2n(i—1)+1, 2ni]
with z;[2n(i — 1) + 1] € {0,1} and z;[2ni] = A. Since the block Q; is not a cut,
there is some tree T of T; such that T contains a source node uy[¢] with ¢ € [2n(i—
1) + 1,2nd] and a source node u;[¢] with¢ € [1,2nR]\ [2n(i — 1) + 1,2ni]. We
distinguish whether 7" contains a source node u;[¢] with ¢ > 2ni or not.

Case 1: T contains no source node uy[¢] with ¢ > 2ni. Hence, T is a tree
of Q; = B;\ B;_;. Since Q; is not a cut, the tree T contains the source
node u1[2n(i — 1)] with value A and the source node u;[2n(i — 1) + 1] with value ei-
ther 0 or 1. Hence, the sequence of source nodes of T’ contains the subsequence (A0)
or (Al). Due to Lemma 12, Cost(7") > 2(d + 1). Since T is a tree of Q; N Ty, the
statement holds for j = 1.

Case 2: T contains a source node u; [¢] with ¢ > 2ni. Hence, T is not a tree of the
block B;. Let j be the number of [i+1, R] such that 7" is contained in Q;. Hence, T
contains the source node wu;[2ni] with value A and the source node wui[2n(j —
1) + 1] with value 0 or 1. Moreover, for each ¢ € [i + 1,5 — 1], T" contains the
source node u;[2n(¢ — 1) + 1] with value either 0 or 1 and the source node u;[2n/]
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with value A. Consequently, the sequence of source nodes of T' contains a binary
alternating subsequence of length 2(j —7). Due to Lemma 12 and the fact that j >
i, Cost(T) >2(j —i)-(d+1) > (j—i+1)-(d+1). Since T is a tree of Q; N Ty,
the statement holds for j. O

The next lemma extends the statement to heavy cuts. First, we need another
definition: let i € [1, R]. We say that a set J C [i, R| with i € J is right-dominated
by a set J' C [i,R] if J C J' and [max(J),max(J")] C J'. For example let
J={i,i+3,R—1} and J' = {i.i +2,i+ 3, R — 1, R}, then J is right-dominated
by J'.

Lemma 14. Let i € [1, R] such that the block Q; is not a light cut. More-
over, let J C [i, R] such that 1 € J and for each j € J, the block Q; is not a
light cut. Then, there is some J' C [i, R] such that J is right-dominated by J'
and Cost(Ujey s Q; NT1) > || - (d+1).

Proof. We show the statement via induction over |J|.

Base case. Let |J| =1, that is, J = {i}. Recall that the block Q; is not a light
cut. We distinguish two cases.

Case 1: the block Q; is not a cut. Then, due to Lemma 13, there is some j € [i, R]
such that Cost(Q; N 7T1) > (j —i+ 1) - (d+ 1). Hence, the statement holds
for J' = [i, j]

Case 2: the block Q; is a heavy cut. By definition of heavy cuts, there is some
tree T in Q;N7T; such that Cost(T") > d+1. Hence, the statement holds for J' = J.

Inductive step. Let |.J| > 1 and assume that the statement holds for each J C
i, R] with |J| < |.J|. Moreover, note that 4 is the smallest number in .J. Recall
that the block Q; is not a light cut. Again, we distinguish two cases. In each case,
we define a set J| C [i, R]. Afterward, we show that for both cases, there is a
superset J' of J{ for which the statement holds.

Case 1: the block Q; is not a cut. Then, due to Lemma 13, there is some j €
[i, R] such that Cost(Q; N T;) > (j —i+1)-(d+1). Let J| := [i,j]. By the
above, Cost(Upeys QeNT1) > (j—i+1)-(d+1) = |Ji]- (d+1).

Case 2: the block Q; is a heavy cut. By definition of heavy cuts, there is some

tree T'in Q; N7y such that Cost(T) > d+1. Let J] := {i}. Hence, Cost(Uge 1 Q¢ N
T)z (G —i+1)-(d+1)=(d+1) = |J]-(d+1),

In both cases, since Jj is an interval, if J is a subset of Jj, the statement holds
for J' = Jj. Otherwise, J; := J\ J] is non-empty and contains max(.J). Let ¢
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be the smallest number of J,. Since J; is a proper subset of J, by the induc-
tion hypothesis, there is some J; C [/, R] such that .J; is right-dominated by J§
and Cost(Uge sy QeN'T1) > |J5] - (d+1). Note that Jj and J; are disjoint since Jj is
an interval starting at ¢ = min(J), ¢’ is the smallest number of J, = J\ Jj, and J}
is a subset of [¢, R]. We set J' := J; U J}. Since J| and Jj are disjoint,

COSt(U[eJ’ Q,N 7-1) = COSt(U(GJ{ QN ’E) + COSt(UeEJé 9, N ’E)
>\ (d+1)+ | Iy - (d+1)=|J|-(d+1).

Hence, the statement holds for J’ since J is a subset of J" and [max(J), max(J5)] C
[max(.J;), max(.Js)] C Jj. O

We now extend our estimations to a collection of trees B;.

Lemma 15. Let I be a no-instance of BINARY CIRCULAR CONSENSUS STRING
and let i € [0,R — 1]. If Cost(B;) > i - (d+ 1), then there is some j > i such
that Cost(B;) > j - (d+1).

Proof. We distinguish whether the block Q,; is a light cut.

Case 1: block 9,4 is not a light cut. Let J = {i + 1}. By Lemma 14, there is
some J' C [i+1, R] with J C J" and [max(J), max(J")] = [i+1, max(J")] C J' such
that Cost(UjieyQ; NTy) > |J']|- (d+1). For j = max(J") we have Cost(B; \ B;) >
Cost(Ujie Qi NTh) > |J'| - (d+1) = (j —i)- (d+1). We get

Cost(B;) = Cost((B; \ B;) U B;) = Cost(B; \ B;) + Cost(B5;)
>(G—=9)-(d+1)+i-(d+1)=7-(d+1).

Hence, the statement holds for j.

Case 2: block 9, is a light cut. Recall that since the block Q;,; is a light
cut, there are n non-empty binary runs (r{, ,...,r% ) and n non-empty A-runs

(rl,...,r%) such that

* _ 1 1 2 2 n n
[0 + 1, biy1] = (rpm o7y 0 Thin ©T4 O ... OThy, OTh).

First, we show two properties of transformation graphs from each time series of X
to o* which directly imply Cost(B;) > j-(d+1) for some j > i+ 1. Afterward, we
show that transformation graphs without these properties then resemble circular
shifts of the binary input strings of I. Because I is a no-instance of BCCS, we
then get Cost(Q;+1) > d + 1 which implies Cost(B;11) > (i + 1) - (d + 1).
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u1[2ni + 1] u1[2n(i + 1)]

Figure 6.16.: Example for Claim 2: excerpt of the alignment of subsequences of
the pivot time series x7 and an arbitrary time series z; € X for k > j to the
sink nodes of the light cut Q;,1. The blue rectangles indicate the (i + 1)th copy
of g(s1). Note that every copy starts with a binary value b and ends with value A.
The red rectangle marks the sink nodes of the light cut Q;.;. The arbitrary
trees T,T",T",T" do not contain heavy paths. The arbitrary trees between u;

and u* illustrate the conditions of Claim 2: 7 and 7" fulfill Condition 1, T ' fulfills
Condition 1 and Condition 2 and 7" fulfills Condition 2.

Claim 2. Let i € [0, R — 1] such that Q,; is a light cut. If there is some tree T’
in Bg \ 71 that contains at least one sink node of u*[b; + 1, b;;1] and where any of
the following conditions holds:

1. T is contained in 9,1 and contains a heavy path or

2. the values of the sinks of T' contain at least one A and at least one binary
value,

then there is some j > i such that Cost(B; \ B;) > (j —1) - (d + 1).

Proof of Claim. For clarity, Figure 6.16 shows four arbitrary trees for which any
of the two conditions hold. Let T" be a tree fulfilling any of the two properties and
let ¢ be the index of [1, R] such that T is contained in Q,. Note that ¢ > i+ 1.

Case 1: T is contained in Q;,; and contains a heavy path. Hence, the cost for T
is at least 2 - (d + 1). We thus get

Cost(B;11 \ B;) = Cost(Q,41)
> Cost(T) =2 (d+1)> (i+1—1i)-(d+1).

Hence, the statement holds for j =i + 1.
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In the following cases, we assume that Case 1 does not hold, that is, we assume
that 7" is not contained in Q;,; or contains no heavy path.

Case 2: at least one sink of 7" has value A and at least one sink of T" has a binary
value.

First, we show that the statement holds if 7" has sinks in at least two light cuts.
We decompose T into light cuts and blocks that are not light cuts. Let L C [1,/]
be the set of indices such that for each ¢/ € L, the block Q; is a light cut and T’
contains at least one sink of u*[p] with p € [by_1 + 1,by]. Let J C [i + 1,¢] be the
set of indices such that for each j' € J, the block Q; is not a light cut.

Each light cut starts with a binary value and ends with a value A. Hence, the
tree T' contains

e a sink node with value A for the first light cut,
e a sink node with a binary value for the last light cut,

e and a sink node with a binary value, followed by a sink node with value A
for each other light cut.

Since the tree T' contains |L| light cuts, the tree T' contains a binary alternating
subsequence of length 2(|L| — 1). By Lemma 12, the cost of T regarding all light
cuts are at least 2(|L| —1)-(d+1) > |L|-(d+1) since |L| > 2. Hence, T contains a
heavy path, and thus by the above assumption, 7" is not contained in Q; ;. Note
that this implies that J is non-empty.

By definition of J, for each j° € J, the block Q; is not a light cut. Then, due
to Lemma 14, there is some J' C [i + 1, R] such that J is right-dominated by J’
and Cost(UjieyQy NT1) > |J'| - (d+1). Let j = max(max(J'), max(L)). We get

Cost(B; \ B;) > Cost(Uje Qs NTy) + Cost(T)
> |- (d+1)+|L]-(d+1)
= (S| +IL]) - (d+1)
> (j—i)- (d+1).

The last inequality holds since J' U L D [i + 1,j]. Hence, the statement holds
for 5. In the following, we thus assume that Q;.; is the only light cut of which T’
contains sinks. Recall that the values of the sinks of T" contain a binary alternating
subsequence of length at least 2. Hence, due to Lemma 12, the cost for T is at
least 2 - (d + 1), which implies that ¢ > i + 1 since T' contains at least one heavy
path and no tree of Q;,; contains a heavy path. We further lower-bound the cost
for all following blocks that are not light cuts and of which T contains sinks. By
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assumption, Q;.1 is the only light cut of which T contains sinks. Hence, for each
index j' of J := [i + 2,/], Q; is not a light cut. By Lemma 14 there exists some
J'C i+ 2,R] with J C J" and [max(J),max(J')] C J" = [i + 2, max(J’)] such
that Cost(Ujier Qs NT1) > |J'| - (d+1). For j = max(J') we get

Cost(B; \ B;) > Cost((B; \ B;) N T1) + Cost(T)
>G—i—1)-(d+1)+2-(d+1)
={—-i—14+2)-(d+1)>(—1) - (d+1).

Hence, the statement holds for j since 57 > /. O

Hence, if Condition 1 or Condition 2 holds, then there is some 7 > ¢ + 1 such
that Cost(B; \ B;) > (j — i) - (d + 1). Consequently,

Cost(B;) = Cost(B; \ B;) + Cost(B;)
>(—1)-(d+1)+i-(d+1)
=j-(d+1)

which implies that the statement of Lemma 15 holds for j.

In the following, we thus assume that neither Condition 1 nor Condition 2 holds.
This implies that

e cach tree of Q;;; has only one source node (otherwise, it contains a heavy
path and Condition 1 holds) and

e cach tree with at least one sink node of 2*[b; 41, b;11] has either a) only sinks
with binary values or b) only sinks with value A (otherwise, Condition 2

holds).
Since Condition 1 does not hold, this further implies that each tree T of Q;.4

e has only sinks with binary values, if the value of the unique source of T is
binary and

e has only sinks with value A, if the unique source of T" has value A.

Next, we show that the statement of Lemma 15 holds for j = ¢+ 1. To this end,
we show that Cost(Q;;1) > d + 1. Recall that since the block Q;,; is a light cut,
there are n non-empty binary runs n non-empty A-runs such that x*[b; + 1, ;1] =
(ri,orhord, orjo...orf or). Now, for each ¢ € [1,n], let last? denote the index
of the last binary value of r, of z*. Hence, z*[last?] € {0,1} and z*[last?+1] = A.
Let s* be the length-n string such that s*[q] = x*[last?] for each ¢ € [1,n].
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Claim 3. For each p € [1, k], there is some even index &, such that for each ¢ € [1, 7]
there is a tree T} satisfying the following properties:

(i) T, is contained in Q;y1 N7,
(ii) up[d, +2- ¢ — 1] is the unique source node of T, and
(iii) w*[last?] is a sink node of T}7.

Proof of Claim. Let p € [1,k]. We prove this statement in an inductive way.
First, we show that there is an even index d;, such that there is a tree T} satisfying
Properties (i)—(iii). Afterward, we show that if for some ¢ € [2, n], there is a tree T,
satisfying Properties (i)-(iii), then the tree T/~! satisfies Properties (i)-(iii). This
then implies the statement.

Base case. Let 17 be the tree of 7, having u*[last”] as a sink node and let 7"
be the tree of 7, having u*[last” + 1] as a sink node. Note that T} satisfies
Property (iii). Since last? is the index of the last value of the nth binary run
of Q;11, we have x*[last” 4+ 1] = A. Moreover, since each tree containing at least
one sink node in z*[b;+1, b; 1] has either a) only sinks with binary values or b) only
sinks with value A, T and T" are distinct trees. Hence, since last” +1 < b;yq, T}
is contained in Q;1. This implies that T} satisfies Property (i). Moreover, since
no tree in Q;,; contains a heavy path, the values of the source nodes and the
values of the sink nodes of T}" are all binary values. Hence, since each tree of Q; 4
has only one source node, T;' has a unique source, and this unique source has a
binary value. Since x, contains binary values only on odd positions, there is some
even 0, such that u,[d), +2-n — 1] is the unique source of 7}'. Hence, T}’ satisfies
Properties (i)—(iii) for d,.

Inductive step. Now assume by induction that the statement holds for Tzf. We

-1
A 1s a non-

show that the tree Tszl satisfies Properties (i)—(iii) as well. Since r
empty A-run and each tree of Q;y; has either a) only sinks with binary values
or b) only sinks with value A, TIf is not the first tree of 7,. Hence, since d,, is
even, §,+2-£—12>3. Let T" be the tree of T, having u,[5, +2- £ — 2] as a source
node, and let T/~! be the tree of T, having u, [0, +2- £ —3] = u,[0), +2- (¢ — 1) —1]
as a source node. Since no tree of Q,; 1 contains a heavy path, the values of all
sink nodes of T’ zf and Tzf*l are binary and the values of all sink nodes of 7" are A.
Hence, Tzf contains exactly the ¢th binary run as sink nodes, as otherwise, T If
contains a sink with value A or 7" contains a sink with a binary value. Hence, T’
contains the node of the last A of the (¢ — 1)th A-run as a sink node. Since T,
is contained in Q. 1, this further implies that 7" is also contained in Q;,1. Thus,
similarly to the above, 7" contains exactly the (¢ — 1)th A-run as sink nodes,

as otherwise, T” contains a sink with binary value or Tlf_l contains a sink with
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value A. Hence, Tlf*l contains the node u*[last’ '] as a sink node and thus fulfills
Property (iii). Since T, zf is contained in Q;., this further implies that Tlffl is
also contained in Q;y. Hence, T)~" fulfills Property (i). Since each tree in Q;4
contains only one source node, this then implies that w,[d), +2- (£ — 1) — 1] is the
unique source node of T/, Hence, T\ ~! satisfies Properties (i)-(iii).

Moreover, the above proof also shows that 5;—1—2-6 —1 > 3 for each ¢ € [2,n], which
implies that ¢, > 0. Additionally, the proof also shows that for each ¢ € [2,n],

. Tzf of 7, contains exactly the ¢th binary run as sink nodes and

e the tree of 7, containing wu,[d, + 2 - £ — 2] as unique source node, contains
exactly the (¢ — 1)th A-run as sink nodes.!

O

For each p € [1, k], let 9, be the index fulfilling the properties of Claim 3. Moreover,
for each p € [1, k] and for each ¢ € [1,n], let T} be the tree fulfilling the properties
of Claim 3 with respect to ¢,. Finally, let T := {T}7 | p € [1,k],q € [1,n]} denote
the set of these trees.

We show that Cost(T) > d+ 1. Due to Property (i) of Claim 3, ¥ C Q,,;. Hence,

Cost(B;11) = Cost((Biy1 \ Bi) U B;)
= Cost(Q;+1) + Cost(B;)
>(d+1)+i-(d+1)
> (i+1)-(d+1).

To show that Cost(¥) > d + 1, we use the fact that for each binary string § of
length n and each k-tuple (41, ..., d), Zpe[l,k] dtam (8,77, 8) > d+1. In particular,
this holds for s*, the string of length n where for each index ¢ € [1,n], s*[¢] =
x*[last?]. For each p € [1, k], we set §, := w = % mod n. Next, we show
that for each p € [1,k], Cost(T,) > duam(s," %, s*), where T, := TN T, = {T¢ |

q € [1,n]}.

'Recall that 2* minimizes Dysm (X, 2*) and that for each i € [1, k], G; is a transformation graph
between z; and z*. By Observation 1, this implies that for each £ € [2,n], the ¢th binary run
and the (¢ — 1)th A-run each have length 1. This then implies (z*[last'], ..., z*[last™ + 1]) =

g(s*).
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Let p € [1,k]. Recall that z, = (g(s,))® = g((sp)®). Hence, by definition of g¢
and s, % for each q € [1,n],

5,7 [q] = s,[1 + (6, + ¢— 1) mod n]
= (Sp)R[(Sp + 4]

5yl2- (5 +a)— 1

=xp[2- 0, +2-q—1]

= p[0, +2-q—1].

Since for each ¢ € [1,n], T} contains the source u,[d, + 2 - ¢ — 1] of value [0, +
2-q—1] = s5,7%]q] and the sink u*[last?] of value s*[q], we conclude

Cost(T}}) > |s,*[q] — 5”[a]] > ditam(s, " [a], 5" [q))-

Hence,

Cost(T,) = > Cost(T¥) > > " duam(s, " [q), 5"[q]) = dtam (s, 5).
q=1 q=1

Since Zlgzl ditam (8,7, 8*) > d + 1, we conclude Cost(Q;y1) > Cost(T) > d + 1.
This then implies Cost(B;41) > (¢ + 1) - (d + 1). Hence, the statement holds
for j =i+ 1. 0

Note that Cost(By) = Cost(d) = 0 > 0 (d + 1). Due to Lemma 15, one
can thus show by induction that Cost(Br) > R - (d + 1). Since R = k- (n -
(A+2)+1),

R-(d+1)=(R-1)-d+R+d=(R—-1)-d+k-(n-(A4+2)+1)+d=d +d.

Hence Dysm(X, 2*) = Cost(Br) > R-(d+1) > d' and I’ is a no-instance of MSM-
MEDIAN. This completes the proof of the equivalence of I and I’ and thus the
proof of Theorem 3.

Implications for other Merge/Split Costs So far, we have shown the hardness
results for ¢ = 1. Now, we discuss the problem for any positive constant c.

Let T be a tree and let ¢ be a positive constant. We denote by scalex(7") the tree iso-
morphic to 7" where the value of each node u of scale;(T) is equal to c-«, where « is
the value of node u in T'. Note that scalez(scale; (T")) = T
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Observation 2. Let T be a tree, let ¢; and ¢, be positive constants. Then Cost,, (1) =
c1/ca - Coste, (scalee, /e, (T7)).

We now show the hardness results for arbitrary values of c.

Theorem 4. For every constant ¢ > 0, MSM-MEDIAN s
e NP-hard, W[1]|-hard when parameterized by k, and

e cannot be solved in f(k) - |I|°®) time for any computable function f, unless
the ETH fails.

This holds even if |V (X)| = 3.

Proof. We reduce from MSM-MEDIAN with ¢ = 1, which fulfills the required
hardness results due to Theorem 3.

Let I := (1, X,d) be an instance of MSM-MEDIAN where at most three distinct
values occur in any time series and let k := | X|. We describe how to construct in
polynomial time an equivalent instance I’ := (¢, X', d’) of MSM-MEDIAN, such
that | X’| = k and where |I'| € [I|°M). Let X := (y,..., 7). Foreachi € [1, k], we
define a time series z} of length |z;| as follows: for each j € [1, |z;|], we set z}[j] :=
¢ - x;[j]. Finally, we set X’ := (2,...,2}) and d' := ¢ -d. This completes the
construction of I’. Note that |X| = |X'| and |I'| = [I|°Y). Hence, to show the
statement, it remains to show that [ is a yes-instance of MSM-MEDIAN if and
only if I’ is a yes-instance of MSM-MEDIAN.

(=) Let 2* be a time series that minimizes Dygnr) (X, 2*) < d. We set y* to be
the time series of length |z*| where for each i € [1, |z*|], y*[i] = ¢ - 2*[i]. Next, we
show that Dysme) (X', y*) < d = c¢-d. To this end, we show that for each time
series x of X, dvsm(e) (2, ¥*) < ¢ dusmy (z, 2*).

Let x be a time series of X and let (T1},...,7TP=) be the sequence of trans-
formation trees of an optimal transformation forest between x and x*. Recall
that |z| = |2'| and |z*| = |y*|, that for each i € [1,|z|], 2[i] = ¢ - x[i], and that
for each ¢ € [1, |2*|], y*[{] = ¢ - x*[]. Hence the sequence (scale T, ..., scale,TP=)
of trees is a transformation forest between x’ and y*. Due to Observation 2, for
each j € [1,p,], Costy(T7) = 1/c - Coste(scale.(T7)). Hence, dusme)(z',y*) <
¢ - dysm(ny (@, *). Consequently, dysm(e) (X', %) < ¢« dusva)(X,2*) < c-d=d.
Hence, I’ is a yes-instance of MSM-MEDIAN.

(<) This direction is entirely analogous to the forward direction since for each
tree T', scale(scale /(1)) = T. O
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We showed that MSM-MEDIAN is NP-hard and W[1]-hard with respect to k time
series with at most three distinct values. The other result implies that under the
ETH, no algorithm solves MSM-MEDIAN faster than in || time. In the next
section, we present an optimal algorithm that solves MSM-MEDIAN in [1|®) time
and thus achieves an essentially optimal runtime.

6.4. Computing an MSM median

In this section, we give an algorithm that solves MSM-MEDIAN exactly. The
algorithm is based on a dynamic program. The most important property of an
MSM median is that the median only consists of values of the input time series
(see Theorem 2). Based on this insight, we now give a dynamic program computing
a median z* of k time series X = (x1,...,xx). The transformation operations are
described for the direction transforming X to z*.

6.4.1. Dynamic Program

We fill a (k+2)-dimensional table D* with entries D*[(p1, ..., pk), ¢, |, where
e p; € [1,n,] indicates the current position in time series x(¥,
e the index ¢ € [1,m] indicates the current position of x*, and
e s isa point in V(X).

We also say that (pi,...,px) are the current positions of X. For clarity, we write
p = (p1,...,pr). The entry D*[p, ¢, s] stores the minimal cost needed to transform
the partial time series (x1[1,p1], ..., xk[1, pr]) to any time series z* of length ex-
actly ¢ where x*[¢] = s and 2* uses only values from V' (X).

Recall that in the original dynamic program (Algorithm 2.1), computing the exact
MSM distance between two time series z and y of length m and n, respectively,
the minimum cost for the three transformation operations move, split, and merge is
taken in every recursion step. That is for¢ € [2,m]and j € [2,n]:

D[j] = min(MO, SP, ME)
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6. MSM-MEDIAN

with

MO = D[i — 1,j — 1] + |z[i] — y[j]]
SP = Dli,j — 1] + C(y[jl. «[i], y[j — 1])
ME = D[i — 1, 4] + C(x[i], z[i — 1], y[5]).

When the recursion reaches the dynamic programming table’s border, either only
merge or only split operations may be applied. For the base case, only a move
operation is applied.

Recall that the function C is defined as:

c ifv<u<worv>u>w

C(u,v,w) = {

¢+ min(|lu — v|, |u —w|) otherwise.

For the recursion formula for the MSM-MEDIAN problem, we distinguish between
applying moves and splits (Ays) and only merges (Apg):

D*[pa 67 S] = min{AMS[pa éa S]a AME[p> év S]}

To distinguish between these cases, we introduce index sets Iy0, Isp, Inp C [1, k]
for move, split, and merge operations, respectively. In each recursion step, they
represent the indices for those time series which either move, split, or merge at
their current positions. It holds that Iy,0 U Isp = [1,k] and that Iyo N Isp = 0.
For an index set I, let p; := (py, ..., D) Where p, = p; — 1 for all i € I and p; = p;
forall ¢ € [1,k]\ I. For move and split operations, the recursive call of the function
decreases the current position of x*:

A (,s] = mi in (D[P, 0 — 1,5
MS[p7 75] ngxl/l(%(){u?ol}?sp( [pIMO’ ’8]

+ ) falpd — sl + Y Cls,ailpi), 8) -

i€lpyo i€lgp

The second case treats merge operations of at least one current position of X. If
a merge is applied, all other time series pause. We can give a recurrence in which
only merges are applied. Then, the recursive call does not decrease the position
of x*:

Anglp, L. s) =min(D*[py,,,. L] + > Clailpi], zilpi — 1], 5)).

InEe .
i€ly e

For the last step in the recursion, the entries D*[(1,...,1),1,s] forall s € V(X)) are
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calculated by summing up the respective move costs:

D*[(L,...,1),Ls] = > |a[1] - s|.

i€l

All entries D*[p, ¢, s] for which p; < 1 for some ¢ € [k] is set to +o0. If £ =1 and
all p; > 1, then only merge operations may be applied since the current position
of z* can not be decreased anymore:

D*[pa 173] = AME[pv 1a S] = Ilnin(D*[ﬁlM}y 178] + Z O(xl[pz]vxl[pz - l]a 3)'

€l g

The minimum distance D(X',z*) to any time series z* of length at most m
that uses only points of V(X) can be computed by mingepnsev(x)(D*[p, ¢, 5]),
where p := (|z1], ..., |zk|). Moreover, the corresponding time series can be found
via traceback. We will describe the traceback in more detail in the proof of
Lemma 17.

The correctness of the dynamic program hinges on the fact that in the recursive
definition of the pairwise distance of Algorithm 2.1, the value of D[z, j] depends
only on the values of D[i, j — 1], D[i — 1, j], x[i], y[j], z[i — 1], and y[j — 1]; we omit
the formal correctness proof.

6.4.2. Runtime Bound

We now show an upper bound on the maximum median length in terms of the total
size of X. This bound will then be used to bound the runtime of MSM-MEDIAN.
We first regard the maximum length of an MSM median.

Lemma 16. Let X = (x1,...,x) be a collection of time series with mazximum
length maxjcp g|x;| = n. Then, every median x* has length at most (n—1)-k+1.

Proof. Towards a contradiction, let z* be a median of X with length m > (n—1)-
k + 1. The entry of the first recursion call is D[(ny,...,nx), m,s]. Consider any
sequence of recursion steps from D[(nq,...,ng), m, s| to D[(1,...,1),-,]; each step
is associated with index sets Iy;0 and Igp, or Iy;p. By Observation 1, it holds that
Inio # Oor Iyie # 0 in each step. That is, at least one current position of X is
reduced by one in each recursion step until the entry D[(1,..., 1), s'] is reached.
These are at most (n—1)-k+ 1 recursion steps. Sincem > (n—1)-k+1and ¢ is
decreased by one, it holds that ¢/ > 1. The only possibility for a further recursion
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step for D[(1,...,1),¢,s'] is to set Isp = I, since DIp, ¢, s] = +0o whenever p; < 1
for some . By Observation 1, we get a contradiction to x* being a median. O

We now bound the runtime of our algorithm.

Lemma 17. The MSM-MEDIAN problem for k input time series of length at
most n can be solved in time O(n*32~k3),

Proof. In the dynamic programming table D, at most n*T2k? entries have to be
computed. This number is the dimension of k£ time series with maximum length n,
the maximum length of the median (n — 1) -k + 1 < k- n, and the size of V(X),
which is at most k-n. The minimum over the set V(X)) is computed for each table
entry, yielding k-n data points. For each minimum over V' (X), all subsets of [1, k]
are considered, which are at most 2* sets. Thus, filling the table iteratively takes
time O(nF32FE3).

For the traceback, the start entry of D* is any of the positions (nq,...,n;) with
minimal cost, that is,

D*[(ny,...,ng), 0%, "] = H&n D*[(ny,...,ng), ¢, s].
The length of the median z* is ¢* with 2*[(*] = s* € V(X). In each traceback step,
the predecessors of the current entry are determined, which are the entries leading
to the cost of the current entry. For a current entry D*[(py,...,pk), ¥, s| we select
the entry among all predecessor D*[(q1,...,qx), 0, s'] with ¢; € {p;,p; — 1},0 €
{{,¢ — 1}, and ¢ € V(X) with minimum cost. If ¢/ = ¢ — 1, the value s’ is
assigned to the median point z*[¢'| and we continue with the next traceback step.
Otherwise, the next traceback step is directly applied without assigning a value
to x*[¢']. We repeat this procedure until we reach the entry D*[(1,...,1),1, ] for
some § € V(X). The runtime of filling the table clearly dominates the linear time
for the traceback. O

The exact dynamic program iteratively fills the table, then applies the described
traceback mechanism to retrieve the optimal solution path, all in polynomial time
for constant k. The MSM-MEDIAN algorithm’s runtime can become prohibitive
for even moderately sized problems if £ > 5. The following sections explore ways
to accelerate its performance.
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6.5. Parameterized Algorithms for MSM-Median

Building upon the dynamic program, we present a modification that efficiently
handles sets of weighted time series rather than collections. This adaptation re-
duces the theoretical runtime while maintaining its core functionality by leveraging
existing weights and avoiding redundant calculations for recurring time series. This
paves the way for further optimization and development.

6.5.1. Allowing Weights

Let X := (z1,...,x)) be a collection of time series. Moreover, let X' := {z; | 1 <
i < k} be the set of time series of X and let w : X’ — N¥ be the function where for
each x € X', w(x) is the number of occurrences of x in X.

Definition 25. We call (X' ,w) the weighted equivalent of X. We denote by
Diisnie) (X', y) = 2, e xr(w(@)-duismce) (2, y)) the weighted MSM-distance between X'
and y.

We first observe that the MSM distance from X to a time series x* is equal
to the weighted MSM distance of the weighted equivalent of X to this time se-
ries x*.

Observation 3. Let X := (x1,..., ) be a collection of time series and let (X', w)
be the weighted equivalent of X. Then, for each time series 2*, Dysm(e) (X, 2*) =
D‘ﬁ’/ISM(C) (X', x%).

We can now express the runtime complexity of MSM-MEDIAN as a function of
the size of the weighted set.

Lemma 18. Let X be a set of time series of length at most n each, let w : X — NT
be a weight function, and let m € N. In time O(nX1#2.21X1.| X |2.m) one can find
a time series x* that

e contains only points of V(X), has length at most m, and

e minimizes Dyjqyy (X, 2%).
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Proof. We adapt the above algorithm by inserting the weights of the time series
as follows: within the dynamic program, we compute the minimum cost needed
to transform the partial time series of X = {xy,...,2;} into another time series.
Since all time series are weighted, all partial time series are also weighted. Hence,
the costs of all transformation operations on the weighted partial time series must
also be weighted. For the move and split case, we get

Apslp, £, s] = min { min (D[pIMo,ﬁ—l,s’]

s'eV(X) Ulpo,dsp
+ 37 @) lalp] — s+ 3 (i) - Cls,milpd, 5) |-
i€lpo i€lsp

For the merge case, we get

AME[p7€7 S] :I}Egl(D[ﬁlMEvgv 5] + Z (W(l’l) ’ C<Iz[ i]vxi[pi - 1]7 S)))

€l g

For the base case, we get

k

D[(1,...,1),1,s] = (w(x;) - |2:[1] — s]).

i=1

With this small modification, we can now find a time series z* which contains only
points of V(X), has length at most m, and minimizes Djqy;( (X, z") among all
such time series.

The minimum distance Dyjgyy( (X, z*) to any time series z* of length at most m
that uses only points of V(X) can be computed by mingejm)scvx)(D[p, ¢, s]),
where p = (|z1],...,|xk|). Since the algorithm of Section 6.4.1 runs in the stated
runtime and we only added weights to the dynamic program without changing
the table structure, the runtime remains unchanged. Moreover, the corresponding
time series can be found via traceback as described in the proof of Lemma 17. [

In the following, we show that this algorithm implies that if each time series is short
and |V (X)| is small, then MSM-MEDIAN can be solved efficiently.

Corollary 2. Let X be a collection of time series. One can find a median for X
in time (2n)%7" - |I|1°M), where n is the length of the longest time series of X
and o := |V(X)|.
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Proof. Let (X',w) be the weighted equivalent of X. Since each time series of X
has length at most n, X’ contains at most Zn’e[l,n} o™ < 20" time series. Recall
that a time series x* that minimizes Dysm (X, 2*) = Dy (X', 2*) has length at
most | X’| - n due to Lemma 16. By Lemma 18 one can find a time series z* of
length at most | X'|-n that minimizes D%gy (X', 7*) in time O(n/X1+2.21X1.| X |2.m).
Hence, we get the desired runtime.

the desired runtime. O

6.5.2. Improving the Dynamic Program with a Cost-Bound

In this subsection, we want to improve the weighted MSM-MEDIAN dynamic
program with a cost-bound regarding the parameters d and c¢. We establish the
following.

Theorem 5. Let X be a collection of time series each of length at most n, let w :
X — N* be a weight function, let d € R, and let m € N. In time 4X1.3%¢. (| X |+
n+d/c+m)°Y one can find a time series x* that

e contains only points of V(X), has length at most m, and
o minimizes Dyjgyy (X, z7)

or correctly output that there is no such time series x* with Dyiqy; (X,z*) < d.

The main idea is that, given a cost budget d, we may limit the number of entries
in the dynamic programming table that do not exceed d. As we show now, this
implies that we only need to compute the table entries close to the diagonal. More
precisely, the following lemma states that given a budget d, it is only possible to
apply at most d/c split or merge operations. That is, there is a limitation on the
deviation of all current positions p since otherwise, the cost will exceed the given

budget d.

Lemma 19. Letp = (p1,...,px) € N¥, let £ € N, and let s € R. Ifozl |pi — ] >
d/c, then D*[p,/,s] > d.

Proof. Suppose that Zle |pi — €] > d/c. Recall that D*[p, ¢, s] stores for a fixed
set X = {Z1,...,2} of time series with |2;| = p; for each i € [1, k], the minimal
cost Dijgnie (X, 27) for any time series 2™ of length exactly £. Since w(Z) > 1
for each time series & € X, DﬁSM(C)(X,x*) > DMSM(C)(X,x*) = S8 d(@, ).
Moreover, since for any two time series y and z any transformation graph between y
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and z requires at least ||y| — |z|| split or merge operations, d(y, z) > ¢ ||y| — |z||.
Hence,

k

k k
Duswio(X,a7) = 3 d(in,a7) 2 3 (e il = ")) = D _lpi = €] > d
i=1 i=1

i=1

for each time series x* of length ¢. Consequently, D*[p, ¢, s] > d. O]

We now adapt the dynamic programming table described in the proof of Lemma 18
as follows. The table entries now have a slightly different interpretation: if the
minimal cost needed to transform the partial time series (x1[1, p1], ..., zx[1, px]) to
any time series x* of length ¢ with x*[¢] = s that only uses points from V(X) is
at most d, then the value of D*[p, ¢, s] is exactly this number. Otherwise, D*[p, ¢, s]
may hold an arbitrary value larger than d, for example d+1.

For each ¢ € [1,m] and each value s € V(X), we only compute the table en-
tries D*[(p1,...,pk), ¥, 8| with Zle |p; — €| < d/c. Moreover, whenever a sum
required to compute an entry of D*[p/,¢ s'] depends on the value of an en-
try D*[p, ¢, s] with Zle lpi — €| > d/ec, then this sum is not computed but
replaced by d + 1 since the sum is at least D*[p,¢,s] > d as well. This is
correct since each entry of D* is obtained by minimizing sums of non-negative
numbers. Finally, we compute d* := mingep m mingevx) D[(|21], ..., [zk]), ¢, s].
If d* > d, we output that there is no time series x* with the desired proper-
ties. Otherwise, we find some time series 2* with Dyiq\; (X, z*) = d* via trace-
back.

To show that this modified algorithm has the runtime promised in Theorem 5, we
bound the number of vectors (py, ..., pr) € N*¥ with Zle lpi—t| < dJe.

Observation 4. Let q = (q1,...,qx) € Z* and let o € N. In time O(2F - 3% - - k),
one can enumerate all vectors p = (p1, ..., pr) € ZF with Zle lg; — pi| < a.

Proof. Let 8 € [1,a]. We now show that there are O(2* - 3°) vectors p =
(p1,.--,r) € ZF with 3% |¢; — ps| = 8 and that we can enumerate all of them
in time O(2% - 37 - k).

Note that for each vector p = (py,...,px) € Z* with Zle lgi — pi| = B, the
index set I C [1, k| containing exactly those indices i where p; # ¢; has size at
most min(k, /3).

Moreover, note that for each ¢ € [1, min(k, §)] there are at most (];) possible sets I
of size ¢. Since there are at most ('ﬁ) ways for ¢ positive summands to sum up
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to 8 and for each 7 € I, p; — ¢; may be either positive or negative, there are at
most (f) - 2" ways for an index set I of size £ to fulfill }°,; |p; — | = 5.

Consequently, there are at most

S ()()ren 5 ()eerr

£€[1,min(k,B)] £€[1,min(k,B)]

distinet vectors p = (p1,...,px) € Z* with Zle l¢; — pi| = B. Hence, there
are O(2F - 3%) vectors p = (p1,...,pr) € Z* with 32F | — pi| = . Note
that all these vectors can be enumerated in the stated runtime by iterating for
each 8 € [1,a] over all possible index set I and for each such index set over all
possible ways to sum up to [. O

By setting @ = d/c and ¢; = ¢ for each i € [1,k], Observation 4 implies that
we have to compute at most 2! . 39¢. (|X| 4+ n + d/c + m)°W entries of D* to
compute d* := mingepy ) Mingev(x) D[(|z1], - - ., [2x]), £, s]. Since each entry can be
computed in time 2. (| X| +n + d/c + m)°M), we obtain the stated runtime.
If d* < d, the corresponding time series can be found via traceback in the same
runtime. This shows Theorem 5.

6.5.3. An FPT-algorithm for the Distance Bound

In this section, we present an FPT algorithm for the parameter d/c, thereby re-
moving the dependence on | X| in the runtime. Roughly speaking, the idea is that
we divide the input collection of time series into those time series that lie within
a specific range around a pivot time series, so that only move operations are nec-
essary for optimal alignment, and all others for which the distance to the median
is at least the cost of a split or merge.

Theorem 6. MSM-MEDIAN can be solved in time 29/ . |[|1°0) " When given a
yes-instance of MSM-MEDIAN, one can find a median in the same runtime.

For a time series x, we define Xcjose(2) := {y € X | |y| = |z| and d(x,y) < 3-¢/2}.
The following lemma states that we can find a pivot time series x* which has a
small distance to a time series x € X such that we can divide the set X into those
time series that lie in Xse(2) and therefore only move operations are necessary
for a transformation to z* and all others, which have a transformation cost of at
least c.
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Lemma 20. Let X be a collection of time series, let x € X, and let z* be any
time series with d(z,x*) < ¢/2, then

o |27 =[],
e for each y € Xcjose(), d(y, 2*) = dyove(y, ¥), and
o for each z € X \ Xciose(), d(z,2%) > c.

Proof. First, note that since d(z,z*) < ¢/2, each optimal transformation forest
between x and z* uses only move edges. Hence, |z*| = |z|.

Next, we show that for each y € Xqiose(), d(y, 2*) = dyove(y, ). By the triangle
inequality, it holds that

d(y,z") < d(y,x) +d(z,2*) <3-¢/2+¢c/2 = 2c.

Moreover, since |y| = |z| = |2*|, each transformation forest between y and x*
contains the same number of split and merge operations. Since d(y,z*) < 2¢, each
optimal transformation forest between y and x* thus uses only move edges which
implies that d(y, x*) = dyove(y, *).

Finally, we show that for each z € X\ Xciose(), d(2,2*) > c. Let z € X\ Xqjose ().
If |z| # |z|, then since |z| = |z*|, each transformation forest between z and x*
contains at least one split or merge operation. Hence, the distance d(z,z*) > c.
Otherwise, that is, if |z| = |z|, then 3 - ¢/2 < d(z,x) since z ¢ Xciose(z). By the
triangle inequality, it holds that

d(z,z) < d(z,z") + d(z,2") < d(z,2") + ¢/2.

Hence, 3 - ¢/2 < d(z,z*) + ¢/2 which implies d(z,z*) > c. O
We can now prove the stated runtime.

Proof of Theorem 6. Let I := (X’ d) be an instance of MSM-MEDIAN where
each time series of X’ has length at most n and let (X, w) be the weighted equiv-
alent of X’. There is a median that only uses values of V(X) (Theorem 2). We
describe how to find in the stated runtime a time series z* with this property
that minimizes DRJ/ISM(C)(X ,x*) or correctly detects that no such time series exists
with Dfqp (X, 2%) < d. We distinguish two cases.

Case 1: d/c > |X|/2. Hence, |X| < 2-d/c. By Lemma 16, the sought time
series x* has length at most n - | X|. Due to Theorem 5, we can find a time series
with the desired properties that has length at most n-|X| in time 4/X1.3%/¢. (| X|+
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n+d/c)®W < 4%d/e.3d/c. (| X |4+n+d/c)®V) = 48%/¢.(| X |+n+d/c)®D or detect that
no such time series exists with Dyyq\i) (X, z*) < d. Hence, if such a time series z*
is found, we can correctly output that I is a yes-instance of MSM-MEDIAN and
return the found time series. Otherwise, by the above, we can correctly output
that [ is a no-instance of MSM-MEDIAN.

Case 2: d/c < |X|/2. The idea is as follows: if I is a yes-instance of MSM-
MEDIAN, then there is a median * with Dyjq\ (X, ") < d and since for each time
series © € X, w(z) > 1, there is a time series T € X with d(z,z*) < d/|X]| < ¢/2.
Lemma 20 now implies: for each time series ¥ € Xciose(Z), d(y, 2*) = dyove(y, £¥)
and for each time series z € X \ Xciose(Z), d(z,2*) > ¢. This implies that Z :=
X \ Xciose(Z) contains at most d/c time series.

To find a median, we will branch in all possibilities for . The main algorithmic
difficulty lies in finding a time series of length |Z| that uses only points of V(X)
and minimizes

DIKJ/ISM(C) (X’ l'*) = Dlo(/[SM(c)(Za l’*) + Z (w(y) : dMove(ya JZ*))

YE X Close (j)

We show that this can be done in time 44! . 3%¢. (|1 X| + n + d/c)°® by modi-
fying the dynamic program of Theorem 5. Essentially the idea is that since for
each time series ¥ € Xciose(Z), d(y,2*) = dmove(y, z*), the transformation forest
between y and x* is fixed and we do not need to store current positions of time
series in Xcjose(Z) as dimensions in the dynamic programming table.

Claim 4. Let Z be a collection of time series of length at most ny each, let Y be
a non-empty collection of time series of length ny each, let w: ZUY — NT, and
let d € R. In time 4/41.3%¢. (|ZUY |+ max(nz,ny) +d/c)°Y one can find a time
series x* that

e contains only points of V(Z) UV (Y), has length ny, and
e minimizes dzy (2*) := Dy (2 7") + 2,y (W(Y) - duiove(y, 7))
or correctly output that there is no such time series * with dzy (z*) < d.

Proof of Claim. Let Z = {z,...,2z} and Y = {y1,...,yy(}. Compared to the
algorithm of Lemma 18, we modify the formula for A;¢ and for the base case.
Moreover, we allow the possible values of 2* to be from V(Z UY') instead of only
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being from V(7). We set

o . . — _ /
Aus(p, £ 5] = s/evm(lz%y) { Inorlsr (DPryor £~ 1,57
+ 57 (@) - Jadp] - s)
€lpo
+ Z |yz _3|>
i€[1,[Y]]
+ Y @) Clszlpl o)) |
i€lgp

DI(L,....1),Ls] = Y (w(z)- 5[] =s)+ D (@) - |ul]—s).

ie[1,|2|] i€[L,|Y]]

The computation of the entries for A,;r remain unchanged, that is,

ApEelp, 4, s] :min(D[ﬁfME, , S|+ Z C(zi[pi), zilpi — 1],3))).

Ing
i€l e

The distance Dyigyio(Z,2") + 22 ey (W(Y) - dutove(y, 7)) to any time series z* of
length exactly ny that uses only points of V(Z UY) then is

d = i D
s (Dlp,ny, s)),
where p := (|z1], ..., |2k|). If d* > d, we output that there is no time series x* with

the desired properties. Otherwise, we find some time series x* with DﬁSM(C) (Z,x*)+
> yey (W(Y) - dyove (Y, 7)) = d* via traceback and output this time series.

Note that the above dynamic program is equivalent to the dynamic program
of Lemma 18 when the latter one is

e applied for ZUY and

e when only entries are considered where for each time series y € Y, the current
position of y in is equal to /.

That is for the latter dynamic program, in the computation of each entry of Ag,
the indices of all time series of Y are always contained in I,;0, and in the com-
putation of each entry of Ay/g, Iyg contains no index of any time series of Y.
Because of this equivalence, the dynamic program above is correct.
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Similar to Theorem 5, by only computing those values of the dynamic programming
table D*[(p1,...,pyz), ¢, s] where >, 7 |pi — £] < d/c, we obtain a runtime
of 412134/ (|Z U Y| + max(ng,ny) + d/c)°Y. Computing only these entries is
correct, since Lemma 19 still holds for our modified dynamic program, because
the computation of the modified table entries is obtained by adding non-negative
numbers. O

The algorithm for d/c < | X|/2 is depicted in Algorithm 6.1. Since we do not know
which time series of X is closest to the sought median, we branch in all possibilities
for  in Line 4. On the one hand, if I is a yes-instance of MSM-MEDIAN, then
by the above, X* is non-empty at Line 18 and a median is returned. On the other
hand, if Algorithm 6.1 returns a time series z*, then for some x € X,

Sisne (X \ Xewose (@), 2) + Y (w(¥) - dutove(y, 7)) < d (Line 8).

yeXClosc (:I))

Since for each time series y, d(y, 2*) < duove(y, *), we get > v (w(x)-d(z, x*)) <
d. Hence, I is a yes-instance of MSM-MEDIAN and by the above, the output time
series z* is a median. Concluding, Algorithm 6.1 is correct.

It remains to show the runtime of Algorithm 6.1. Since for any two time series x
and y, the distance d(x,y) can be computed in O(|z| - |y|) time [SAD13], each
individual step in the loop body, except Line 8, runs in |/|°") time. For each time
series x with | X \ Xciese(7)| < d/e, Line 8 can be performed in time 41X \Xciose(@)! .
34/e . |11°0) < 12%¢ . |1|1°M) due to Claim 4. Consequently, since every loop is
executed |z| times, Algorithm 6.1 runs in time 12¢/¢. |[|9(1),

Since in both cases the runtime is at most 48%/¢ . |I|°()| the statement holds. [

Corollary 3. Let X be a collection of time series of length at most n each,
then we can find in time 209 . (| X| + n + d/c)°WY a time series x* that mini-
mizes Dyisve) (X, %) = d.

The algorithm simply starts with d’ = ¢. As long as I := (X, d') is a no-instance
(which can be checked by the algorithm behind Theorem 6), d’ is increased by c.
After d/c iterations, I’ is a yes-instance, and by applying the algorithm behind The-
orem 6, a median is returned.

While the presented algorithms guarantee exact solutions, the next section explores
two heuristics to further reduce runtime by solving the MSM-MEDIAN problem
heuristically.
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Algorithm 6.1 An FPT-algorithm for MSM-MEDIAN with d/c¢ < |X|/2 for
parameter d.
1: Input X,w,d,c
2: Output A time series z* that minimizes ) _(w(x) - d(z,2*)) < d or No, if
there is no such time series.
X 0
for all z € X do
Y + XClose(x)
Z— X\Y
if |Z| < d/c then
if a time series Z that only uses points of V (X)), has length |z|, and
minimizes ) . (w(2) - d(2,Z)) + D ey (W(Y) - drove(y, 7)) < d exists
10: then

11: T

12: else

13: r* <+ 1

14: end if

15: X" X U{z*}

16: end if

17: end for

18: if X* = () then
return No

19: end if

return arg ming-cx- . v (w(z) - d(z, z*))

6.5.4. Heuristic Approaches for MSM-Median

In the following, we present two simple strategies for solving MSM-MEDIAN
heuristically.

Window Heuristic

Since the runtime of MSM-MEDIAN will often be too high for moderate problem
sizes, we introduce the window heuristic to avoid computing all entries of the
table D*. Similar to a heuristic of the edit distance [Ukk85], the key idea is
to introduce a parameter w called the window size representing the maximum
difference between the current positions of the time series within the recursion.
All entries whose current positions are not within distance w will be discarded.
For example, an entry with current position (6,3, 4) of X will not be computed for
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z1 Q z1 Q

Figure 6.17.: Two time series x; and x5 of the same length in process to align to
a median time series z*. The current positions are marked in black. Assume the
window heuristic is applied for w = 2. a) Illegal alignment for w = 2. b) Possible
alignment.

w = 2. In the case of a collection of time series with unequal lengths, where n,,;,
and n,,q, denote the minimum length and the maximum length of all time series,
respectively, w has to be at least (140 — Tmin). Figure 6.17 shows an example of
an illegal and a conform alignment for two time series x; and x5 to a median x*
with a window size of w = 2.

Discretization Heuristic

To address the significant impact of the time series domain size on the MSM-
MEDIAN performance, we propose a second heuristic. This approach divides the
domain into v equally sized buckets and replaces each time series value with the
center point of its corresponding bucket. This reduces the total number of possible
values to v, effectively lowering computational cost. Figure 6.18 depicts three
discretized versions of a time series of the Lightning dataset for v € {2,5,10}.
Even with only five different values, the discretized data still closely follows the
original time series.
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Figure 6.18.: A segment of a time series of the Lightning dataset discretized for v €
(2,5, 10}.

6.6. Experimental Evaluation

This section presents key findings from experiments using various implementa-
tions of MSM-MEDIAN algorithms?. After describing the experimental setup, we
compare the runtimes of the DTW-MEAN algorithm [Bri+19] and our proposed
MSM-MEDIAN algorithm. Next, we examine the performance of the FPT algo-
rithm on real-world data. Finally, we analyze the accuracy and runtime of the
MSM-MEDIAN algorithm using the window and discretization heuristics intro-
duced in Section 6.5.4.

6.6.1. Experimental Setup

The runtimes of our Java implementations are measured on a server running
Ubuntu Linux 20.04 LTS, with two AMD EPYC 7742 CPUs at 2.25 GHz (2.8
GHz boost) and 1 TB of RAM, using Java version 15.0.2. Our implementa-
tions are single-threaded. For our results, at most 26GB of RAM were occu-
pied.

The experiments are conducted on 20 UCR datasets [Dau+18| that Stefan et al.
[SAD13] already used (see Table 6.1). The UCR datasets were collected for time
series classification. Each set consists of a training and a testing set. The datasets
consist of time series of different classes and lengths. Since we are not using the
sets for classification yet, we use the training sets of each dataset for our experi-

mental setup. The parameter c is set to a constant for every dataset following the
suggestions of Stefan et al. [SAD13] (see Table 6.1).

2All code is available on GitHub: https://github.com/JanaHolznigenkemper/msm_
median
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Table 6.1.: List of 21 UCR time series datasets. For our runtime experiment, we
did not take the Italy Power Demand dataset (*) since the time series are too
short.

# DataSet #Classes #TS Training TS Length MSM ¢
1 50words 50 450 270 1
2 Adiac 37 390 176 1
3 Beef 5 30 470 0.1
4 CBF 3 30 128 0.1
5 Coffee 2 28 286 0.01
6 ECG 2 100 96 1
7 FaceAll 14 560 131 1
8 Face (four) 4 24 350 1
9 Fish 7 175 463 0.1
10 Gun Point 2 50 150 0.01
* Ttaly Power* 2 67 24 *
11 Lightning-2 2 60 367 0.01
12 Lightning-7 7 70 319 1
13 OliveOil 4 30 470 0.01
14  OSU Leaf 6 200 427 0.1
15 Swedish Leaf 15 500 128 1
16  Synthetic C. 6 300 60 0.1
17 Trace 4 100 275 0.01
18 Two Pattern 4 1000 128 1
19  Wafer 2 1000 152 1
20 Yoga 2 300 426 0.1

Due to the complexity of the algorithms, we draw time series samples from the
training sets obtained from the UCR archive as follows. For each class of the
training sets, we randomly pick k time series, k € {3,4,5}, and for each of them,
we cut out a contiguous subsequence of length n starting at a random data point,
n € {10,...,50}. We implemented two versions of the MSM-MEDIAN algorithm,
one with a fixed length m of the median and one with the length constraints
as shown in Lemma 16. The comparison results between MSM-MEDIAN and
DTW-MEAN are given for the version with fixed-length median and mean, re-
spectively.
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Figure 6.19.: Runtime comparison of MSM-MEDIAN and DTW-MEAN for k£ = 3
as a function of n.
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Figure 6.20.: Runtime comparison of MSM-MEDIAN and DTW-MEAN for k = 4.

6.6.2. Runtime Comparisons

In our first experiment, we consider the runtimes for £ = 3,4. Figure 6.19 shows
the average runtime over all 20 datasets as a function of n. Our MSM-MEDIAN
algorithm is substantially faster than the DTW counterpart. Figure 6.20 provides
box plots depicting the runtimes of both algorithms for £ = 4 and n = 10,...,13.
They show that the MSM-MEDIAN algorithm has smaller medians and interquar-
tile ranges, fewer outliers with high runtimes, and lower runtimes than the D T'W-
MEAN algorithm. The outlier in the DTW graph is due to a dataset for which the
implementation does not complete within 10 minutes. The MSM-MEDIAN imple-
mentation was able to compute any instance for £k = 3, n < 43, k =4, n < 19,
and k = 5, n < 11 within 10 minutes. For DTW-MEAN, this was only the case
fork=3,n<29and k=4, n < 14.

MSM Median Quality

To evaluate the quality of the computed MSM median, we apply the algorithm to
the ItalyPowerDemand dataset [Dau+18], where each time series has length 24.
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Table 6.2.: Distance of the median to time series of the dataset ItalyPowerDemand
of one class and to time series of mixed classes for k£ = 3 and n = 24 for varying c.
c 0.01 0.1 0.2 0.5
one class 5.55 7.05 8.02 9.72
two classes 11.66 15.41 18.46 26.1

The dataset contains two classes. For different values of ¢ € {0.01,0.1,0.2,0.5},
Table 6.2 shows the distance of the MSM median to three other time series. The
first row reports the distance when the time series belong to one class, while the
second row provides the distance when taking them from both classes. The results
confirm for all ¢ that distances of the MSM median are substantially lower when
the time series belong to one class.

Impact of Parameter ¢

For a short informal analysis of the effect of the parameter ¢, consider Figures 6.21
and 6.22. Each figure shows two MSM-MEDIAN instances for the same four time
series and different values of ¢. The top graphs show the input time series and
an optimal median. The graphs below show the detailed transformation structure
from one input time series to its median.

In Figure 6.21 on the left ¢ is set to 0.1; on the right c is set to 1. The four time
series of the dataset (samples from OSU Leaf) are not very similar; consequently,
there is no intuitively correct median. The three alignment plots below depict the
transformation structure of the time series T'S1, TS3, and TS4 to the median. The
alignment of TS2 to the median only contains move operations and is therefore
omitted. The median differs significantly from TS1, TS3, and TS4. For ¢ = 0.1,
this leads to many merge and split operations in the transformations. For ¢ = 1, the
merge and split costs are too high, and many more move operations are executed,
some of which are quite costly.

In the second example, four time series from the dataset [taly Power Demand (see
Figure 6.22) show similar behavior. The median follows an intuitively correct curve
for both ¢ = 0.01 (left) and ¢ = 0.1 (right). For both cases, most transformation
operations are short moves, and only short consecutive intervals are merged or
split in the median or input time series.

134



6. MSM-MEDIAN

151 —e— TS1
—x— TS2
1.04 TS3
—+— TS4 x -
0.51 —e— MSM-Mean 'e~*>e. MSM-Mean =<8 e~
5 = I'e
£ 0.0 £ 0.0 /
g g
£ o054 ¥, £ 05 ¥,
S . ° Tx
"~ e
-1.04 =, -1.0 jan Sy
\o<§7o’ .
-1.54 ot —1.5 Pt
Pras et
1ot~ 4t | e 4t
-2.0 gyt =t -2.0 F gyt =
0 2 4 6 8 10 12 14 16 18 20 22 0 2 4 6 8 10 12 14 16 18 20 22
index
e TS1 e TSl
4 MSM-Mean € MSM-Mean
054 0.5 T 3 s,
.
.
€ 0.0
2 00 g
H 5
= S _05{ ® .
s ¢ *.
~0.51
~1.01
.
.
~1.0- hd
1.5 TS3 1.5 TS3
& MSM-Mean € MSM-Mean
1.0
1.0
o 051 .o{
2 0.5 3 .0
2 2 007
© 3
5 004 ¢ ¢ : |l
3 . _o54 ® **
3 0.5 .. e, 1
. "
—05- * .
05 T T 4 _1.0 o
- . °
., . .o
-1.04 *e *
* *
1224
004 # Ts4 051 o*e * TS4
4 MSM-Mean * € MSM-Mean
0.0 *—
-0.51
o = 054 ¢ *t
£ £ 0.5 te o . *e
2 -1.0 g *
2 £ -101 *
© S P * L+ + 4+
* +
-154 .0 | + 7 *
151 [ 1+
+ * ’
+
~2.01 —20{ TrELE

Figure 6.21.: OSU Leaf, left: ¢ = 0.1, right: ¢ = 1. The alignment plot from
TS2 to the MSM median is omitted since it only includes move operations in both
cases.

135



6. MSM-MEDIAN

data point

data point

data point

data point

data point

—e— TS1
201 —x— 2.04
x— TS2 \
1.5 153 1.5
] == TS4 g_. \ i
1.04 —*— MSM-Mean * 1.04
\ £
0.59 4= \ S 051
K / - \ 5
o004 \ ¢ o—o / T 004
* 4 .—'
~0.51 \ \ " N -0.5
L] ..\‘ /
~1.01 %_ AN ’/. d -1.01
e,
S154 NN, -1.5
0 2 4 6 8 10 12 14 16 18 20 22
index
151 ¢ T1s1 el 15
& MSM-Mean _\I
1.0 I : . 104
051 * P’z ¢ 0.5
€
. £
0.0 1 I = - 2 0.0
. 8
o : B
~0.5 S g5
L]
-1.0 I =3 -1.0
151 I" 8 -15
15 oo
& TS2
104 @ MsM-Mean N ‘1 * 1.0
* * *
0.5 3% 0-I ¢ 0.5
o
o £
0.0 N g 007
® 8
—054 * S -05
-1.04 * e -1.04
® o>
151 -15
5 P
TS3 A |
1.01 @ MSM-Mean ° 1.0
. ==
0.5 1 Voosé -4 05
A £
0.0 . g 0.0
! s
—0s t 3 -05
-1.04 ¢ e -1.04
-1.54 ol 4 -15
Soe
+ TS4 )
201 ¢ MSM-Mean 2.0 1
1.5 15
1.0 1 " 1.0
o
c
J * 5
0.5 :2:‘ e g os
©
0.0 ¢ 1 . 5 0.0
+ *
’—J\~ -
-0.5 . -0.5
"
.
-1.01 . lg -1.0
~1.51 -15

Figure 6.22.: Italy Power Demand, left:

136

—e— TS1 *\
—x— TS2 \

Ts3 h
—4— TS4 279

—+— MSM-Mean :ﬁ\x
.

\ / 7 ‘37‘

+
o -0-\§ §‘§‘§
o\\\,,,},g ,
RN
0 2 4 6 8 10 12 14 16 18 20 22
index
e TSl
¢ MSM-Mean .I SI_.
I
! ’ :
-
o
tag
® TS2
& MSM-Mean 340 '_I*
*
%
e :
b4
"
* .
* &
% #
L
1S3 't
& MSM-Mean e <
. - -
4
l ¢ L  d
.
>
+ TS4 I
4 MSM-Mean f
e
+ I L * A
$ .
+ *

¢ = 0.01, right: ¢=0.1.




6. MSM-MEDIAN

Method
—— Original
102 4 FPT w=1
-—- FPTw=2
3
p 101 4
v
£
100 4
10ty 7

14 18 22 26 30 34 38

Figure 6.23.: Runtime comparison of the original MSM-MEDIAN algorithm and
the FPT algorithm for k£ = 3 as a function of n. As an initial cost budget d, the
window heuristic is used setting w = 1 and w = 2.

6.6.3. FPT algorithm

The following experimental setup is analogous to the one in Section 6.6.2. We
tested the FPT algorithm presented in Section 6.5.3 in comparison to the original
dynamic program solving MSM-MEDIAN of Section 6.4.1 for time series of equal
length n, setting the median length to n as well. We omitted the traceback step
for this runtime comparison for both algorithms. Figure 6.23 shows the average
runtime over all 20 datasets as a function of n for MSM-MEDIAN and the presented
FPT algorithm. Again, the parameter c is set as depicted in Table 6.1. Setting the
parameter d, we used the window heuristic to compute an upper bound on the exact
distance. Here, we tested the FPT algorithm for two window sizes: w = 1 and
w = 2. For both parameters, the average runtime of the FPT algorithm is faster
than that of the original MSM-MEDIAN algorithm.

Disregarding the averaged runtime over all datasets, Figure 6.24 depicts the single
runtime of the original MSM-MEDIAN algorithm and the FPT algorithm for k = 3
and n € {10,20,30,40}. Again, the input parameter d is computed using the
window heuristic with settings w = 1 and w = 2. In numerous cases, the FPT
algorithm’s runtime is substantially faster than that of the original algorithm. Ad-
ditionally, the FPT algorithm outperforms the original algorithm as the time series
length increases. Detailed results are shown in Table A.3—A..6.
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Discussion

Recall that the first step in the FPT algorithm is the case distinction if d/c¢ >
k/2. Since our experiments included only instances with small &k, Case II (see
Algorithm 6.1) rarely applies.

The runtime of the FPT algorithm includes computing the input cost budget d, for
example, using the window heuristic, which provides an upper bound on the exact
cost. The algorithm’s runtime in Case I depends heavily on d because it limits the
number of table entries to be computed. For the cases with worse runtime than
the original algorithm, the upper bound d is less tight than in the better cases, or
the quotient d/c is not small enough to reduce the number of table entries to be
calculated (see, for example, Tables A.3-A.6). For window parameter w > 3, the
runtime only increases in most cases.

The FPT version is based on the weighted MSM-MEDIAN algorithm. In this
case, no explicit evaluation was performed for real use-case data, as it is un-
likely to find identical time series in a dataset. The probability of finding equal
time series increases as the number of input values decreases. Combining the
weighted MSM-MEDIAN algorithm and the discretization heuristic may be a valid
option. In this case, the weighted variant will yield time savings by reducing
the dimensionality of the multidimensional table when multiple time series are
present.

6.6.4. MSM-Median Heuristics
Window Heuristic

In the following, we investigate the window heuristic described in Section 6.5.4 for
the MSM-MEDIAN problem. We examine the window size w = 0,1,2,3 in our
experiments. Figure 6.25 shows the runtime and distance deviation computing the
exact median and an approximate median using the window heuristic for £ = 3
averaged over each n € [10,42] setting the window size to w = 0,1,2,3. As
we increase the window size w, the relative distance deviation between the exact
median and the window-based medians predictably decreases, highlighting the
trade-off between computational efficiency and accuracy. Across all parameter
settings, runtimes improve substantially compared to the exact approach. All
detailed results are depicted in Table A.7.
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Discretization Heuristic

To address the significant impact of time series domain size on the MSM-MEDIAN
algorithm’s performance, we propose a second heuristic in Section 6.5.4. This
approach partitions the domain into v equal-length buckets, effectively reducing
the number of possible values. Each value z of a time series is then replaced by the
center point of the bucket to which x belongs. Thus, there are at most v different
values in total.

Figure 6.26 analyzes the impact of varying bucket sizes v on the discretization
heuristic’s performance for the case k = 3 and n = 30. The blue graph illus-
trates the relative runtime deviation, showing a noticeable (near-linear) increase
in execution time as the number of buckets grows. Conversely, the red graph
depicts the relative deviation of the distance in absolute value, showing a rapid
decline and consistently low deviations even for small v. For example, setting
v = 28 leads to a 72.5% improvement in runtime and only a 3.5% deviation
in distance. This shows the trade-off between computational efficiency and ac-
curacy as the number of buckets increases. All detailed results are depicted in
Table A.9.
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Discussion

For the window heuristic, accuracy decreases as the length of the time series in-
creases. Note that a strictly monotonic increase in runtime, along with a strictly
monotonic decrease in the distance deviation, is not likely. Both factors are
strongly influenced by the specific values and structure of the input data, resulting
in a linear trend rather than a fixed proportionality. However, even with a window
size of w = 3 for a series of length n = 42, the distance deviation remains within
acceptable bounds at approximately 11.4%, while offering an impressive 99% re-
duction in runtime. Setting the window size to w = 0 yields a significantly higher
running-time efficiency but also results in a substantial distance deviation. Inter-
estingly, a window size of w = 1 already leads to a significant decrease in deviation
compared to w = 0, while still achieving at least a 95% reduction in runtime.
Compared to the discretization heuristic, the window heuristic is more competi-
tive. For n = 30, a window size of w = 1, the distance deviation is only about 5.8%
while the runtime improvement is 98.7%. Conversely, the discretization heuristic
can only achieve a similar distance deviation for v > 24 with a runtime improve-
ment of 70%. Combining both heuristic approaches would lead to faster runtimes
but higher distance deviation.
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6.6.5. Summary

In this chapter, we investigated the problem of solving MSM-MEDIAN. One key
theoretical observation is that an MSM median exists whose data points appear
in at least one of the underlying time series. In addition, we provided an upper
bound for the length of an MSM median. We presented an exact algorithm for
MSM-MEDIAN that achieves a better theoretical runtime than the DTW com-
petitor, based on these theoretical insights. We showed that MSM-MEDIAN is NP-
hard, W[1]-hard when parameterized by k, and cannot be solved in f(k)-|7|°®*) time
for any computable function f, unless the ETH fails. These hardness results hold
even if the number of distinct values in the input time series is three. Further,
we proved that MSM-MEDIAN can be solved in 299 . |I|°() time and gave an
FPT algorithm solving MSM-MEDIAN based on these findings. The input pa-
rameters ¢ and d heavily influence the performance of the FPT algorithm. As
the budget d approaches the true distance, the algorithm experiences significant
runtime benefits. Additionally, maximizing the efficiency of runtime reductions
requires minimizing the quotient d/c. We further introduced two heuristics to
compute an approximate MSM median.

Experiments validated the theoretical superiority of our MSM-MEDIAN algorithm
compared to the DTW counterpart. Furthermore, combining the FPT algorithm
with the window heuristic yields significant speedups over the original MSM-
MEDIAN algorithm. Our performance analysis of the proposed heuristics is promis-
ing, particularly the window heuristic, which gives substantial improvements in
runtime while maintaining high accuracy.
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Summary, Conclusion and Outlook

This chapter revisits and evaluates the research questions from Chapter 1. It con-
cludes the thesis with a summary and an outlook on future work.

7.1. Summary and Conclusion

Analyzing similarities and differences between time series is fundamental to vari-
ous data mining tasks, such as classification and clustering. Essential tools for this
comparison are elastic distance measures, such as dynamic time warping (DTW),
the move-split-merge (MSM) metric, longest common subsequence (LCS) based
distance, and the edit distance with real penalty (ERP). Two properties are cru-
cial for these measures: their ability to handle data distortions and their adherence
to metric properties. While DTW, one of the most popular distance measures,
and LLCS can handle various distortions, they fall short in fulfilling the trian-
gle inequality, preventing them from being a metric. In contrast, while ERP
fulfills the metric properties, it lacks the crucial characteristic of translation in-
variance.

The MSM distance closes these gaps. This flexibility contributes to its high accu-
racy in 1-NN classification tasks, as demonstrated by Paparrizos et al. in a recent
study [Pap+20] examining 71 distance functions and clustering tasks [HMB24].
However, a trade-off exists: while MSM excels in accuracy, its state-of-the-art al-
gorithm incurred a higher computational cost than the widely used fast D'TW
version. Motivated by the computational bottleneck of the existing MSM al-
gorithm, this thesis investigated the following central question: Is it possible to
improve the MSM metric to be competitive against DTW? The broad nature of
this question, considering various MSM applications, led us to explore two key
areas for improvement. Firstly, we focused on speeding up pairwise time series
distance computation, which is crucial for many downstream tasks. Secondly, we
examined optimization strategies for computing consensus time series with the
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MSM distance. In both areas, we explored whether MSM’s unique transforma-
tion structure and metric properties could be leveraged to achieve these speedups,
tackling the subsequent research question: Is it possible to use properties of the
transformation operations and the metric properties of MSM to speed up the com-
putation?

Speeding Up the MSM Distance Computation

Chapter 5 explored various approaches to enhance the computational efficiency of
MSM distance computations, introducing several heuristics and pruning strate-
gies. Standard techniques like the Sakoe-Chiba band and the Itakura parallelo-
gram, used in DTW, were adapted as effective heuristics for approximate MSM
distance calculations. As expected, wider bands or parallelograms offered increased
accuracy but at the cost of slower execution times. Leveraging the unique transfor-
mation structure of MSM, the novel CMSM algorithm was introduced, enabling
the exact computation of the distance between a constant time series and any
other time series in linear time. Combined with MSM’s metric properties, this
allowed the establishment of upper and lower bounds for the MSM distance us-
ing the upper and lower triangle inequality, respectively. Building upon ¢MSM,
our novel GREEDY heuristic achieved a remarkable balance between accuracy and
computational efficiency.

Chapter 5 in particular aimed to establish an exact algorithm for the MSM dis-
tance, competitive to exact state-of-the-art DTW approaches. To achieve this,
we developed PRUNEDMSM, which selectively omits unnecessary computations
in the dynamic programming table using various pruning strategies. The key lies
in strategically establishing effective lower and upper bounds to identify these ta-
ble entries. The most efficient variant of PRUNEDMSM combines the best lower
and upper bounds, including a simple lower bound based on the minimum number
of remaining split and merge operations, alongside the GREEDY heuristic. Fur-
thermore, including a pruning band results in PRUNEDMSM achieving a better
runtime than PRUNEDDTW for most datasets, especially for datasets with longer
time series.

To summarize, especially MSM’s unique transformation structure facilitates the
development of efficient distance-computation algorithms, leading to faster run-
times than state-of-the-art DT'W implementations for a majority of popular UCR
datasets.
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MSM-Median

Chapter 6.2.1 introduced the MSM-MEDIAN problem of computing the median
of a collection of time series for the MSM metric. The unique structure of the
MSM transformation is crucial to developing efficient algorithms for this prob-
lem. The first main result of the chapter is the insight that there always exists an
optimal median consisting of the values of the input time series. In addition, we
provided an upper bound for the length of an MSM median. However, despite
these insights, efficiently computing the median time series remains a significant
challenge. In this vein, we demonstrated the NP-hardness and W([1]-hardness of
MSM-MEDIAN with respect to the number of time series k, even for time series
limited to three distinct values. To solve the MSM-MEDIAN problem exactly, we
gave an exact dynamic program with a better theoretical runtime than a recent
algorithm for computing the mean for the DTW distance. Our theoretical com-
plexity results show that the given MSM-MEDIAN algorithm is close to optimal.
Experimental results confirm the theoretical superiority of our MSM-MEDIAN al-
gorithm over the DT'W counterpart. We further showed that MSM-MEDIAN can
be solved in 2@/ .| 1|10 time where ¢ is the constant cost for a merge or split op-
eration and d is a bound on the total distance of the median x* to the input time
series in X. Hence, we obtained an FPT algorithm that solves MSM-MEDIAN
for the parameter d/c, thereby removing the dependence on |X| in the runtime.
The performance of the FPT algorithm depends on the parameters ¢ and d. An
effective strategy for setting the distance budget d uses a heuristic that computes
an MSM median, providing an upper bound on the exact distance. This thesis
introduced two heuristics to accelerate median computation. Experiments demon-
strated that combining the proposed window heuristic with the FPT algorithm
improves the average runtime compared to the original dynamic program for solv-
ing MSM-MEDIAN. The performance analysis of the heuristics is promising for
real-world applications, showing substantial runtime reductions without sacrificing
much accuracy.

7.2. Outlook

Efficient and reliable time series similarity computations unlock diverse data-
mining applications. Properties such as robustness and metricity enhance their
value for clustering and classification algorithms. Building upon this work, we
highlight potential future research directions that extend and improve the appli-
cability of the MSM metric.
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MSM Metric

Our newly introduced CMSM algorithm demonstrates a significant speed-up for
the specific case of comparing a constant time series to an arbitrary one. While this
work did not explore other potentially beneficial special cases, future extensions
could investigate the applicability of cMSM or similar approaches to different sce-
narios, such as measuring the distance between arbitrary and structured time se-
ries, for example, piecewise-linear time series. Additionally, investigating the trans-
formation structure of MSM when one time series is monotonically increasing or de-
creasing could yield further optimization opportunities.

More broadly, it would also be interesting to consider extensions of the MSM met-
ric to more general types of time series data. Following the classification of Su et
al. [Su+20], a first extension could be to consider time series with explicit time
stamps for the data points. For such time series, one could, for example, con-
sider merge costs that account for the temporal distance between the points being
merged. This would also allow the MSM metric to be used for time series with
missing values. Moreover, one could consider time series in higher-dimensional
spaces, for example, 3-dimensional trajectory data. Here, the main issue seems
to be adapting the move distance suitably to higher dimensions. One could use
Euclidean distances, but this is only an option. After establishing appropriate
generalizations of the MSM metric, it remains to examine the performance of
these generalizations in different applications, for example, in trajectory cluster-
ing [Yua+17].

This thesis focused on the algorithmic task of speeding up the computation of
pairwise distances between two time series. The next interesting step is to in-
vestigate the accuracy of the proposed heuristic strategies for computing an ap-
proximate MSM distance in classification tasks, such as 1-NN classification. In
the case of DTW, introducing a Sakoe-Chiba band yields better classification ac-
curacy than the unconstrained DTW version [RK05]. A classification using a
restricted version of MSM could thus also yield comparable benefits, which are
assumed to be less pronounced, since the merge costs already limit the alignment
variety.

A critical challenge in applying the MSM metric to real-world applications is se-
lecting the optimal parameter ¢ for split and merge operations. This motivates
exploring whether data distribution analysis can guide the formulation of a rule
for selecting an optimal ¢. In a classification setting, it is also conceivable to
learn the optimal parameter ¢ for the training dataset. This optimization could
improve classification accuracy and reduce the runtime of the PRUNEDMSM al-
gorithm.
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Further exploration could analyze the efficacy of PRUNEDMSM in similarity search
tasks, particularly for streaming data scenarios where a fixed query time series
is compared against an extensive, continuously arriving collection of time series,
similar to the UCR suite approach [Rak-+12]. A key challenge here is efficiently
pruning unnecessary distance computations using effective global upper and lower
bounds. While the potential of existing upper bounds can be further investigated,
developing stronger global lower bounds offers the possibility to achieve even faster
similarity search using PRUNEDMSM.

MSM-Median

In general, the considerations for further research on pairwise distance calcula-
tion are also relevant for the MSM-MEDIAN problem. Section 6.5.4 presents
two heuristics that provide approximate solutions to the MSM-MEDIAN prob-
lem. A logical next step is to examine the heuristics for their applicability to
clustering and classification algorithms. Additionally, it is warranted to compare
these heuristics with the barycenter-averaging approach for MSM (MBA) pro-
posed by Holder et al. [HGB23]. A comparison between DTW-MEAN and MBA
should also be included. The analysis of MSM-MEDIAN for real-world clustering
and classification problems is of great interest but still requires further improve-
ments in runtime. Optimization strategies, such as the A*-Algorithm [Har68],
may further improve the runtime of our algorithm by avoiding the need to fill
the entire dynamic programming table. As an initial step, further investigation
into the structure of the transformation forests and the metric properties of the
MSM distance is conceivable. Additionally, the lower-bounding strategies appli-
cable to the two-dimensional case may be further developed. The computation
of an MSM median in higher-dimensional spaces represents an additional area
for investigation. For DTW-MEAN, the dynamic program can be extended to
multivariate time series by using the Euclidean norm instead of the Euclidean
distance [Bri+19]. For MSM-MEDIAN, move costs may be computed using the
Euclidean norm, as previously described for pairwise distance in multidimensional
spaces.
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A. Data

Table A.1.: Overview of the UCR datasets [Dau+18].

ID Name Train Test Class Length
1 Adiac 390 391 37 176
2 ArrowHead 36 175 3 251
3 Beef 30 30 5 470
4 BeetleFly 20 20 2 512
5 BirdChicken 20 20 2 512
6 Car 60 60 4 577
7 CBF 30 900 3 128
8 ChlorineConcentration 467 3840 3 166
9 CinCECGTorso 40 1380 4 1639
10 Coffee 28 28 2 286
11 Computers 250 250 2 720
12 CricketX 390 390 12 300
13 CricketY 390 390 12 300
14 CricketZ 390 390 12 300
15 DiatomSizeReduction 16 306 4 345
16 DistalPhalanxOutlineAgeGroup 400 139 3 80
17 DistalPhalanxOutlineCorrect 600 276 2 80
18 DistalPhalanxTW 400 139 6 80
19 Earthquakes 322 139 2 512
20 ECG200 100 100 2 96
21 ECG5000 500 4500 5 140
22 ECGFiveDays 23 861 2 136
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ID Name Train Test Class Length
23 ElectricDevices 8926 7711 7 96
24 FaceAll 560 1690 14 131
25 FaceFour 24 88 4 350
26 FacesUCR 200 2050 14 131
27 Fifty Words 450 455 50 270
28 Fish 175 175 7 463
29 FordA 3601 1320 2 500
30 FordB 3636 810 2 500
31 GunPoint 50 150 2 150
32 Ham 109 105 2 431
33 HandOutlines 1000 370 2 2709
34 Haptics 155 308 5 1092
35 Herring 64 64 2 512
36 InlineSkate 100 550 7 1882
37 InsectWingbeatSound 220 1980 11 256
38 ItalyPowerDemand 67 1029 2 24
39 LargeKitchenAppliances 375 375 3 720
40 Lightning2 60 61 2 637
41 Lightning7 70 73 7 319
42 Mallat 55 2345 8 1024
43 Meat 60 60 3 448
44 Medicallmages 381 760 10 99
45 MiddlePhalanxOutlineAgeGroup 400 154 3 80
46 MiddlePhalanxOutlineCorrect 600 291 2 80
47 MiddlePhalanxTW 399 154 6 80
49 NonlnvasiveFetal ECGThorax1 1800 1965 42 750
50 NonlInvasiveFetal ECGThorax2 ~ 1800 1965 42 750
51 OliveOil 30 30 4 570
52 OSULeaf 200 242 6 427
53 PhalangesOutlinesCorrect 1800 858 2 80
54 Phoneme 214 1896 39 1024
55 Plane 105 105 7 144
56  ProximalPhalanxOutlineAgeGroup 400 205 3 80
57 ProximalPhalanxOutlineCorrect 600 291 2 80
58 ProximalPhalanxTW 400 205 6 80
59 RefrigerationDevices 375 375 3 720
60 ScreenType 375 375 3 720
61 ShapeletSim 20 180 2 500
62 ShapesAll 600 600 60 512
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ID Name Train Test Class Length
63 SmallKitchenAppliances 375 375 3 720
64 SonyAIBORobotSurfacel 20 601 2 70
65 Sony AIBORobotSurface2 27 953 2 65
66 StarLightCurves 1000 8236 3 1024
67 Strawberry 613 370 2 235
68 SwedishLeaf 500 625 15 128
69 Symbols 25 995 6 398
70 SyntheticControl 300 300 6 60
71 ToeSegmentationl 40 228 2 277
72 ToeSegmentation2 36 130 2 343
73 Trace 100 100 4 275
74 TwoLeadECG 23 1139 2 82
75 TwoPatterns 1000 4000 4 128
76 UWaveGestureLibrary All 896 3582 8 945
7 UWaveGestureLibrary X 896 3582 8 315
78 UWaveGestureLibraryY 896 3582 8 315
79 UWaveGestureLibraryZ 896 3582 8 315
80 Wafer 1000 6164 2 152
81 Wine 57 54 2 234
82 WordSynonyms 267 638 25 270
83 Worms 181 7 ) 900
84 WormsTwoClass 181 7 2 900
85 Yoga 300 3000 2 426
86 ACSF1 100 100 10 1460
87 BME 30 150 3 128
88 Chinatown 20 343 2 24
89 Crop 7200 16800 24 46
90 DodgerLoopDay 78 80 7 288
91 DodgerLoopGame 20 138 2 288
92 DodgerLoopWeekend 20 138 2 288
93 EOGHorizontalSignal 362 362 12 1250
94 EOGVerticalSignal 362 362 12 1250
95 EthanolLevel 504 500 4 1751
96 FreezerRegularTrain 150 2850 2 301
97 FreezerSmallTrain 28 2850 2 301
98 Fungi 18 186 18 201
99 GunPointAgeSpan 135 316 2 150
100 GunPointMaleVersusFemale 135 316 2 150
101 GunPointOldVersusYoung 136 315 2 150
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ID Name Train Test Class Length
102 HouseTwenty 40 119 2 2000
103 Insect EPGRegularTrain 62 249 3 601
104 InsectEPGSmallTrain 17 249 3 601
105 MelbournePedestrian 1194 2439 10 24
106 MixedShapesRegularTrain 500 2425 ) 1024
107 MixedShapesSmallTrain 100 2425 5 1024
108 PigAirwayPressure 104 208 52 2000
109 PigArtPressure 104 208 52 2000
110 PigCVP 104 208 52 2000
111 PowerCons 180 180 2 144
112 Rock 20 50 4 2844
113 SemgHandGenderCh2 300 600 2 1500
114 SemgHandMovementCh2 450 450 6 1500
115 SemgHandSubjectCh2 450 450 5 1500
116 SmoothSubspace 150 150 3 15
117 UMD 36 144 3 150
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B. Results of the Experiments

B.1. FPT-Algorithm

Table A.3.: Running time comparison of the original MSM-MEDIAN algorithm
and the FPT algorithm for £k = 3 and n = 10 per dataset. As an initial cost
budget d, the window heuristic is used, setting w = 1 and w = 2. The columns
"UB w = 1”7 and "UB w = 2”7 show the value of the computed distance using
the window heuristic for w = 1 and w = 2, respectively. Time is measured in
milliseconds.

number ¢ dysy w=1 w=2 time time FPT1 time FPT2

1 1.0 222 2.22 2.22 245 38 48
2 1.0 0336 0336 0.336 148 46 31
3 0.1 5.5 2.5 5.5 161 216 177
4 0.1 3966 3.966 3.966 171 188 200
5 0.01 0.59 0.59 0.59 172 124 134
6 1.0 5268 5.268 5.268 170 29 40
7 1.0 8962 8962 8962 163 69 79
8 1.0  21.835 21.941 21835 71 84 89
9 0.1 1795 1973 1.877 137 142 142
10 0.01 0418 0.418 0418 144 166 174
11 0.01 7122 7122 7122 147 157 168
12 1.0 4344 4344 4344 144 14 23
13 0.01 0.033 0.033 0.033 155 10 17
14 0.1 5.645 5759 5668 174 191 202
15 1.0 7309 7309 7309 165 50 61
16 0.1 12,635 14.921 14.832 174 197 208
17 0.01 1.072 1.124 1.11 146 171 155
18 1.0 5569 5.569 5569 149 20 30
19 1.0 12.67 12.67 12.67 43 32 36
20 0.1 7.051 7.051 7.051 144 133 142
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Table A.4.: Running time comparison of the original MSM-MEDIAN algorithm
and the FPT algorithm for £k = 3 and n = 20 per dataset. As an initial cost
budget d, the window heuristic is used, setting w = 1 and w = 2. The columns
"UB w = 17 and "UB w = 2”7 show the value of the computed distance using
the window heuristic for w = 1 and w = 2, respectively. Time is measured in
milliseconds.

number ¢ dysy w=1 w=2 time time FPT1 time FPT2

1 1.0 15.845 15.845 15.845 7321 1464 1584
2 1.0 191 1.91 1.91 7147 67 158

3 0.1 8295 8884 8714 7366 8474 8574
4 0.1 9.193 9.665 9.483 7461 8586 8659
D 0.01 1.355 1.45 1.408 7389 3965 3912
6 1.0 11.633 11.633 11.633 7550 801 911

7 1.0 18.243 19.153 18.858 7298 2882 2754
8 1.0 26.732 28.209 26.944 3682 2574 2294
9 0.1 1.801 3.529 3.016 6940 6010 4564
10 0.01 0.644 0.647 0.644 7183 7348 7392
11 0.01 1.251 1.251 1.251 1163 998 1027
12 1.0 13.038 13.038 13.038 7483 1588 1685
13 0.01 0.116 0.116 0.116 7550 483 081

14 0.1 10.181 10.414 10.303 7631 8683 8872
15 1.0 18.604 18.604 18.604 7634 2924 3037
16 0.1 18.026 23.376 22497 7511 8591 8703
17 0.01 1.36 2174 2.074 7322 8409 8470
18 1.0 14.447 14.528 14.447 6330 1092 1169
19 1.0 41.993 42.012 41.993 1853 2062 2099
20 0.1 10.929 11.0567 11.054 7301 8328 8436
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Table A.5.: Running time comparison of the original MSM-MEDIAN algorithm
and the FPT algorithm for £k = 3 and n = 30 per dataset. As an initial cost
budget d, the window heuristic is used, setting w = 1 and w = 2. The columns
"UB w = 17 and "UB w = 2”7 show the value of the computed distance using
the window heuristic for w = 1 and w = 2, respectively. Time is measured in
milliseconds.

number ¢ dysy w=1 w=2 time time FPT1 time FPT2

1 1.0 25.548 25.992 25.548 75063 14214 14347
2 1.0 1874 1874 1.874 74620 361 761

3 0.1 10.513 12.891 12.83 75630 86908 85471
4 0.1 19.175 22.641 20.898 79396 90780 90484
5 0.01 2419 2861 2553 77375 43314 37109
6 1.0 14.831 14.882 14.831 76083 3709 4071
7 1.0 20.212 25.531 23.78 73810 21617 16991
8 1.0 16.706 16.706 16.706 31763 2947 3134
9 0.1 0757 0.757 0.757 72985 877 1267
10 0.01 1.042 1.051 1.046 75576 60175 60066
11 0.01 1.554 1.554 1.554 690 842 853
12 1.0 5.551 5.551 5.551 80489 697 1171
13 0.01 0.226 0.226 0.226 79747 7753 8139
14 0.1 17.624 19.326 19.326 79972 90571 92313
15 1.0 25.534 25.534 25.534 77888 22380 22881
16 0.1 2497 33455 29.396 81378 93695 90268
17 0.01 1586 1.744 1.707 81213 93711 94075
18 1.0  61.026 76.271 74.76 18056 21180 21438
19 1.0 42.824 42.824 42824 6149 5337 o478
20 0.1 8691 9.098 8974 78903 88302 87503
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Table A.6.: Running time comparison of the original MSM-MEDIAN algorithm
and the FPT algorithm for £k = 3 and n = 40 per dataset. As an initial cost
budget d, the window heuristic is used, setting w = 1 and w = 2. The columns
"UB w = 17 and "UB w = 2”7 show the value of the computed distance using
the window heuristic for w = 1 and w = 2, respectively. Time is measured in
milliseconds.

number ¢ dysy w=1 w=2 time time FPT1 time FPT2

1 1.0 10.639 10.639 10.639 437853 6862 6606

2 1.0 2195 2195 2.195 442892 4298 3179

3 0.1 10.116 13.289 13.042 432841 424874 432122
4 0.1 25148 31.056 29.225 477619 442183 445426
5 0.01 2.083 2531 2207 465054 177822 148108
6 1.0 19.694 19.694 19.694 479127 25501 27389
7 1.0 2444 27392 27.05 494659 68308 683822
8 1.0 53.543 59.032 55.736 213315 154898 141330
9 0.1 2513 6.326 5.352 435259 307024 217990
10 0.01 3.448 4.715 4.715 459631 431872 431065
11 0.01 4.503 4911 4.808 342014 327552 327817
12 1.0 36.527 36.527 36.527 470925 78688 81103
13 0.01 0.028 0.028 0.028 446837 2644 3689
14 0.1 12,055 13.304 12.955 486213 449502 448253
15 1.0 31.255 34.214 32.623 468297 90810 75130
16 0.1 33.192 42.733 38.262 493949 468984 457290
17 0.01 2374 3.658 3476 471229 436327 429688
18 1.0 28.154 28.716 28.716 479958 74790 76302
19 1.0 69.862 74.389 73.656 121256 111668 111935
20 0.1 20.748 21.032 20.951 447121 421178 422969
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B.2. Window heuristic

Table A.7.: Average relative runtime and relative distance deviation, computing

the exact median and the median using the window heuristic for w = 0,1,2,3
for k =3 and n € [10,42].

n acc w0l accwl accw?2 accw3d time w0 time wl time w2 time w3

10 0.631  0.018 0.013  0.003 -0.987 -0.954 -0.902 -0.79
11 0.39 0.039 0.014 0.004 -0.994 -0.973 -0.921 -0.834
12 0.647 0.03 0.011  0.007 -0.997 -0.98 -0.937 -0.867
13 0562  0.049 0.037  0.016 -0.996 -0.982 -0.947 -0.887
14 0992  0.066  0.047  0.037 -0.994 -0.973 -0.949 -0.897
15  0.564 0.034 0.019 0.015 -0.997 -0.987 -0.961 -0.918
16  0.819 0.038 0.025  0.017 -0.996 -0.987 -0.965 -0.928
17 0.686  0.065 0.045  0.029 -0.996 -0.988 -0.969 -0.936
18 0974  0.108  0.058  0.024 -0.997 -0.989 -0.972 -0.945
19  1.067 0.112  0.084  0.076 -0.992 -0.985 -0.969 -0.944

20 0.902 0.11  0.082  0.049 -0.995 -0.99 -0.975 -0.954
21 1387  0.235 0.178  0.148 -0.996 -0.992 -0.98 -0.958
22 0.8 0.092 0.071 0.05 -0.993 -0.992 -0.98 -0.961
23 0815 0.167 0.124  0.091 -0.996 -0.992 -0.98 -0.963
24 1.555  0.212  0.157  0.132 -0.995 -0.989 -0.98 -0.965

25 1404 0.199 0.172  0.151 -0.997 -0.994 -0.984 -0.968
26 1.068 0.119 0.092 0.074 -0.998 -0.994 -0.985 -0.968
27 1.208  0.112 0.09  0.075 -0.997 -0.993 -0.984 -0.974
28 1.124  0.141  0.111 0.08 -0.996 -0.993 -0.985 -0.974
29 0758  0.198  0.137  0.092 -0.997 -0.993 -0.988 -0.976
30 0961 0.086  0.058  0.044 -0.996 -0.993 -0.987 -0.976
31 1.069 0.116  0.076  0.056 -0.996 -0.992 -0.988 -0.979
32 1.248 0.221  0.183  0.148 -0.998 -0.994 -0.991 -0.98
33 1.3 0251 0.183  0.129 -0.998 -0.995 -0.99 -0.979
34 1.277 028 0219 0.173 -0.997 -0.994 -0.991 -0.984
35  1.201 0.17  0.132  0.104 -0.997 -0.995 -0.991 -0.985
36  1.132 0.16 0.135  0.112 -0.998 -0.996 -0.991 -0.986
37 0917  0.208  0.147  0.102 -0.999 -0.996 -0.993 -0.987
38 1.195  0.193  0.141  0.098 -0.998 -0.996 -0.993 -0.986
39 1.672 0214 0.166  0.145 -0.999 -0.996 -0.99 -0.986
40  1.114 0.204  0.152  0.117 -0.999 -0.996 -0.993 -0.988
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n acc w0l accwl accw?2 accw3d time w0 time wl time w2 time w3

41 1.042  0.249 0.191  0.145 -0.998 -0.997 -0.994 -0.987
42 096 0.172 0.136 0.114 -0.998 -0.997 -0.994 -0.989

B.3. Discretization heuristic

Table A.9.: Detailed results for the average relative runtime and relative distance
deviation, computing the exact median and the median using the discretization
heuristic for v € [1,90] for k = 3 and n = 30.

v Distance deviation Running time deviation
1 1.0 -0.973
2 0.54 -0.956
3 0.323 -0.935
4 0.299 -0.93
5 0.241 -0.917
6 0.201 -0.913
7 0.2 -0.914
8 0.17 -0.91
9 0.102 -0.898
10 0.177 -0.894
11 0.163 -0.879
12 0.116 -0.871
13 0.14 -0.869
14 0.12 -0.861
15 0.083 -0.85
16 0.108 -0.85
17 0.109 -0.838
18 0.063 -0.825
19 0.041 -0.819
20 0.085 -0.811
21 0.07 -0.8
22 0.071 -0.793
23 0.061 -0.775
24 0.041 -0.76
25 0.084 -0.755
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v

Distance deviation Running time deviation

26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
o1
52
23
54
95
o6
57
o8
29
60
61
62
63
64

0.07
0.059
0.035
0.055
0.047
0.089
0.035
0.034

0.07
0.035
0.037
0.038
0.042
0.067
0.028
0.034
0.026
0.026
0.016
0.029
0.023
0.027
0.029
0.033
0.024
0.024
0.023
0.015
0.019
0.017
0.021
0.028
0.013
0.034

0.03

0.02
0.048
0.032
0.019

-0.745
-0.723
-0.725

-0.72
-0.703
-0.696
-0.693
-0.682
-0.691
-0.655
-0.662
-0.658
-0.647
-0.633
-0.638
-0.622
-0.623
-0.612
-0.603
-0.593
-0.579
-0.576

-0.58

-0.56
-0.555

-0.54
-0.555
-0.538
-0.527
-0.531

-0.53
-0.516

-0.52
-0.523
-0.498
-0.489
-0.498
-0.492
-0.482
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v

Distance deviation Running time deviation

65
66
67
68
69
70
71
72
73
74
75
76
7
78
79
80
81
82
83
84
85
86
87
88
89
90

0.025

0.02
0.021
0.046

0.02
0.028

0.01
0.015
0.009
0.018
0.014
0.021
0.023
0.017
0.013
0.032
0.029
0.019
0.026
0.017
0.012
0.024
0.015
0.008

0.01
0.015

-0.476
-0.456
-0.462
-0.454
-0.467

-0.45
-0.446
-0.451
-0.427
-0.425
-0.431
-0.418

-0.42
-0.426
-0.419
-0.403
-0.407
-0.404
-0.396
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