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Abstract

Modern industrial systems face complex optimization challenges where decisions must balance
multiple conflicting objectives. Traditional optimization methods struggle with these real-world
“black-box” systems, which are expensive to evaluate and lack accessible analytical gradients.
Bayesian Optimization (BO) offers a data-efficient solution by using a probabilistic surrogate
model to guide the search for optimal solutions with limited evaluations. Despite its effective-
ness, BO’s opaque nature creates a critical barrier to its adoption in industrial settings. Experts
need to understand what the optimization has learned, why certain solutions are recommended,
and where to intervene. This need for transparency is driven by the fact that optimization is rarely
a purely algorithmic task; it’s a collaborative process where human expertise is essential for inter-
preting results, refining recommendations, and accounting for practical constraints that are hard to
formalize upfront. Existing Explainable Artificial Intelligence (XAI) methods are often ill-suited
to BO’s unique challenges, such as sparse and sequentially generated data, and the need to support
an ongoing, iterative search rather than explaining a static model.

The goal of this thesis is to develop and evaluate explanation methods for BO that enhance
human–algorithm collaboration by improving transparency, supporting expert decision-making,
and fulfilling key explainability requirements.

We develop new explanation methods specifically designed to support human-algorithm col-
laboration in BO. We categorize this collaboration into two paradigms: post-hoc and human-in-
the-loop. For the post-hoc setting, we introduce RX-BO (Rule based explanations for Bayesian
optimization) and TNTRules (Tune-No-Tune rules), which provide interpretable, actionable rule
sets and graphs that explain BO recommendations. These methods highlight relationships be-
tween inputs and outputs, communicate uncertainty, and guide parameter refinement. For the
human-in-the-loop setting, where humans provide preference feedback, we introduce MOLONE
(Multi-Output LOcal Narrative Explanation), a comparative explanation framework. MOLONE
uses local, dual-sided explanations to clarify why one candidate solution is preferred over another,
revealing both input-level feature importance and outcome-level trade-off to help users make in-
formed decisions. Our research demonstrates that these explanation methods significantly enhance
human-algorithm collaboration. Further we conducted a large-scale user study which revealed that
users with explanations consistently achieved better task performance, required fewer trials, and
reported higher levels of understanding and trust in the system. Importantly, these benefits were
achieved without increasing cognitive load. The findings provide empirical validation that ex-
planations are crucial for effective human-BO collaboration, proving that interpretability is not a
luxury but a necessity for building trustworthy and efficient decision-making workflows in com-
plex industrial applications.

III



Zusammenfassung

Moderne industrielle Systeme stehen vor komplexen Optimierungsaufgaben, bei denen Entschei-
dungen mehrere, oft widersprüchliche Ziele gegeneinander abwägen müssen. Traditionelle Op-
timierungsmethoden stoßen bei realen „Black-Box“-Systemen an ihre Grenzen, da diese teuer in
der Auswertung sind und keine zugänglichen analytischen Gradienten bieten. Bayesian Optimiza-
tion (BO) stellt hierfür eine dateneffiziente Lösung dar, indem ein probabilistisches Surrogatmod-
ell verwendet wird, um die Suche nach optimalen Lösungen mit nur wenigen Auswertungen zu
steuern. Trotz ihrer Effektivität bleibt die mangelnde Transparenz von BO ein wesentliches Hin-
dernis für die Anwendung in industriellen Kontexten. Fachleute müssen nachvollziehen können,
was die Optimierung gelernt hat, warum bestimmte Lösungen empfohlen werden und wo Eingriffe
notwendig sind. Diese Forderung nach Transparenz ergibt sich daraus, dass Optimierung selten
ein rein algorithmischer Prozess ist; vielmehr handelt es sich um eine kollaborative Aufgabe, bei
der menschliches Fachwissen entscheidend ist, um Ergebnisse zu interpretieren, Empfehlungen
zu verfeinern und praktische Randbedingungen zu berücksichtigen, die sich nur schwer formal
beschreiben lassen. Bestehende Methoden der Erklärbaren Künstlichen Intelligenz (XAI) sind
für die spezifischen Herausforderungen von BO häufig ungeeignet – etwa für den Umgang mit
spärlichen, sequenziell generierten Daten und die Unterstützung eines laufenden, iterativen Such-
prozesses, anstatt lediglich ein statisches Modell zu erklären.

Ziel dieser Dissertation ist es daher, Erklärmethoden für BO zu entwickeln und empirisch zu
validieren, die die Zusammenarbeit zwischen Mensch und Algorithmus verbessern, Transparenz
erhöhen und Expert:innen bei fundierten Entscheidungen unterstützen.

Zu diesem Zweck entwickeln wir neue Erklärmethoden, die speziell auf die Unterstützung
der Mensch-Algorithmus-Kollaboration in BO zugeschnitten sind. Wir unterscheiden dabei zwei
Paradigmen: post-hoc und human-in-the-loop. Für das Post-hoc-Szenario stellen wir RX-BO
(Rule based explanations for Bayesian optimization) und TNTRules (Tune-No-Tune rules) vor,
die interpretierbare, handlungsrelevante Regelsätze und Graphen liefern, um BO-Empfehlungen
nachvollziehbar zu machen. Diese Methoden verdeutlichen Zusammenhänge zwischen Eingaben
und Ausgaben, kommunizieren Unsicherheiten und unterstützen die Verfeinerung von Parametern.
Für das Human-in-the-loop-Szenario, in dem Menschen Präferenz-Feedback geben, führen wir
MOLONE (Multi-Output LOcal Narrative Explanation) ein – ein Framework für vergleichende
Erklärungen. MOLONE bietet lokale, zweiseitige Begründungen, warum eine Lösung gegenüber
einer anderen bevorzugt wird, und macht sowohl Feature-Bedeutungen auf Eingabeseite als auch
Trade-offs auf Ergebnisebene sichtbar, um fundierte Entscheidungen zu ermöglichen.

Unsere Forschung zeigt, dass diese Erklärmethoden die Zusammenarbeit zwischen Mensch und
Algorithmus erheblich verbessern. Darüber hinaus führten wir eine groß angelegte Nutzerstudie
durch, die belegte, dass Teilnehmer:innen mit Erklärungen konsistent bessere Aufgabenleistungen
erzielten, weniger Versuche benötigten und ein höheres Maß an Verständnis und Vertrauen in das
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System berichteten. Besonders bedeutsam ist, dass diese Vorteile ohne eine Erhöhung der kogni-
tiven Belastung erreicht wurden. Die Ergebnisse liefern damit einen empirischen Nachweis, dass
Erklärungen entscheidend für eine effektive Mensch-BO-Kollaboration sind, und verdeutlichen,
dass Interpretierbarkeit keine optionale Ergänzung, sondern eine notwendige Voraussetzung für
vertrauenswürdige und effiziente Entscheidungsprozesse in komplexen industriellen Anwendun-
gen darstellt.
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1 Introduction

O PTIMIZATION problems are widespread across science, engineering, and industry [13].
From tuning engines and designing aircraft to configuring machine learning mod-
els, many critical tasks require balancing multiple objectives under strict constraints

[184]. While optimization algorithms have become increasingly powerful, not all problems can
be solved automatically [193, 214, 132]. In many real-world scenarios, the underlying processes
are effectively black-box: costly to evaluate, uncertain, and only partially understood. In such
cases, human expertise remains crucial for interpreting results, validating solutions, and ensuring
that outcomes align with safety, feasibility, and domain-specific requirements (Figure 1.1) [167,
1, 132].

Figure 1.1: Illustration of a parameter tuning scenario for a robotic exo-suit demonstrating human-
algorithm collaboration. The exo-suit assists human walking through joint torques at
the hip and knee, whose effectiveness depends on parameters such as actuator tim-
ing, torque amplitude, and onset phase. These parameters jointly affect comfort and
energy efficiency, but since comfort cannot be expressed analytically, only an approx-
imate performance proxy—combining physiological and subjective measures—can
be optimized. Bayesian Optimization (BO) efficiently handles this costly and data-
scarce black-box problem by sequentially proposing promising parameter settings to
evaluate, thereby reducing the number of required walking trials. After BO proposes
a parameter configuration, the expert typically adjusts or validates the final settings in
the system based on their domain knowledge and the recommendations provided by
BO [168, 120].

To make these human interventions effective, optimization algorithms must do more than pro-
duce numerical recommendations: they must communicate their internal state. This includes con-
veying what has been learned about the problem structure, how confident the model is in different
regions of the search space, and why particular solutions are suggested. The broader field of Ex-
plainable Artificial Intelligence (XAI) has developed numerous methods for supervised learning,
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aiming to improve transparency and trust in complex models [181]. Yet, these methods do not
extend to Bayesian Optimization (BO), one of the most widely used frameworks for data-efficient
black-box optimization [66].

This thesis addresses the explainability gap by developing explanation methods tailored specifi-
cally to BO (Figure 1.2). Building on insights from optimization theory, surrogate modelling, and
XAI, it identifies four guiding requirements for effective explanations: surrogate transparency,
uncertainty communication, local interpretability, and human-centric design. Across three parts,
the thesis proposes novel explanation methods, evaluates them automatically and with users, and
demonstrates how explanations can improve both transparency and collaboration between humans
and optimization algorithms. In doing so, it positions explainability not as an optional add-on,
but as a foundational component for deploying optimization methods in real-world decision con-
texts. The following sections contextualize this problem by introducing the broader landscape
of optimization, detailing the principles of BO and its reliance on surrogate models, reviewing
existing work in XAI and its limitations, and formulating the research questions, objectives, and
contributions.

Figure 1.2: BO acts as a black-box, delivering optimized solutions but little insight into its inter-
nal reasoning. To bridge this gap, we propose an explanation layer that complements
BO by generating interpretable and uncertainty-aware explanations, supporting hu-
man understanding and decision-making.1

1.1 Optimization

Modern industrial systems are increasingly complex and performance-driven, demanding deci-
sions that balance multiple, often conflicting objectives under constraints [184]. Optimization
provides a structured approach to selecting optimal solutions from feasible alternatives by itera-
tively adjusting decision variables to maximize or minimize performance while adhering to phys-
ical laws, safety standards, and cost considerations [40].

Across domains such as manufacturing, aerospace, materials science, and robotics, optimization
tasks are critical to system performance [145]. For instance, laser-based manufacturing requires
careful tuning of beam intensity and scan speed to achieve precise cuts [62], while aerospace

1Optimization problem figure credited to: https://github.com/bayesian-optimization/

BayesianOptimization
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design must balance weight reduction with structural safety [225]. In practice, however, many
of these processes are effectively black-boxes: the underlying mechanisms are not fully known
or too complex to model explicitly, and performance must be evaluated through costly system
trials—for example, running hardware experiments, collecting sensor data, or eliciting human
feedback—each of which is slow, resource-intensive, and subject to noise [40].

Above mentioned constraints severely limit the applicability of traditional optimization meth-
ods, which typically assume inexpensive, repeatable evaluations. This motivates the use of data-
efficient alternatives. Surrogate-based optimization addresses this challenge by building an ap-
proximate model of the objective function from a small number of observed input–output pairs [56].
The surrogate enables rapid predictions, allowing the optimizer to explore the design space with-
out repeatedly incurring the high cost of real evaluations. By iteratively refining this model as new
data are collected, surrogate optimization can efficiently navigate complex, high-dimensional, and
non-convex landscapes. This idea forms the foundation of BO, which uses probabilistic surrogate
models to balance exploration and exploitation in black-box settings [66].

1.2 Bayesian Optimization (BO)

Figure 1.3: BO leverages Bayes’ theorem for optimization. Bayes’ theorem allows updating be-
liefs about unknown quantities as new evidence becomes available.

BO is a model-based framework for efficiently optimizing expensive, noisy, and gradient-free
objective functions [66]. At its foundation lies Bayes’ theorem, a fundamental principle of prob-
ability theory that provides a rational mechanism for updating beliefs about unknown quantities
as new evidence becomes available, transforming a prior distribution into a refined posterior (Fig-
ure 1.3) [15]. In this setting, the objective function refers to the true problem, often costly-to-
evaluate mapping from the input space to a scalar performance measure, typically a black-box
process whose internal mechanics are unknown or intractable. Rather than optimizing this func-
tion directly, BO employs a probabilistic surrogate model, most commonly a Gaussian Process
(GP), to approximate the objective based on a finite set of observed input–output pairs [163]. The
surrogate emulates the objective’s behaviour across the input space, enabling fast performance
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predictions without incurring the full cost of real evaluations.

The GP defines a prior over possible functions and updates this to a posterior distribution as
new evaluations are gathered. This posterior captures both the predicted performance and the
associated uncertainty between the surrogate and the real objective, which an acquisition function
exploits to determine the next evaluation point. By balancing exploration of uncertain regions with
exploitation of high-performing areas, BO focuses computational resources where they are most
informative. Compared to heuristic methods such as genetic or evolutionary algorithms, which
do not construct a model of the objective function and typically require many evaluations, BO
achieves superior sample efficiency by concentrating the search in the most promising regions [91].

The probabilistic modelling in BO is particularly advantageous in scenarios with limited eval-
uation budgets, as it supports decision-making that accounts for both expected performance and
uncertainty. Moreover, the BO framework is readily extensible to settings such as multi-objective
optimization, constraint handling, and interactive scenarios involving human input [187]. This
adaptability and data efficiency make BO especially suitable for complex industrial applications
where evaluations are costly, limited, or difficult to perform.

Despite these advantages, the successful application of BO in industrial contexts often depends
on close collaboration with human experts [1]. In practice, optimization is rarely an isolated com-
putational exercise; it is part of a broader decision-making process involving engineers, designers,
analysts, and other stakeholders. These experts play a crucial role in setting meaningful goals,
interpreting results, and ensuring that proposed solutions satisfy practical constraints, many of
which are difficult to encode fully within an algorithmic framework. Consequently, BO’s effec-
tiveness hinges not only on its data efficiency but also on its ability to integrate human expertise
with computational inference, enabling interactive and iterative decision-making workflows.

1.2.1 Human–BO Interaction

Two broad paradigms of human–BO collaboration have emerged in industrial applications:
post-hoc collaboration and human-in-the-loop collaboration. These paradigms differ in when the
human engages with the algorithm and which part of the optimization loop their input influences.
Importantly, in both cases, the optimal solution is not known a priori by either the algorithm or
the human expert. Instead, it emerges through iterative refinement, in which expert judgment and
algorithmic inference jointly shape the search.

In post-hoc collaboration, BO autonomously completes the optimization loop: it runs on a
predefined objective function, proposes a single optimized solution, and this solution constitutes
the final outcome of the algorithm. The human expert intervenes after optimization is finished,
modifying or replacing the algorithm’s final recommendation based on tacit knowledge, practical
constraints, or goals not captured in the formal objective.

In human-in-the-loop collaboration, the expert contributes during the optimization loop. Here,
the final outcome is whatever solution BO ultimately converges to through iterative updates, but
the human actively influences the search trajectory, typically through preference feedback or qual-
itative assessments that update the surrogate model and guide future exploration. BO remains
responsible for producing the final solution, while the human steers the learning process that leads
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to it.

These collaborative workflows demand that BO methods be not only sample-efficient, but also
transparent, interpretable, and capable of supporting expert reasoning and control [167, 1, 143].

1.2.2 Black-box Nature of BO

A fundamental barrier to enabling effective human–BO collaboration lies in the black-box nature
of the problem itself and in how BO represents it through its surrogate model (Figure 1.4). The
black-box function is the real-world objective we seek to optimize. This is the actual problem to be
solved. In BO, the surrogate model, most commonly a GP, is trained to approximate this function
from a finite set of observed input–output pairs [163]. While the surrogate is not the problem
itself, it provides an accessible, probabilistic representation of it, enabling us to reason about the
black-box system even when direct evaluation or inspection is infeasible.

Our ultimate goal is to interpret the behaviour of the black-box function, and the surrogate
acts as the necessary lens through which this is possible. The data collected during optimization
encode information about the real system, but they only become actionable when structured and
extrapolated by the surrogate model. In this way, interpretation focuses on what the surrogate
reveals about the black-box function, rather than on the surrogate in isolation.

The need for such interpretation arises because errors can be introduced into the optimization
process in multiple ways. Approximation errors occur when the surrogate fails to fully capture
the black-box function, particularly in sparsely sampled regions, potentially leading to mislead-
ing recommendations. In human-in-the-loop settings, incorrectly learned expert feedback can bias
the model if the feedback is noisy, inconsistent, or unrepresentative of true preferences, diverting
the search toward suboptimal areas. Furthermore, uncertainty estimates provided by the surrogate
may be imperfect, either underestimating the risk in unexplored regions or overestimating uncer-
tainty in well-understood areas, affecting the balance between exploration and exploitation. These
issues can compromise both the efficiency and the reliability of the optimization. For this reason,
interpreting the surrogate’s learned representation in the context of the true black-box function is
essential for identifying potential errors, building trust in the results, and enabling experts to make
informed interventions.

1.3 Explainable Artificial Intelligence (XAI)

The potential errors arising in BO, such as approximation errors in the surrogate, incorrectly
learned expert feedback, and imperfect uncertainty estimates, highlight the need for interpreta-
tion methods that help experts understand what the optimization has actually learned about the

Figure 1.4: BO flow-chart with GP surrogate model. The black-box function is modeled with the
GP surrogate.

5



black-box function and where such errors may influence recommendations. This motivation par-
allels the broader field of XAI, which seeks to make complex AI models more transparent and
understandable to human users [220].

XAI encompasses a wide range of techniques, from feature attribution and interpretable rule ex-
traction to visualization of decision boundaries, and has become essential in high-stakes domains
such as healthcare, finance, and autonomous systems, where trust, accountability, and regulatory
compliance demand interpretability [173]. At its core, XAI aims to bridge the gap between the
internal logic of an algorithm and a human user’s mental model, enabling informed oversight,
validation, and control.

1.4 Limitations of Current Methods for BO

While current XAI methods have significantly improved transparency in supervised machine learn-
ing, where models are trained on large, labelled datasets to learn a mapping from inputs to outputs,
they remain ill-suited for BO. Their underlying assumptions conflict with the characteristics of BO,
resulting in systematic limitations in their ability to support optimization tasks. These limitations
arise from fundamental mismatches in data characteristics, interaction paradigms, and explanatory
goals.

First, BO operates under severe data constraints. Each evaluation of the black-box function is
expensive, resulting in sparse datasets that are sequentially and adaptively generated, with sam-
pling biased toward high-performing regions. However, many widely used XAI techniques assume
access to large, representative, i.i.d. datasets. When applied to BO, these methods often produce
unstable or misleading explanations because they cannot reliably handle biased sampling or the
limited volume of data available [122, 164]. Thus limiting the applicability of classical XAI meth-
ods to BO’s sparse, biased, and non-stationary data regime.

Second, BO is inherently interactive and iterative. The optimization process unfolds over time,
with the surrogate model and acquisition strategy being updated after each new evaluation. Ex-
perts may adjust recommendations after they are proposed (post-hoc collaboration) or influence
the search during its execution (human-in-the-loop collaboration). In contrast, most XAI methods
explain static predictions from fixed models, assuming the model does not change after explana-
tion. As a result, they offer little guidance for understanding or guiding an evolving optimization
process in which both the model and its predictions are updated at every step [129]. Thus classical
XAI methods, built for static models, do not generalize to BO’s iterative and evolving decision
process.

Third, the explanatory goal in BO differs fundamentally from that in supervised learning. In
classical XAI, explanations typically aim to justify why a model produced a particular predic-
tion [173, 122, 129, 165]. In BO, however, explanations must support an ongoing search. Users
need to interpret the surrogate’s current representation of the black-box function, understand how
uncertainty is distributed across the input space, and anticipate how future evaluations may shift
the model. XAI methods that focus solely on the surrogate’s internal structure, without grounding
explanations in the broader optimization context, fail to meet these needs. Thus classical XAI
methods, which explain predictions but not search dynamics or problem structure, do not general-
ize to the decision-making requirements of BO.
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Together, these limitations shift the target of explanation in BO: the goal is not merely to explain
the surrogate model in isolation, but to explain (i) the recommended solution (why a particular
configuration is suggested), and (ii) the learned structure of the optimization problem (what
relationships the model infers, where uncertainty remains, and how potential errors may influence
the search trajectory). Addressing this shift requires explanation methods specifically adapted to
the optimization setting.

To guide the development of such methods, we identify four core requirements for explainabil-
ity in BO, derived from BO’s characteristics, prior XAI literature, and the limitations of current
XAI methods as discussed above. These requirements are not an exhaustive checklist but guiding
principles:

1. Surrogate transparency: explain what the surrogate has learned about the black-box func-
tion, including inferred input–output relationships [181, 122].

2. Uncertainty communication: convey the model’s confidence across the search space, high-
lighting both trusted and uncertain regions [16, 31].

3. Local interpretability: provide fine-grained explanations around current recommendations
to support expert validation, critique, and refinement [175, 164].

4. Human-centric design: support common expert tasks in BO, such as post-hoc adjustment
and preference-driven feedback, through explanations that are accessible, task-relevant, and
aligned with expert reasoning [128, 141].

Current XAI methods fall short of these requirements, highlighting a methodological gap in
explainable BO. This thesis addresses this gap through the development and analysis of dedicated
explanation methods for BO.

1.5 Objectives, Research Questions, and Contributions

In the preceding sections, we highlighted the core challenge of opacity in BO, emphasizing crucial
guiding principles for explainability: surrogate transparency, uncertainty communication, local
interpretability, and human-centric design. Based on these principles, the overarching goal of this
thesis is:

To develop and empirically validate explanation methods for BO that enhance hu-
man–algorithm collaboration by meeting core explainability requirements and im-
proving users’ performance, trust, understanding, and decision-making in both post-
hoc and human-in-the-loop scenarios.

To achieve this goal, the thesis is structured into four chapters, each addressing a specific com-
ponent of explainable BO: the design of post-hoc explanation methods (Chapters 3 and 4), the
empirical assessment of these methods in a user study (Chapter 5), and the development of a
human-in-the-loop explanation approach (Chapter 6).
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Figure 1.5: Explainable Bayesian Optimization (XBO) with actionable local explanation for one
minimum (multiple minima would have multiple graphs): red/yellow bars indicate
optimal parameters, green bars indicate tunable parameters. Bar lengths indicate tun-
ing ranges.

1.5.1 Chapter 3 and 4: The Post-hoc Setting

In many industrial scenarios, domain experts interact with BO results after the computational op-
timization phase concludes [101, 214]. In these post-hoc workflows, particularly common when
refining parameters of cyber-physical systems such as engines, robotics controllers, or manufac-
turing processes, human experts review, validate, and potentially refine BO-generated solutions
based on practical considerations and domain knowledge. Effective post-hoc interaction requires
clear insights into why specific recommendations were generated and how they relate to the under-
lying physical system. Without such explanations, BO remains a black-box approach, significantly
impeding expert validation and trust.

Objective: To overcome this explainability barrier, Chapter 3 and 4 aims to develop methods
that provide interpretable, transparent, and actionable explanations for post-hoc BO recommenda-
tions. Actionable explanations refer to providing explanations that users can take an action on [75].
Specifically, in these chapters, we address situations where expert users evaluate optimization out-
comes after algorithmic completion, focusing explicitly on the practical context of cyber-physical
system tuning [126].

Research Question: The outlined objectives are addressed through the following research
question:

RQ1. How can explanation methods for the post-hoc interaction paradigm of BO be
designed to support surrogate transparency, uncertainty communication, local inter-
pretability, and human-centricity?

Contributions: Chapter 3 and 4 delivers two main types of contributions:

1. Methodological Contributions: Development of two explanation frameworks for post-hoc
interpretation of BO results:

• Rule based explanations for Bayesian optimization (RX-BO) (Chapter 3): Pro-
vides interpretable rule sets that capture the GP surrogate’s learned relationships be-
tween inputs and outputs. RX-BO includes a filtering mechanism that prioritizes the
most relevant rules, such as those describing minima, ensuring that explanations focus
on the most critical areas in the optimization landscape.
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• Tune-No-Tune rules (TNTRules) (Chapter 4): Extends RX-BO with explanation
formats tailored for parameter refinement tasks, including Tune–No-Tune (TNT) rules
and TNT graphs. These outputs provide clear, actionable guidance for parameter ad-
justment and further enhance interpretability by highlighting multiple potential min-
ima through uncertainty-aware rule generation.

2. Conceptual Contributions: This thesis introduces four guiding principles for effective ex-
plainability in post-hoc BO—surrogate transparency, uncertainty communication, local in-
terpretability, and human-centric design. These principles align explainability goals with
the practical demands of real-world industrial BO, ensuring that explanations are informa-
tive, trustworthy, and actionable.

RX-BO and TNTRules explicitly address RQ1 by integrating the outlined explainability prin-
ciples into their methodological design. Both methods ensure that generated explanations are
not only algorithmically rigorous but practically useful, thereby enhancing the effectiveness and
clarity of human–algorithm collaboration in realistic industrial optimization scenarios. These con-
tributions are validated through rigorous functionally grounded evaluations.

1.5.2 Chapter 5: The Human-centric Impact of Explanation

a

b c d

Maintain stability for lambda (λ), altitude (A), 
and mass.

Fine-tune the yolk to white ratio (ywr) 
between 0.6 and 0.7, egg temperature (Tegg) 
between 32 and 34, and yolk temperature 
(Tyolk) between 61 and 62 for optimal 
performance.

Figure 1.6: Types of explanations evaluated in the user study. a) BO recommends the values
shown in the table at the top. Values in cells with gray background are fixed and can
not be tuned. Three different types of explanations show the same information on how
to tune the parameters: b) as visualizations c) as rules, and c) as textual descriptions.

We introduced RX-BO in Chapter 3 and TNTRules in Chapter 4, which are novel methods
explicitly designed to generate interpretable and actionable explanations for post-hoc BO tasks.
An essential follow-up question naturally emerges: beyond their methodological robustness, do
these explanation methods genuinely improve human–algorithm collaboration in practice?

Objective: To empirically investigate how different explanation formats influence human decision-
making in post-hoc BO parameter refinement tasks. Specifically, Chapter 5 evaluates how expla-
nations in rule-based, visual, and textual formats affect user performance, understanding, trust,
and cognitive load when interacting with BO-generated recommendations.

Research Question: The outlined objectives are addressed through the following research
question:
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Figure 1.7: The user interface for the tuning consists of four main components (orange border):
1) The original recommendations of the AI in a table, showing which parameters are
fixed (grey background), and which are tunable (white background). 2) In-context-
help. 3) Sliders and text fields for user input. 4) The recommendations of the ad-
vanced AI system (Only present in the conditions with explanations, here as textual
descriptions). The sliders are set to the BO recommendations by default. Participants
need to tune the parameters to achieve a perfect, soft-boiled egg.
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RQ2. What is the effect of explanation format on user performance, perceived under-
standing, trust, users’ reliance, and the users’ task load?

Contributions: Chapter 5 primarily contributes insights into the human-centric impacts of BO
explanations through:

1. Empirical Contribution: A comprehensive, large-scale user study examining how three
distinct explanation formats, rule-based, visual, and textual, affect human interaction with
BO-generated recommendations (Figure 1.6). Conducted in a controlled yet realistic sce-
nario involving a system parameter refinement task, the study systematically measures user
task performance, perceived understanding, trust in the system, and cognitive workload
(Figure 1.7).

2. Practical Insights: The study provides evidence for the human-centred benefits of BO
explanations, highlighting that:

• Improved Performance: Users who received explanations found optimal solutions
more efficiently, requiring fewer trials compared to those without explanations.

• Enhanced Understanding and Trust: Participants consistently reported higher levels
of understanding and greater trust in the optimization recommendations when expla-
nations were provided.

• Minimal Cognitive Burden: Importantly, introducing explanations did not increase
cognitive load, demonstrating that thoughtfully designed explanations enhance decision-
making without overwhelming users.

• Flexible Explanation Formats: Performance and trust gains were consistent across
all three explanation formats (rule-based, visual, and textual), indicating flexibility in
explanation deployment based on user preferences or system constraints.

3. Conceptual Contribution: Chapter 5 expands current understanding of human–BO collab-
oration by empirically validating theoretical claims from XAI [167, 1, 143]. Unlike super-
vised machine learning scenarios typically studied in XAI, BO is characterized by sparse
and sequentially acquired data, opaque surrogate models, and dynamic sampling strategies.
In this chapter of the thesis, we explicitly demonstrate that, despite these unique challenges,
interpretability significantly enhances human–algorithm interaction in realistic parameter
refinement scenarios.

Chapter 5 systematically addresses RQ2 by empirically demonstrating that well-designed ex-
planations enhance not only the practical effectiveness of BO-assisted decision-making, but also
user-centric factors essential for successful human–algorithm collaboration [197, 186]. These
results underscore the practical value of the explanation methods developed in Chapter 3 and 4,
confirming their theoretical foundations translate directly into measurable human-centred benefits.

1.5.3 Chapter 6: The Human-in-the-loop Setting

While post-hoc explanations help experts interpret and refine BO recommendations after the opti-
mization process, many real-world applications require a more interactive mode of collaboration:
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Figure 1.8: Comparative explanations for preference selection in Preferential Bayesian Optimiza-
tion (PBO). It shows why the Decision Maker should select one sample and why the
Decision Maker should not select a sample.

where humans directly shape the optimization trajectory through iterative feedback [71]. This
interaction mode, commonly referred to as human-in-the-loop BO, is especially relevant when
the objective function is not explicitly defined, but instead reflects subjective or domain-specific
preferences that must be elicited from human decision-makers [1, 167].

Objective: Chapter 6 aims to support expert decision-making in preference-driven optimization
scenarios by developing explanations that clarify both input-level influences and outcome-level
trade-offs. In particular, it addresses the cognitive challenges of human-in-the-loop BO by design-
ing comparative explanations that help decision-makers understand why one candidate solution
should be preferred over another.

Context: Such settings are typical in fields like materials design, battery optimization, A/B
testing, and simulation-based system calibration, where multiple objectives are often in conflict,
and preferences are expressed over outcome configurations. In these cases, Preferential Bayesian
Optimization (PBO) is used to model latent utilities from observed pairwise choices [71]. While
PBO is effective in data efficiency, it introduces cognitive challenges: users may struggle to com-
prehend what trade-off they are making, how the optimizer interprets their preferences, or why a
given solution aligns better with their goals.

Research Question: The above objectives lead to the following research question:

RQ3. How can comparative explanations in PBO be designed to support expert
decision-making, particularly in terms of local interpretability and understanding
outcome-level trade-off?

Contributions: To address the RQ3, Chapter 6 introduces a new explanation method, Multi-
Output LOcal Narrative Explanation (MOLONE) with the following contributions:
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1. Methodological Contribution: Development of MOLONE, a novel comparative explana-
tion framework tailored to the PBO setting. Unlike prior methods that focus solely on input
feature attributions (e.g., CoExBO [1], ShapleyBO [167]), MOLONE offers local compar-
ative explanations that explicitly answer the question: Why should one sample be preferred
over another? [95]

2. Dual-Sided Explanation Design: MOLONE compares both (1) input-level importance to
reveal which parameters most distinguish the candidates, and (2) outcome-level importance
to highlight which objective trade-offs are most relevant to the user’s expressed preferences.
These comparisons are grounded in local neighbourhoods of the optimization landscape,
ensuring that explanations reflect the actual decision context (Figure 1.8).

3. Conceptual Contribution: MOLONE advances the design of explanations for PBO by
shifting from purely feature-centric attribution to outcome-aware, comparative, and context-
sensitive attributions. This fills a critical gap in human-in-the-loop optimization workflows,
where decisions are often driven by high-level trade-offs rather than isolated parameter
changes.

By answering RQ3, Chapter 6 establishes that comparative, outcome-grounded explanations
like MOLONE can enhance transparency and usability in PBO workflows. The method provides
a new form of human-in-the-loop support that helps decision-makers understand not only what to
choose, but why to choose.

1.6 List of Publications

This thesis is based on four publications.

Chakraborty, T., Wirth, C., & Seifert, C. (2023, September). Post-hoc rule based explanations for
black box Bayesian optimization. In European Conference on Artificial Intelligence Workshops
(pp. 320-337). (Chapter 3)

Chakraborty, T., Wirth, C., & Seifert, C. (2025, July). Explainable Bayesian optimization. In
The World Conference on eXplainable Artificial Intelligence 2025 (XAI-2025). (Chapter 4)

Chakraborty, T., Koelle, M., Schlötterer, J., Schlicker, N., Wirth, C., & Seifert, C. (2025). Ex-
planation format does not matter; but explanations do–An Eggsbert study on explaining Bayesian
optimisation tasks. arXiv preprint arXiv:2504.20567. (Accepted in Springer Information System
Frontiers journal) (Chapter 5)

Chakraborty, T., Wirth, C., & Seifert, C. (2025, July). Comparative Explanations: Explanation
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T HE study of XBO draws on concepts from optimization theory, probabilistic modelling,
preference learning, and the field of XAI. In particular, the methodological contribu-
tions of this thesis span BO of black-box functions using a GP based surrogate, PBO,

and human-centric XAI. This chapter presents the necessary background for understanding and
contextualizing the problem of explainable BO.

2.1 Optimization of Black-box Functions

In black-box optimization, the objective function, the mapping from an input configuration to
a scalar value representing its quality or performance, is not available in closed form and can
only be evaluated at specific inputs. Each evaluation may be costly, noisy, or time-consuming,
for example when it involves running complex simulations, conducting physical experiments, or
collecting human feedback [66]. Such problems occur in domains like engineering, robotics,
materials science, and user-centred systems, where gradient information is unavailable, making
gradient-based optimization infeasible [118]. These tasks are often high-dimensional, non-convex,
and multi-modal, and are usually solved under strict evaluation budgets, where the goal is to find
high-performing solutions using as few evaluations as possible [187].

Formally, let X denote the feasible set of candidate solutions and f : X → R the objective
function to be minimized. The optimization problem can be stated as:

x∗ = argmin
x∈X

f(x) (2.1)

subject to an evaluation budget T . At iteration t, the collected dataset is:

Dt = {(xi, yi)}ti=1 (2.2)

where

yi = f(xi) + ϵi (2.3)

and ϵi denotes observation noise. The task is to select query points x1, . . . ,xT so as to mini-
mize f(x∗) within the budget. We assume that f is bounded and continuous over X , ensuring
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the existence of at least one minimizer x∗ [10]. No assumptions are made about convexity or
differentiability, and the function structure remains unknown [10].

Surrogate optimization: When direct evaluation of an objective function is expensive, noisy,
or otherwise impractical, optimization can be accelerated by replacing the true function with a
more computationally tractable approximation known as a surrogate model [56]. The objective
function is the real, underlying process we seek to optimize, often a black-box system that maps
a set of decision variables in the input space to a scalar measure of performance or quality. In
contrast, the surrogate model is a learned approximation of this mapping, trained on a finite set
of observed input–output pairs. By emulating the objective function’s behaviour over the input
space, the surrogate can provide fast performance predictions without incurring the full cost of
real evaluations. The construction of a surrogate typically involves two stages: (i) sampling the
objective function at selected points in the input space to generate training data, and (ii) fitting the
surrogate model to capture the underlying relationship between inputs and outputs. Optimization
is then performed on the surrogate, which is periodically updated with additional true evaluations
to maintain accuracy as the search progresses. By shifting most of the optimization effort to this
inexpensive model, surrogate-based optimization enables efficient exploration and exploitation
of the input space, reducing the number of costly evaluations needed to converge to high-quality
solutions. This framework forms the foundation for more specialized approaches such as Bayesian
Optimization.

Formally, surrogate optimization methods replace expensive evaluations of f with a computa-
tionally cheaper approximationM [81]. Given a dataset Dt = {(xi, yi)}ti=1 of observed inputs
and outputs, the surrogate modelMt is fit to approximate f and is used to guide the selection of
future evaluation points according to a predefined search strategy [81].

2.1.1 Bayesian Optimization (BO)

BO is a special case of surrogate-based optimization that uses a probabilistic model to repre-
sent both the predicted performance of the objective function and the uncertainty in those predic-
tions [66]. At each iteration, BO uses this model to identify the most informative next evaluation,
balancing the exploration of uncertain regions with the exploitation of areas expected to yield good
performance [187]. Its sample efficiency makes it particularly suited to optimization tasks where
each evaluation of the objective is expensive, noisy, or otherwise limited [187].

We build on the black-box setup in (2.1) and (2.3).

We consider the goal of finding the global minimum of an unknown black-box function f within
a bounded input domain X ⊂ Rd. X is initialized as a hyper-rectangular search space:

S =
{
x ∈ Rd : lbj ≤ xj ≤ ubj , ∀j ∈ {1, . . . , d}

}
,

with lbj and ubj denoting the lower and upper bounds of the j-th dimension, respectively.

At iteration t, we have the dataset Dt. BO maintains a probabilistic surrogate posterior p(f |
Dt) and selects the next evaluation by optimizing an acquisition function that depends on this
posterior [187, 66]. The acquisition function plays a central role in BO by quantifying the utility
of sampling at a particular point [65].

In the common GP-based instantiation of BO, the surrogate modelM is specified as a GP with
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mean function m(·) and positive semidefinite kernel kθ(·, ·) parametrized by hyperparameters θ.
The observation model follows (2.3) with i.i.d. Gaussian noise ϵi ∼ N (0, σ2) [163].

Let Kt ∈ Rt×t with [Kt]ij = kθ(xi,xj), kt(x) = [kθ(x1,x), . . . , kθ(xt,x)]
⊤, and yt =

[y1, . . . , yt]
⊤. The GP posterior predictive mean and variance are:

µt(x) = m(x) + kt(x)
⊤(Kt + σ2I

)−1(
yt −mt

)
, (2.4)

σ2
t (x) = kθ(x,x)− kt(x)

⊤(Kt + σ2I
)−1

kt(x), (2.5)

where mt = [m(x1), . . . ,m(xt)]
⊤ [163].

An acquisition function αt : X → R is defined from the surrogate posterior (e.g., via µt, σt) [187]:

αt(x) = α
(
x; p(f | Dt)

)
, (2.6)

xt+1 = argmax
x∈X

αt(x). (2.7)

The new observation is acquired and the dataset updated:

yt+1 = f(xt+1) + ϵt+1, ϵt+1 ∼ N (0, σ2), (2.8)

Dt+1 = Dt ∪ {(xt+1, yt+1)}. (2.9)

Algorithm 1 Bayesian Optimization

1: Input: initial dataset D0, surrogate modelM (e.g., GP with m, kθ), acquisition function α,
budget T

2: for t = 0 to T − 1 do
3: Fit/update surrogateMt using Dt to obtain p(f | Dt) (e.g., (2.4)–(2.5))
4: xt+1 = argmaxx∈X α

(
x; p(f | Dt)

)
(Select next point cf. (2.7))

5: yt+1 = f(xt+1) + ϵt+1 (Evaluate objective function cf. (2.8))
6: Dt+1 ← Dt ∪ {(xt+1, yt+1)} (Update dataset cf. (2.9))
7: end for
8: Return: argmin(xi,yi)∈DT

yi

Assumptions specific to BO include a bounded domainX , a finite budget T , and the observation
noise model in (2.3) [187]. While the noise exists in the formalization of BO, we do not deal with
noise specifically in our explainability methods. We assume the BO is able to mitigate that by
design. For the GP, the kernel kθ is positive semidefinite and hyperparameters θ is estimated from
Dt [163]. No convexity or differentiability of f is required; BO relies on the surrogate posterior
and acquisition optimization (2.7), which may be solved approximately in practice [187].

2.1.2 Scalability of Gaussian Processes

GPs are a common choice of surrogate model in BO due to their flexibility and calibrated uncer-
tainty estimates [163]. However, their exact inference scales cubically with the number of obser-
vations t, requiring O(t3) time for kernel matrix inversion [163]. This becomes a bottleneck in
large-scale settings, and high-dimensional inputs exacerbate computational costs while reducing
model expressiveness due to the curse of dimensionality [17].
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Several scalable GP variants address these limitations. Sparse GPs use a set of m≪ t inducing
points to approximate the posterior, reducing complexity to O(tm2) [162]. Variational sparse
GPs further improve scalability by enabling mini-batch training [64]. In high dimensions, additive
GPs decompose the function into lower-dimensional components [48], while structured kernels
and input embeddings can help maintain expressiveness. These adaptations preserve many of the
benefits of GPs while making them more suitable for large-scale or high-dimensional BO tasks.
Our explainability methods operate under the assumption that scalability challenges have been
addressed before the explanation generation stage.

2.2 Preferential Bayesian Optimization (PBO)

In some optimization settings, the objective function f from (2.1) is not directly observable: in-
stead of real-valued evaluations, the only available feedback is comparative. Given two inputs
xa,xb ∈ X , the system receives a binary preference indicating which is preferred. This scenario
arises, for example, in human-in-the-loop tuning, where a user can reliably state which configu-
ration performs better but cannot provide a numerical score [71, 9]. PBO extends BO to leverage
preference-based feedback, optimizing the latent objective.

The optimization problem is given as:

x∗ = argmin
x∈X

f
(
g(x)

)
, (2.10)

where g : Rd → Rk is a black-box function generating multi-output outcomes from inputs x,
and f : Rk → R is an unknown mapping from these outcomes to a scalar utility that encodes the
decision-maker’s implicit preferences. The composite function f(g(x)) is not directly accessible,
making explicit optimization infeasible.

Instead, the decision-maker compares two candidate outcomes g(xa) and g(xb), providing bi-
nary preference feedback:

f(g(xa)) ≥ f(g(xb)) ? xa : xb.

This feedback indirectly informs the optimizer about f , enabling iterative refinement of the search
towards x∗.

Formally, let f : X → R be an unobserved latent utility function. Instead of noisy scalar
observations as in (2.3), the dataset at iteration t consists of comparisons:

Dt = {(xa
k,x

b
k, rk)}tk=1, rk ∈ {0, 1}, (2.11)

where rk = 1 denotes that xa
k is preferred over xb

k, and rk = 0 otherwise.
Following [71], preferences are modelled as Bernoulli random variables with a probit link.

A Bernoulli random variable models a binary outcome, taking the value 1 with probability p

(“success”) and 0 with probability 1− p (“failure”) [49] :

r | xa,xb, f ∼ Bernoulli
(
π(xa,xb)

)
, (2.12)

π(xa,xb) = Φ

(
f(xa)− f(xb)√

2 ηpref

)
, (2.13)
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where Φ(·) is the standard normal cumulative distribution function and ηpref > 0 controls prefer-
ence noise. Preference noise models the inconsistency in observed preferences, representing the
probability of deviations from the choice implied by the latent utility difference [71].

The latent utility function f is modelled by the surrogateM, most commonly a GP prior [163]:

M := GP(m(·), kθ(·, ·)), (2.14)

with mean function m and kernel kθ. Since the preference likelihood in (2.13) is non-Gaussian,
the posterior over f cannot be computed analytically. Approximate inference is therefore required,
with Laplace approximation being a common choice [163].

An acquisition function αt : X × X → R is defined over pairs and guides query selection:

(xa
t+1,x

b
t+1) = argmax

(xa,xb)∈X 2

αt(x
a,xb), (2.15)

after which the resulting preference outcome rt+1 is obtained and the dataset updated:

Dt+1 = Dt ∪ {(xa
t+1,x

b
t+1, rt+1)}. (2.16)

Algorithm 2 Preferential Bayesian Optimization (PBO)

1: Input: initial comparison datasetD0 = {(xa
k,x

b
k, rk)}

t0
k=1, surrogate modelM=GP(m, kθ),

preference likelihood (probit, ηpref ), pairwise acquisition αt : X × X→R, budget T
2: for t = 0 to T − 1 do
3: Fit surrogateMt with Dt to obtain an approximate posterior p(f | Dt)

4: Compute the pairwise win probability πt(x
a,xb) (2.13)

5: (xa
t+1,x

b
t+1) = argmax(xa,xb)∈X 2 αt

(
xa,xb; p(f | Dt)

)
(Select next duel)

6: Present outcomes g(xa
t+1) and g(xb

t+1) to the decision-maker and record preference
7: Dt+1 ← Dt ∪ {(xa

t+1,x
b
t+1, rt+1)} (Update dataset)

8: end for
9: Return: current winner x̂T

In the standard GP-based PBO formulation [71], preferences are modelled using a latent utility
function f and a stochastic link function, which induces the following assumptions:

• Conditional independence: given the latent utilities, each comparison outcome depends
only on the corresponding utility difference and is independent of all other comparisons [71].
This follows from the likelihood factorizing over pairwise terms, enabling tractable infer-
ence.

• Homoscedastic preference noise: the variability in preference judgments is assumed con-
stant across the domain, represented by a single noise parameter ηpref [71]. While this
simplifies parameter estimation, it may not hold in scenarios where some regions of the
search space induce more ambiguous preferences [190].

• Transitivity of preferences: because each input x is assigned a scalar utility f(x), the
induced ordering is always transitive (e.g., f(xa) > f(xb) and f(xb) > f(xc) implies
f(xa) > f(xc)) [202]. This ensures the optimization problem is well-posed, but it excludes
cyclic or intransitive preference structures that can occur in practice [202].
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2.3 Explainable Artificial Intelligence

XAI has emerged as a vital response to the increasing opacity of modern Artificial Intelligence
(AI) systems [8]. At its core, XAI encompasses principles, models, and techniques aimed at
rendering AI system behaviour and decision-making processes intelligible to humans. This need is
particularly acute in high-stakes domains such as healthcare, law, and autonomous systems, where
unexplained or opaque decisions can undermine trust and lead to catastrophic consequences [173].
The aim is not only to decode the internal mechanics of models but also to enhance human trust,
accountability, and collaboration [171, 103].

Historical relevance: Historically, interpretability in AI predates the current wave of machine
learning. Early expert systems were rule-based and transparent by construction [30]. However,
with the rise of high-performing but opaque models such as neural networks and ensemble meth-
ods in the 2010s, interpretability became a central research challenge [181]. These so-called
“black-box” systems introduced complexity that made it increasingly difficult for users, devel-
opers, and regulators to understand model decisions.

Modern-day XAI: The opacity of high-performing neural networks catalysed the development
of post-hoc, model-agnostic methods designed to bridge the interpretability gap. Two landmark
examples are Local Interpretable Model-agnostic Explanations (LIME) [164] and SHapley Ad-
ditive exPlanations (SHAP) [121]. LIME approximates the model locally with an interpretable
function (often a sparse linear model) to attribute feature contributions for a specific prediction.
SHAP leverages Shapley values from cooperative game theory to allocate feature importance in a
theoretically grounded way. While widely adopted due to their accessibility and generality [177],
these methods face notable criticisms: SHAP can be computationally expensive and sensitive to
correlated features, whereas LIME can produce unstable results depending on sampling and kernel
parameters [192, 4]. More fundamentally, both are post-hoc methods and therefore disconnected
from the model’s true decision-making process [173].

2.3.1 Human-centred XAI

Since explanations are meant for humans, researchers also started focusing on human-centric as-
pects of explanations. Lipton [116] emphasized the lack of a unified definition of interpretability
and the ambiguity in its use across disciplines. Miller [128], drawing from social sciences, argued
that explanations should be framed from the user’s perspective, highlighting key properties such as
contrastiveness (why this outcome instead of another?), selectivity (focusing on the most relevant
causes), and social interactivity (tailoring explanations to the explainee’s context). These insights
align with methods such as counterfactual explanations [204], which present “what-if” scenarios,
and contrastive explanations [129], which directly compare alternatives.

Rule-based approaches have also regained traction for their cognitive alignment with human
reasoning. Methods such as RuleFit [59] and Anchors [165] produce if-then rules that can be artic-
ulated, verified, and mentally simulated. Vilone and Longo [201] stress that rule-based methods,
due to their syntactic simplicity, are especially suited for applications demanding transparency,
contestability, and trust.
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2.3.2 Explanation Evaluation

Alongside the above methodological advances, frameworks for evaluating explanation quality
have emerged. Doshi-Velez and Kim [45] proposed three evaluation modes: functionality grounded
(quantitative fidelity metrics), human grounded (user studies with simplified tasks), and applica-
tion grounded (evaluation in real-world deployments). Hedström et al. [85] developed Quantus, a
library of standardized metrics for benchmarking XAI methods. Roscher et al. [170] emphasize
that in scientific and engineering contexts, explanations should also support causal reasoning and
model validation. Nauta et al. [141] consolidate these ideas into 12 metrics spanning algorithmic
fidelity and human-centred qualities.

2.3.3 XAI in the Context of Bayesian Optimization

While XAI is often discussed in the context of classification or generic regression, many of its
principles extend to black-box optimization settings, including BO. In BO, explanations can tar-
get different aspects of the optimization process. One important aspect is explaining the search
space, by providing interpretable summaries of which regions of X have been explored and which
remain uncertain. For example, visual and statistical summaries have been proposed to make the
exploration–exploitation trade-off more transparent to human operators [1, 168, 132, 213]. An-
other aspect is explaining the generating function, which involves clarifying how the surrogate
M models the latent objective f and how model parameters influence predictions. This includes
explaining Gaussian Process Regression (GPR) surrogates via local and global feature relevance
or uncertainty decomposition [73]. Finally, explanations can focus on decision policies, making
acquisition function choices interpretable, such as why a certain xt+1 was selected over alterna-
tives. Recent work has investigated human-centred acquisition explanations that account for both
the modelled objective and the decision-maker’s preferences [143].

Connections to regression-based XAI: Many BO implementations, including those consid-
ered in this work, use a GPR surrogate, creating a natural link to explanation methods developed
for regression models [31, 183, 123]. However, directly applying regression-focused XAI tech-
niques to BO is non-trivial due to several fundamental differences between the two settings. In
regression, uncertainty quantification is not always central to the task, whereas in BO, it is essen-
tial for guiding exploration-exploitation trade-offs [112, 66]. The explanatory target in regression
may not be explicitly tied to the model’s utility, while in BO, the focus is on explaining the es-
timated utility landscape [112, 187]. Search space exploration in regression involves analysing
the dataset without prioritization, whereas BO actively prioritizes costly evaluations in promising
regions [187]. Regression typically operates on a fixed, historic dataset, while BO iteratively se-
lects new data points, often biased towards regions of high expected utility [112, 66]. Finally, the
problem domains differ: regression seeks to generalize across the entire input space, while BO
aims to locate the maximal utility point without necessarily achieving global generalization [112,
66]. These differences motivate the adaptation or redesign of explanation techniques to meet BO’s
iterative, uncertainty-driven, and utility-focused nature.

From XAI foundations to XBO: From the foundations reviewed above, the necessary building
blocks for explaining BO are in place. We now move to rule-based explanations for BO, intro-
ducing RXBO in the next chapter as the first method to express the BO posterior in the form of
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human-interpretable rules.
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R ULE-based explainability methods have been widely applied in supervised machine
learning, but black-box optimization algorithms have so far received little attention
from the XAI community. In particular, BO relies on GP surrogates to approximate

unknown objective functions, yet these internal models remain opaque to human experts. This
limits transparency and hinders the integration of expert knowledge into practical optimization
workflows.

In this chapter, we introduce RX-BO, a framework that generates distribution-aware, post-hoc
explanations for BO. RX-BO leverages the GP surrogate’s approximation and uncertainty esti-
mates to extract interpretable IF–THEN rules that highlight parameter ranges and outcomes. The
framework uses a hierarchical agglomerative clustering procedure, based on pairwise Mahalanobis
distances and the Ward criterion, to produce candidate rule sets. It further applies quality metrics
such as support, coverage, and confidence to select explanations that are both meaningful and
actionable for domain experts.

We evaluate RX-BO on a benchmark optimization problem and six Hyperparameter optimiza-
tion (HPO) tasks involving classification and regression models across two datasets. The re-
sults demonstrate that RX-BO achieves higher rule confidence and finer granularity control than
decision-tree baselines and existing rule-based XAI methods. Additionally, RX-BO introduces a
likelihood-based interestingness measure to prioritize explanations most relevant to user decision-
making. This chapter establishes a foundation for explainability in BO and was published in [27].
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3.1 Introduction

Recent advances in XAI have significantly enhanced transparency and interpretability in complex
AI systems [176]. Developments in rule-based approaches, model-agnostic methods, and visual
explanations have collectively improved user understanding, trust, and compliance with ethical
and regulatory standards [181]. However, a notable gap persists concerning explainability tailored
explicitly to black-box optimization algorithms, particularly BO.

BO is a sequential, model-based optimization approach, typically employing GPs, to efficiently
identify optimal solutions within a constrained number of evaluations [66]. Its efficacy and versa-
tility have established BO as indispensable in numerous complex applications, including parameter
optimization [195, 187] across diverse domains such as automotive engineering [101], aerospace
engineering [109], and machine learning [96, 199].

In practical industrial settings, particularly in cyber-physical system tuning, optimization fre-
quently involves adapting systems to specific environmental conditions. Manual tuning of these
parameters is costly, time-intensive, and prone to errors, underscoring the necessity for effec-
tive optimization algorithms like BO. Additionally, clearly communicating optimization outcomes
to engineers, who may not possess advanced data science expertise, becomes essential in these
safety-critical scenarios [214]. An effective explanation method would ideally highlight not only
optimal parameter values but also viable parameter ranges, enabling engineers to efficiently narrow
down and refine subsequent optimization efforts. Despite its critical importance, explainability
for BO remains underdeveloped, thereby motivating the development of dedicated explainability
methods for BO tasks.

Directly applying current XAI techniques [181] to BO is unsuitable due to inherent differences
between the two approaches.

First, XAI methods typically assume access to large, uniformly distributed datasets, such as
labelled images in computer vision or structured tabular data in credit scoring, on which models
are trained and explanations are derived. In contrast, BO operates under severe data constraints:
evaluations are expensive (e.g., running a physical experiment, performing a high-fidelity simula-
tion, or deploying a candidate configuration on a real system), and the data is sparse and biased
toward high-performing regions identified during the optimization process [66]. For example, in
optimizing an aerospace hull design, only a few simulation runs can be afforded, and these tend
to focus on regions already suspected to yield good aerodynamic performance. This makes stan-
dard data-hungry XAI methods inapplicable. Moreover, because BO is inherently adaptive and
data-efficient, the training data available at any time reflects a biased and incomplete picture of the
underlying black-box function, making general-purpose XAI tools misleading if applied naïvely.

Second, the interaction paradigm in BO is fundamentally different. Supervised learning work-
flows are typically static, once a model is trained, it makes predictions independently of the user,
and XAI is used to explain or justify these fixed outputs [181]. BO, by contrast, is often interac-
tive and iterative. Experts may intervene after the optimization has converged (post-hoc) [101],
or provide feedback during the process (human-in-the-loop) [71]. For instance, in engine cal-
ibration, engineers might iteratively reject/refine certain BO-generated suggestions or guide the
search based on qualitative feedback about noise, drivability, or unmodelled system behaviour.
This necessitates explanations that are responsive to the current optimization state and capable
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of supporting iterative human–algorithm dialogue [1], something standard XAI methods are not
designed to accommodate.

Third, the purpose of explanation in BO differs fundamentally from that in supervised learn-
ing. In supervised tasks, explanations are typically retrospective: they aim to justify or interpret a
model’s known decision, e.g., why a medical model predicted a tumour to be malignant with 70%
confidence [181]. In BO, however, the final result is not known to either the human or the algo-
rithm, and the explanation must instead support ongoing optimization efforts to guide the search
process as best as possible [187]. Users need to understand the current recommendation not as a
fixed verdict, but as a proposal generated by a probabilistic model with specific beliefs and un-
certainties [1, 143]. For example, in tuning a robotic controller, the expert needs to understand
whether BO’s current recommendation balances speed and stability adequately, or which param-
eters are already confidently optimized and which remain uncertain. Thus, BO explanations must
go beyond explaining a prediction, they must explain the surrogate model, what it has learned
about the underlying black-box function, and how that knowledge guides current and future deci-
sions.

To effectively accommodate these unique characteristics, the thesis identifies four foundational
requirements that guide the design of explainability methods for BO. Derived from BO’s intrinsic
properties, XAI literature, and limitations of current explanation techniques, these requirements
serve as guiding principles rather than an exhaustive checklist:

1. Surrogate transparency: explain what the surrogate has learned about the black-box func-
tion, including inferred input–output relationships [181, 122].

2. Uncertainty communication: convey the model’s confidence across the search space, high-
lighting both trusted and uncertain regions [16, 31].

3. Local interpretability: provide fine-grained explanations around current recommendations
to support expert validation, critique, and refinement [175, 164].

4. Human-centric design: support common expert tasks in BO, such as post-hoc adjustment
and preference-driven feedback, through explanations that are accessible, task-relevant, and
aligned with expert reasoning [128, 141].

Current explainability frameworks do not sufficiently satisfy these criteria. To bridge this gap,
we propose RX-BO, a novel post-hoc explainability framework explicitly designed for black-box
BO applications. RX-BO leverages the GP surrogate model inherent in BO to generate intuitive
and actionable IF-THEN rules for end users. The method also introduces a hyperparameter, ts,
enabling control over rule coverage and granularity. For empirical validation, we employ HPO
tasks in AI [217] as proxies due to the unavailability of public datasets for cyber-physical system
tuning.

The chapter makes three primary contributions. First, RX-BO is introduced as a novel expla-
nation framework explicitly tailored to address the identified explainability requirements. Second,
through rigorous empirical evaluations, RX-BO is demonstrated to outperform baseline methods,
including decision tree-based approaches [125, 77, 60] and the RuleXAI method [123], in terms of
rule confidence and rule support, establishing its efficacy for HPO tasks. Third, an ablation study
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illustrates that increasing the hyperparameter ts reduces rule length and simultaneously enhances
explanation interestingness.

3.2 Related Work

The domain of XAI has witnessed the emergence of various methods aimed at elucidating black-
box models. In this Section, we review common rule-based XAI techniques and post-hoc ap-
proaches for application in BO domain and discuss why they cannot be directly applied to BO.

Rule-based XAI techniques provide definitive and intuitive rules humans can readily com-
prehend, thus promoting transparency and understanding of the underlying decision logic [203].
Anchors [165, 207], counterfactuals [74, 68, 133], and decision trees [125, 77], offer transpar-
ent and interpretable representations of the decision-making process. However, these rule-based
explanations are designed for categorical targets. While Rule XAI [123] is a rule-miner for regres-
sion cases, it does not incorporate uncertainty and cannot be directly applied to BO.

Post-hoc approaches like LIME [164] and SHAP [122, 121] aim to provide explanations that
are model agnostic, enhancing their versatility. Model-specific explanations, such as concept high-
lights [137, 127] and GradCAM [185, 26], leverage gradients and visualizations to enhance inter-
pretability. While the aforementioned XAI methods share the goal of explaining black-box mod-
els, they are not suitable when applied to BO, as they do not explain the full input space but rather
find features that maintain a decision boundary.

Existing literature on explaining black-box optimization methods is limited, with Moosbauer
et al. [132] utilizing partial dependence plots for HPO. However, these plots are complex and
require expert knowledge for interpretation. We draw inspiration from rule-based explainability
models, particularly the work by Amoukou et al. [5], which generates rule sets for regression tasks
but lacks the incorporation of uncertainty. Additionally, we draw ideas from the conversion of
classification models to decision trees [61, 37].

In summary, no existing methods satisfy all the requirements for BO explainability.

3.3 Background on Hierarchical Agglomerative Clustering

Hierarchical Agglomerative Clustering (HAC) [135] groups data points into clusters by itera-
tively merging the closest pairs, starting as individual clusters and visualized via a dendrogram.
The linkage matrix records each merger, noting the merged clusters, their distance, and the new
cluster size. Ward’s criterion, a variant of HAC, minimizes within-cluster variance by merging
clusters that least increase the total variance, producing compact clusters. This is quantified as
∆V (A,B) = |A|·|B|

|A|+|B| · ∥Ā− B̄∥2, where |A| and |B| are the sizes, and Ā and B̄ the centroids of
clusters A and B [212, 136].

3.4 Methodology

In this section, we formulate the problem setting, describe RX-BO, and our design choices.

26



3.4.1 Problem Setting & Approach

We consider a standard BO formulation (cf. 2.1.1). The GP surrogate allows us to construct a pos-
terior distribution over f given observed data. We would like to explain the posterior distribution
of the GP which represents the approximation of the black-box objective function. The goal is to
find a rule list ρ that can effectively explain the GP posterior distribution.

To explain the posterior distribution, we divide the distribution into smaller areas based on the
GP uncertainty to construct rules for each area, which allows us to approximate the distribution
well. RX-BO assumes a completed BO procedure on an optimization problem, access to the final
learned GP model, and the search space.

3.4.2 Rule based Explanations for Bayesian Optimization (RX-BO)

RX-BO first constructs an explanation set over a bounded space. Then it generates a set of candi-
date rules based on uncertainty, which is filtered to relevant rules. Rule quality metrics allow the
ranking of rules and the generation of the final explanations. We explain the steps in detail in the
following, a concise overview is given in Alg. 3.

A rule from RX-BO is a textual representation of concatenation of antecedent ρi⊣ and consequent
ρi⊢:

Rule i:
IF x1 : [lbx1, ubx1], ..., xn : [lbxn, ubxn]
THEN UTILITY (lby, uby)

where lb and ub are lower bounds and upper bounds of each dimension of the input space respec-
tively, and “UTILITY" is the utility range where the rule is valid.

1. Construction of an Explanation Set over a Bounded Space:

In BO all generated samples are used in the training phase of BO. A test set is not available in
standard BO procedure. Thus, to create an explanation dataset, additional samples are generated
by uniformly sampling the search space. Samples are then represented as sampled set Xe which
is the union of the train set X and uniformly sampled instances from the search space U(S), then
the GP is queried with Xe in prediction mode to obtain the posterior distribution over i runs Yi

e =

GPpredict(Xe). The posterior distribution then is represented by the vectors of mean µ = m(Ye)

and standard deviation σy = σ(Ye). Then the explanation dataset is E = [Xe;µ;σy].

2. Construction of Candidate Rule Set based on Uncertainty:

First, pairwise Mahalanobis distance computation over the dataset E is computed and represented
as Edist. Then, hierarchical agglomerative clustering based on Ward criterion is employed on
Edist. This generates several clusters, which represent all possible rules that can be generated
from the dataset E. HAC generates multiple rules that cover the same space with different degrees
of specificity which results in a rule list ρall containing highly specific rules with very low coverage
and highly general rules (one rule for the entire space).
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Algorithm 3 RX-BO Algorithm
Require: X,S, Nsamples, Psamples, ts

1: procedure RX −BO(X,S, Nsamples, Psamples, ts)
2: Xe ← X

⋃
U(S, Nsamples)

3: for i ∈ Psamples do
4: Yi

e ← GPpredict(Xe)

5: end for
6: µ← m(Ye)

7: σy ← σ(Ye)

8: E← [Xe;µ;σy] ▷ 1. Creating explanation set over bounded space
9: Edist ← pdist(E) ▷ 2. Computation of pairwise distance

10: ρ⊣, ρ⊢ ←Ward(E,Edist, ts) ▷ (2,3) Proposal & selection of rules
11: for i in ρ⊣ do ▷ 4. Metrics Computation for every rule in rule list
12: ρitemp ← find(Xe ∈ [ρi⊣; ρ

i
⊢]) ▷ Find samples from Xe that agree to a rule

13: Ri ← max(likelihood(GPpredict(ρ
i
temp))) ▷ Computing relevance

14: Ci ← ECDF (ρi⊣,Xe) ▷ Computing ECDF for Coverage
15: Si ← ECDF ([ρi⊣; ρ

i
⊢], [Xe;µ]) ▷ Computing ECDF for Support

16: ζi ← Si/Ci ▷ Computing Confidence
17: αi ← weightedSum(Ri, Ci, Si, ζi) ▷ Computing Interestingness
18: end for
19: ρ← SortRules([ρi⊣; ρ

i
⊢], α) ▷ 5. Explanation ranking

20: return ρ

21: end procedure

3. Filtering of Candidate Set to Relevant Rules:

From candidate rule list, we filter out rules that are in the middle, i.e. not highly specific as well
as not highly general. We use a threshold ts over the HAC dendrogram to group data points that
are in close proximity. By tuning this parameter, we can control the specificity of the rules.

For a lower dimensional optimization problem, the threshold ts can be tuned with the aid of a
dendrogram as well. For a higher dimensional problem, this visual aid is complex but still helpful
(cf. Sec. 3.4.4).

4. Computing Rule Quality Metrics:

Applying the threshold results in the final rule list ρ which needs to be ranked based on their
interest to the end user. To do this, first, we identify interesting areas of the posterior space. We
define this area of interest as a space in the posterior distribution where the samples have a high
likelihood of being the optimal point because such areas indicate regions of the parameter space
that are likely to yield better outcomes or optimal solutions. This can be identified by taking
the maximum of the log-likelihood of the examples that satisfy a rule. Let the log-likelihood of
examples that satisfy a rule be ls, and the log-likelihood of the overall dataset be represented by l.
The relevance metric then is defined as

Rρi = maxls∈l(ls) (3.1)

Detailed computation of log likelihood l = log p(y|X) is given in [163, Chapter 2].
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Furthermore, probabilistic area-based metrics such as coverage, support, and confidence are
calculated as well. These metrics, commonly used in traditional rule mining literature, provide
measures of the quality and significance of the rules [216]. Coverage represents the extent to
which the rule covers the posterior distribution,

C = P (ρ⊣) =
Nρ⊣

N
(3.2)

where Nρ⊣ represents the |E| satisfying ρ⊣ part of a rule and N represents the total |E|. Support
indicates the overlap between ρ⊣ and ρ⊢ parts of the rule,

S = P (ρ⊣ ∩ ρ⊢) =
Nρ⊣∩ρ⊢

N
(3.3)

where Nρ⊣∩ρ⊢ represents the |E| satisfying both the antecedent and consequent parts of a rule and
N represents the total |E|. Confidence is the ratio of support to coverage

ζ = P (ρ⊣|ρ⊢) =
S

C
(3.4)

The aforementioned metrics are calculated using empirical cumulative probability distribution
computation [42], offering insights into the areas covered by each rule relative to the entire dataset.
Finally, a weighted sum of relevance, support, coverage, and confidence metrics is computed to
derive an interestingness rule induction metric, defined as

α = w1 ∗R+ w2 ∗ S + w3 ∗ C + w4 ∗ ζ (3.5)

The ranges of all metrics are in between (0,1]. Currently, the weights are manually set, allowing
the data scientist to divide the overall weight of 1 among the 4 weight values. We recommend
putting more weight on R to make sure the metric captures the interesting regions with priority.
But for use cases where it is not a priority, an equal weight of 0.25 can be set for all.

5. Rank Rules and Generate Final Explanations:

The rules are sorted based on the interestingness metric Eq. 3.5, and a global explanation is pro-
vided. For local explanations, the method matches the user’s provided parameter set with the
global rules to identify the applicable rule to display as an explanation. RX-BO responds to
user queries with arbitrary parameter sets outside the defined search space S by stating “no rules
found", maintaining consistency and avoiding erroneous results.

3.4.3 Design Choices

This section discusses in detail our design choices for RX-BO.

Choice of Clustering Method:

HAC with Ward criterion is widely used for finding clusters of data that have minimum variance.
It produces compact, evenly-sized clusters, making it suitable for datasets with varying sizes and
shapes [136]. The Ward criterion is relevant in the context of explainability in BO as it captures the
underlying data distribution by dividing the posterior into smaller subspaces where each subspace
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has similar characteristics. It identifies different levels of uncertainty present in the posterior
distribution and relies on that to cluster samples together. By using the Ward criterion, rules can
be generated to capture the entire space by focusing on the model’s uncertainty within smaller
areas. The method also allows control over rule granularity by setting a distance-based threshold
determining the optimal size of smaller areas for rule generation. However, there are drawbacks.
The Ward criterion only works with continuous data, requiring one-hot encoding for categorical
inputs and resulting in longer rules. Additionally, the choice of threshold ts affects rule specificity,
resembling the challenge of finding optimal clusters in unsupervised learning.

Choice of Rule based Explanations:

Rule based explanations in BO done with RX-BO are faithful by design. Firstly, RX-BO operates
by sampling within the bounded search space S to generate explanations. As a result, the expla-
nations remain faithful to this bounded space. Even if the samples within S are perturbed, it does
not affect the explanations provided by RX-BO. Secondly, traditional fidelity computation meth-
ods, i.e. Fidelity = 1

N

∑N
i=1

|f(xi)−f̂(xi)|
max(f(xi),f̂(xi))

, where N is the number of evaluation points, f(xi)

represents function output at location xi and f̂(xi) is the explanation based prediction at location
xi, rely on explicit decision boundary. It is not relevant in the context of BO. BO does not rely
on defining explicit decision boundaries. Instead, RX-BO focuses on capturing the optimization
space. This ensures that the explanations generated by RX-BO faithfully represent the model’s
behaviour within the bounded region.

3.4.4 Illustrative Example

Given an example black-box objective function as defined in the Bayesian Optimization Python
library, f(x) = e−(x−2)

2
+ e−(x−6)

2/10 + 1
x2+1

the goal is to find the value of x that maximizes
f(x) [148]. We set parameters Nsamples = 1000 & Psamples = 500.

Figure. 3.1 (a), (b) visually represents the black-box function and the completed BO process.
The figure highlights the optimal region with low uncertainty, while the other regions display
higher uncertainty. The complete optimization results can be seen here with red marks over the
points evaluated by BO while exploring the function space. Figure. 3.1 (c) represents the posterior
distribution with an augmented explanation set, which is the approximation of the learned data
distribution. In Figure. 3.1 (d), the generated dendrogram is depicted, and threshold ts is marked
at 5. In this dendrogram, moving up the Y axis indicates greater separation between clusters.
Reducing the tree to some height, different numbers of clusters can be formed, i.e. control the
rule specificity visually. In RX-BO, the dendrogram can act as an aid for threshold ts tuning in
lower dimensional problems. In higher-dimensional cases, it can be complex but helpful. Finally,
Figure. 3.1 (e) represents the rule rectangles over the complete space. These rectangles are then
transformed into textual rules for the end user.

3.5 Evaluation

To gain an understanding of RX-BO in practical scenarios, we evaluated RX-BO on a toy opti-
mization problem and on real-world machine learning tasks. The tasks involve HPO with BO for
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(c) (d)

(e)

Figure 3.1: In (a,b), we observe the black-box function f(x) optimized by BO with 50 iterations,
higher uncertainty regions depicted with green highlights (95% confidence interval).
Red marks indicate points evaluated by BO during the optimization process. In (c),
the posterior distribution generated by 500 GP sampling runs with the explanation
dataset is depicted, which is an approximation of the learned data distribution. In
(d), we observe the generated dendrogram with a threshold marked at 5 generates the
clusters formed over the posterior distribution of the GP. In (e), we observe clusters
that are utilized to induce rules, which effectively capture the uncertainty of the model.
An example rule for the optimal area Rule 1: ‘IF x : [1.664, 2.296] THEN UTILITY
(1.312, 1.401)’
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algorithms like Decision Trees (DT), Support Vector Machines (SVM), and Multilayer Perceptron
(MLP) for regression and classification [217]. We use the California housing dataset1 for regres-
sion and the MNIST dataset for classification [43]. Additionally, we compared quantitatively with
decision trees and qualitatively with RuleXAI [123] highlighting the advantages of RX-BO over
baseline approaches. Our evaluation was guided by the following questions:

• How does RX-BO work on an optimization problem? (cf. Sec. 3.4.4)

• How does RX-BO perform compared to a baseline method? (cf. Sec. 3.5.1)

• How does the threshold parameter influence rule generation and metrics? (cf. Sec. 3.6.3)

3.5.1 Empirical Evaluation

In this study, we replace our hierarchical agglomerative clustering based rule proposal algorithm
with a decision tree based rule proposal which employs the CART algorithm [111]. The deci-
sion tree method with CART algorithm, known for its explainability, is a good baseline because a
number of other methods of regression XAI build upon it, such as Rulefit [60], TE2Rules [108],
Random Forest to rules [14], Skope rules [70]. It is worth noting that the existing body of litera-
ture on BO explainability lacks adequate methods for conducting comprehensive comparisons (cf.
Sec. 3.2). Consequently, we compared the performance of the decision tree-based rule proposal
method with our method using various metrics from the XAI literature [141].

We will evaluate HPO task on regression and classification models with RX-BO and compare
it with the baseline.

Machine Learning Models

We focused on explaining the HPO task for three regression models applied to the California
housing dataset The models considered for this analysis were DTR, SVM, and MLP. [217]

Initially, these models were run with their default settings obtained from scikit-learn version
0.24 [155]. Subsequently, a BO method from the skopt library was employed to optimize their
hyperparameters and improve their performance in terms of Mean Squared Error (MSE) with 3-
fold cross-validation2. The skopt library uses the Matern kernel with a length scale of 1 as the
default for the backbone GP. Table. 3.1 provides an overview of the parameters optimization for
each model. For the categorical parameters in the input, we employ one-hot encoding. In the
output, we will get a longer rule with all categories included.

Similar models were used for classification task from sklearn with MNIST dataset [43] with
3-fold cross-validation [217]. In this case, accuracy was utilized as the performance metric. We
can see in Table. 3.2 the different parameters optimized with skopt. Like the regression case, we
now employ RX-BO to these models and generate explanations. For the categorical parameters in
the input, we do a one-hot encoding as well. In the output for these cases, we will get a longer rule
similar to the regression set.

1https://www.dcc.fc.up.pt/ltorgo/Regression/cal_housing.html, accessed on:2023/05/04
2https://github.com/scikit-optimize/scikit-optimize, accessed on:2023/03/08
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Table 3.1: Hyperparameters for regression models optimized

DT-R SVM-R MLP-R

max features: Integer(1, 8) C: Real(1, 50) optimizer: adam, rmsprop
max depth: Integer(5, 5000) kernel: poly, rbf, sigmoid activation: relu, tanh

min sample leaf: Integer(2, 100) epsilon: Real(0, 1) loss: MSE, MAE
min sample split: Integer(1, 100) - batch-size: [16, 32, 64]

criterion: MSE,MAE - neurons: Integer(10, 100)
- - epoch: [20, 50]
- - patience: Integer(3, 10)

Table 3.2: Hyperparameters for classification models optimized

DT-C SVM-C MLP-C

max features: Integer(1, 64) C: Real(0.01, 50) optimizer: adam, rmsprop, sgd
max depth: Integer(5, 50) kernel: linear, poly, rbf, sigmoid activation: relu, tanh

min sample leaf: Integer(1, 100) - loss: MSE, MAE
min sample split: Integer(2, 100) - batch-size: [16, 32, 64]

criterion: gini, entropy - neurons: Integer(10, 100)
- - epoch: [20, 50]
- - patience: Integer(3, 20)

Experimental Setup

Although a direct comparison between the decision tree and RX-BO is not possible due to dif-
ferences in their approaches, we aimed to make them comparable by enforcing similar rule set
lengths for both approaches (similar meaning |ρ| ± 5). This was achieved by tuning the threshold
ts for RX-BO and running the decision tree from the scikit-learn library with default parameters.
We observe the mean coverage, mean support, and mean confidence of the rule sets produced by
both methods. For the RX-BO method Nsamples = 1000 & Psamples = 500 was set as default to
have sufficient data for the explanation set.

Since decision tree is not inherently capable of incorporating the data uncertainty, an additional
preprocessing step was necessary. We performed binning of the explanation dataset E utilizing
the standard deviation of the targets to account for the data’s inherent uncertainty and enable the
decision tree to capture this uncertainty. Conversely, RX-BO required no data binning step, as
its design inherently facilitated the separation of data based on uncertainty. As a result, RX-BO
improved over the baseline approach in data handling, as it effectively handled uncertainty without
the need for additional preprocessing steps like binning.

3.6 Results

Here we present both quantitative and qualitative results.
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3.6.1 Quantitative Results

The results from the comparison are given in Table. 3.3. The research findings reveal that the
decision tree variant exhibits higher mean coverage compared to RX-BO. This is because deci-
sion tree-based rules consistently capture a similar number of samples per rule, disregarding the
data distribution. Consequently, the decision tree variant yields significantly lower mean support,
indicating that it generates inconsistent rules that do not always align with the target.

The lower mean rule coverage observed in RX-BO is because RX-BO’s rule generation process
relies on the variance of the posterior distribution. This suggests that the rule coverage is not
solely determined by the number of samples covered by a rule but is also influenced by the data
distribution. This achieves consistent rules that represent the data distribution, leading to similar
coverage and support metrics for RX-BO. This approach leads to the creation of more consistent
rules that better capture the nuances and patterns in the data, resulting in rules that accurately
represent the data distribution. Thus directly contributing to the surrogate transparency and local
interpretability requirements.

Regarding the mean confidence metric, several observations can be made. Firstly, RX-BO out-
performs the decision tree variant in terms of rule confidence. The decision tree approach disre-
gards the target when proposing rules and instead focuses on segmenting the posterior distribution
based on input parameter subsets. RX-BO is purposefully designed to address this limitation by
considering the utility while proposing rules. By including the joint relevance of input parameters
and the target, RX-BO significantly improves the confidence level in its generated rules.

Secondly, the design of decision trees renders them incapable of handling uncertainty even
when extensively aided by a preprocessing step (data binning), which is effectively addressed in
RX-BO. By separating the optimization space based on uncertainty, RX-BO captures rules for
each subspace where data sample characteristics are equivalent. Consequently, the rules generated
by RX-BO are more representative of the respective space, thus resulting in higher confidence
levels. Thus directly contributing to the uncertainty communication requirement.

Therefore, it can be concluded that RX-BO is a superior method for generating explanations in
complex spaces compared to decision trees.

3.6.2 Qualitative Comparison to RuleXAI

A qualitative comparison was conducted between RX-BO and RuleXAI [123]. RuleXAI operates
by divide and conquer mechanism of rule mining. It then uses feature relevance computation from
SHAP [122] method to generate rules containing a subset of the most relevant features based on a
decision boundary. Here, individual rules are often smaller in length, containing fewer features as
ranked by SHAP. This method is vastly different from RX-BO, where there is no feature relevance,
feature ranking, or divide and conquer based rule mining. Thus making a quantitative comparison
unfeasible. Below is an example from RuleXAI applied out-of-the-box on an HPO task on the
decision tree classifier model. The best parameter that the BO process provides is given below.

Sample: (‘criterion’:‘entropy’), (‘max-depth’: 38), (‘max-features’: 30), (‘min-samples-leaf’:
1), (‘min-samples-split’: 2)]) - Accuracy:0.795

The goal is to explain this parameter by providing rule/rules indicating from where in the opti-
mization space this parameter comes. The rules from RuleXAI can be seen below for this case:

34



Table 3.3: Comparison between Decision tree-based rule mining and RX-BO averaged over five
runs.

Models Method Threshold Rule set length Mean Coverage↑ Mean Support↑ Mean Confidence↑
opt prob RX-BO 5 14± 1 0.079± 0.003 0.079± 0.003 0.99± 0

- DT - 12± 0 0.284± 0.001 0.096± 0 0.58± 0.065

DT-R RX-BO 20 10.66± 1.154 0.087± 0.019 0.087± 0.019 0.99± 0

- DT - 9.66± 2.081 0.107± 0.006 0.092± 0.004 0.55± 0.141

SVM-R RX-BO 20 11± 1 0.118± 0.006 0.118± 0.006 0.998± 0.001

- DT - 11± 1 0.146± 0.044 0.089± 0.009 0.363± 0.085

MLP-R RX-BO 15 9.33± 1.154 0.088± 0.007 0.083± 0.005 0.99± 0

- DT - 9.33± 2.309 0.096± 0.006 0.044± 0.002 0.371± 0.086

DT-C RX-BO 20 11± 1 0.078± 0.007 0.078± 0.006 0.99± 0

- DT - 10.33± 2.309 0.127± 0.017 0.063± 0.002 0.315± 0.023

SVM-C RX-BO 20 8.66± 1.520 0.156± 0.014 0.156± 0.014 0.998± 0.001

- DT - 9.33± 0.577 0.115± 0.024 0.085± 0.011 0.304± 0.077

MLP-C RX-BO 15 9.33± 0.570 0.088± 0.001 0.088± 0.001 0.99± 0

- DT - 13± 1 0.101± 0.014 0.059± 0.009 0.350± 0.033

Example RuleXAI:
Rule 1: ‘IF max-features = <28, 30) THEN UTILITY = 0.78’; Rule 2: ‘IF max-features = ≤

28.02, 30.45) AND min-samples-split = ≤36.89, 40.63) THEN UTILITY = 0.78’

Here, we can see multiple smaller size rules for the given sample, and each rule does not incor-
porate all the input parameters.

RX-BO employs a human-centric rule design protocol. The rule from RX-BO is seen here: A
single rule encompassing all parameters. Example RX-BO:

Rule 1: ‘IF entropy : [0.99, 1.00] and gini : [-0.00, 0.00] and max-depth : [35.00, 40.90] and
max-features : [29.99, 35.07] and min-samples-leaf : [0.99, 2.10] and min-samples-split : [1.99,
3.00] THEN UTILITY (0.78, 0.81)’

It is easier for a user to tune hyperparameters when the “good" ranges of all parameters are
known. RuleXAI does not fulfil that; by providing shorter rules, it omits parameters, which might
make it difficult for a user of the HPO use case. These findings highlight the superiority of RX-BO
over regression-based XAI methods in the optimization use case.

3.6.3 Influence of Threshold Parameter

Two studies were conducted to investigate the impact of the threshold parameter ts in RX-BO.
The first study analysed the effect of ts on the number of global rules generated. The second
study examined its influence on the average interestingness α of the rules. Weight values of
w1 = 0.5, w2 = 0.2, w3 = 0.1, w4 = 0.2 were used for interestingness computation. For this
study, the threshold was tuned for ts = 1, 10, 20, 30, 40. This selection was made based on the
min/max distance for clusters, as observed in the problems we tackled.

The relationship between ts, rule length, and interestingness is depicted in Figure. 3.2. We can
observe as ts increases, the number of rules decreases, indicating a shift from specific to more
general rules, which aligns with the expected behaviour of a clustering method. Highly general
rules tend to have higher interestingness values, but excessively general rules may not provide
desirable explanations as they would capture the whole space as one single rule, thereby failing
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Figure 3.2: In (a), we observe a trend in the length of rule list vs. threshold point, and in (b), we
observe the trend in interestingness vs. threshold point.

to provide granular information. Since interestingness is a combination metric of different other
metrics with higher influence from relevance, we can also say that a higher threshold value would
have a higher relevance, which is also expected as the coverage increases for rules. They contain
a lot more samples, including the optimal sample, making this value high.
ts can be tuned with the aid of a dendrogram which can help to identify the range of the threshold

variable. An example dendrogram is depicted in Figure. 3.1 (d), one can observe the possible
values ts can take on the Y axis of this. It can also help in determining the optimal number of
clusters and reveals the hierarchical structure of the data distribution, allowing to identify natural
clusters and partition in the data effectively. For very high dimensions, it is complex to use this
aid. And it is still an open research direction.

3.7 Conclusion

This research introduced RX-BO, a novel method that enhances the transparency and interpretabil-
ity of black-box BO by extracting distribution-aware rules from the GP surrogate model. Through
uncertainty-aware clustering, RX-BO captures and communicates what the surrogate model has
learned about the black-box function, promoting surrogate transparency and effectively revealing
input–output relationships.

The method also improves uncertainty communication by highlighting trusted and uncertain
regions of the search space. By generating interpretable rules around current recommendations,
RX-BO enables local interpretability, supporting expert validation and post-hoc refinement. Fur-
thermore, its human-centric design aligns with real expert workflows in BO, aiding tasks like
tuning through task-relevant explanations.

Compared to baseline explainers such as decision trees and RuleXAI, RX-BO offers higher rule
confidence, controllable rule granularity, and the ability to identify regions of interest based on GP
likelihood. These capabilities make RX-BO a valuable addition to explainable AI for optimization.
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W HILE RX-BO demonstrated that rule-based explanations can make BO more trans-
parent, its clustering and explanation mechanisms remain limited in capturing
uncertainty and supporting practical parameter tuning tasks. In this chapter, we

extend this line of work by introducing TNTRules, a framework designed to provide richer and
more actionable explanations of BO recommendations in cyber-physical system tuning.

TNTRules advances beyond RX-BO in two ways. First, it introduces a variance pruning mech-
anism that explicitly encodes uncertainty into the clustering process, yielding more robust and
meaningful groupings of candidate solutions. Second, it expands the repertoire of explanation
types: in addition to global rules, TNTRules generates local explanations and visual graphs that
identify tunable versus fixed parameters, delineate optimal solution ranges, and highlight viable
alternatives. Explanations are optimized through a multi-objective procedure that balances cor-
rectness, completeness, and compactness, ensuring high explanatory quality.

We evaluate TNTRules on five multi-objective benchmark functions and two hyperparameter
tuning tasks, comparing it to RX-BO and three adapted XAI baselines. The results show that
TNTRules produces explanations that are more compact, faithful, and complete, significantly out-
performing prior methods. By integrating uncertainty-aware clustering with diverse explanation
formats, TNTRules provides a more practical and human-centric framework for supporting post-
hoc parameter tuning. This work was published in [29].

4.1 Introduction

Manual parameter tuning of cyber-physical systems by experts has been the industry norm [142,
138]. To reduce the manual effort, BO has been introduced for parameter tuning [187]. BO is a
model-based optimization technique with a GP backbone that returns black-box recommendations.

37



Since the recommendations provided by BO may not be accurate, due to simplified objectives and
approximation errors, the parameter tuning process cannot be fully automated and still requires
expert intervention [196, 50].

Typically, experts in domains such as automotive tuning, engine calibration, laser alignment,
and other hardware-oriented fields have limited optimization backgrounds. Therefore, they pri-
marily use BO results in a post-hoc manner (experts not involved in the BO development process),
usually as a tool for fine-tuning physical systems [215, 142]. In addition, complex industrial design
processes for aerospace components [117], mechanical bearing designs for fault tolerance [150],
as well as instrumentation designs in particle accelerators can also use BO as a tool to explore
design spaces, making the design more autonomous and easier [172]. In this case, collaboration
refers to receiving recommendations from BO and using them on the hardware system.

However, BO is a black box algorithm. Thus, it only returns suggested parameter settings
without explanations, which hinders the expert’s trust in the tuning process [168, 1, 27]. This
interpretability challenge in BO mirrors similar challenges in AI that led to the rise of XAI [174].
While several techniques have been developed to explain AI decisions, explanations for optimiza-
tion algorithms are rare. Explainable Bayesian Optimization aims to make BO recommendations
transparent by providing explanations to experts. Explanations for BO would instil trust in the BO
recommendations and provide a better collaborative experience for the expert [168, 1, 27]. The
main goal is to elaborate the design spaces of the optimization problem, as learned by BO, using
simple and easy to understand rules, so that users can use the recommendations in an interpretable
way.

In this paper, we address the post-hoc BO explainability problem. More specifically, we present
a method for explaining BO recommendations to experts who calibrate and tune cyber-physical
systems (Figure. 4.1). Based on the literature, we identified two main requirements for providing
these explanations [27]: i) identifying optimal solution bounds and ranges for tuning, and ii)
identifying and providing bounds and ranges for tuning potential alternative solutions (in the case
of local minima).

Current XAI methods are designed to explain machine learning models, such as classification
and clustering algorithms, and do not meet the requirements (cf. 3.1). We address this gap by in-
troducing TNTRules (Tune-No-Tune Rules), a post-hoc rule-based explanation algorithm for BO.
TNTRules provides local explanations through visual graphs and actionable rules that indicate
which parameters should be adjusted or left unchanged to improve results. Actionable explana-
tions refer to providing explanations that users can take an action on [75].

For global explanations, TNTRules generates a ranked “IF-THEN” rule list. We use HAC to
identify rules within the optimization space, including their associated uncertainties [161]. Unlike
many XAI methods, TNTRules is controllable, allowing adjustments for high-quality explana-
tions. Controllability means adjusting the number of rules mined. In BO, this means changing the
size of the bounding boxes that divide the optimization space, which affects explanation quality. In
terms of explanation, it means allowing the user to have different views on the optimization space.
We provide high-quality explanations through multi-objective optimization, aiming to maximize
explanation quality by automatically tuning a threshold ts and balancing different quality metrics.

We evaluate the explanation quality (qualitative and quantitative) of TNTRules using metrics de-
rived from the XAI literature (Co-12 framework) [141]. Although there are numerous, competing
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Figure 4.1: Explainable Bayesian Optimization with actionable local explanation for one mini-
mum (multiple minima would have multiple graphs): red/yellow bars indicate opti-
mal parameters, green bars indicate tunable parameters. Bar lengths indicate tuning
ranges.

metrics for evaluating explanation quality, we focus on the three evaluation criteria from the Co-12
framework, that are relevant to our use case: Correctness (quantitative), Completeness (quantita-
tive and qualitative), and Compactness (qualitative). Ideally, explanations should be consistent
with the model they are explaining (correctness), thorough in their coverage (completeness), and
concise enough for users to easily understand (compactness). A high-quality explanation would
score well on all three metrics.

Current literature lacks directly comparable methods for evaluating TNTRules – apart from
RXBO [27] – which is why we adapted existing approaches (decision rules [6] and RuleXAI [123])
from the XAI literature to provide diverse baselines for comparison. Our results show that TNTRules
generate high-fidelity, compact, and complete explanations, which shows substantial improvement
from the baseline methods. More specifically, we make the following contributions:

1. We introduce TNTRules, a method for explaining Bayesian Optimization as a set of global
rules and local actionable explanations.

2. We introduce a variance pruning technique for hierarchical agglomerative clustering to en-
code uncertainty.

3. We introduce an optimization method based on multi-objective criteria to maximize the
quality of explanations.

4. Our functionally grounded evaluation of HPO tasks shows TNTRules outperform other ex-
planation methods. On common optimization test functions, we show TNTRules’ capability
to identify the optimal region and its potential to detect other local minima.

4.2 Related Work

This section provides an overview of XAI, explanation presentations, and evaluation of the XAI
method. This is followed by rule-based explanations and optimizing the quality of explanations.

Explainable AI (XAI) can be broadly classified into transparent models and post hoc explana-
tion methods, which are either specifically designed for certain model classes or applicable to a
wide range of models (model agnostic) [76]. The resulting explanations can be global, explaining
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the entire model, or local, explaining a single sample. TNTRules generates a global surrogate
model [39] as a set of rules and local actionable rules.

Explanations for Bayesian Optimization are either post-hoc, i.e. explaining the minima and
their bounds [27], or online, i.e. explaining BO’s next point selection strategy [1, 168]. There
has been additional work on explaining HPO tasks [132, 182, 213]. These works are not directly
comparable to ours because they i) do not explain the black-box function in BO, ii) do not address
or bound minima in the optimization space, iii) do not provide tuning ranges, and iv) are not
rule-based systems.

The post-hoc method of [183] explains the core of BO, i.e., GP, primarily by producing fea-
ture rankings, possibly uncertainty-aware [183], but they do not meet the explainable Bayesian
optimization’s requirements i)-ii). We take inspiration from the literature on rule-based surrogate
models [37, 134, 5]. These methods distil a base model into sets of rules by using a (probabilistic)
surrogate model. Online methods are suitable for domains such as drug discovery, materials ex-
ploration, and manufacturing, where experts rely heavily on computer simulations for discovery
processes [57, 36]. In such domains, understanding BO’s next point selection (while the algorithm
is running) helps experts make informed decisions. Unlike online methods, post-hoc methods (this
work and [27]) focus on the user group that uses BO results in a post-hoc manner (not involved in
the algorithm running phase, but using BO as a tool) [215].

Explanation generation is typically tightly coupled to a presentation format. Following the
model inspection pipeline of [76], we argue that explanation generation and visualizations are
distinct aspects, emphasizing the central role of explanation presentation in improving under-
standability. TNTRules translates rules into visual explanations, following design patterns from
popular visual-centric approaches such as SHAP [121] and LIME [164]. Similar to evaluating
machine learning models, explanation methods need to be evaluated. XAI evaluation libraries
such as Quantus [85] are actively involved in establishing evaluation benchmarks. A comprehen-
sive study [141] has identified 12 properties for evaluating XAI. We adopt an appropriate subset
of these properties to evaluate our TNTRules. We use functionally based evaluations, which is
standard in XAI [201, 224].

Rule Mining and rule-based Explanations: Association rule mining has many established
algorithms such as Apriori, and Eclat [221]. XAI has adopted them for rule-based explanations
because of their transparency, fidelity, and ease of use [203]. We take a similar stance, choosing
rules for their high level of comprehensibility. Similar to [206], we present rules in descending
order of utility. TNTRules are not fuzzy rules, meaning rules do not have a degree of uncertainty
in themselves, but they represent the uncertainty of the GP model. The rules maintain precision
within the domains they define, ensuring clarity and accuracy in the explanations provided [124].

Optimizing quality of explanations: Controllability, i.e., mechanisms for end users to con-
trol the explanation method, is a desideratum for explanations [141]. Controlling an XAI method
means being able to define and set parameters for an explanation method [54]. Many XAI meth-
ods, such as SHAP and LIME, lack control and assume that the explanations they produce are
consistently optimal, making them black boxes explaining black boxes (the machine learning
models). The existing literature on controllable XAI methods is limited. A recent paper [151]
introduced the concept of hyperparameter search for XAI. Building on this foundation, our con-
tribution advances the field by proposing a novel approach to XAI hyperparameter search using
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multi-objective optimization.
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Optimization /
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OPTIMIZATION PROBLEM

OPTIMIZER
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IF … AND … then … 
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IF … AND … then …  

Visualization

1 2 3

456

Figure 4.2: Given an optimization problem, TNTRules explains the optimizer by identifying pa-
rameter bounds for optimal regions in the search space. TNTRules first generates an
explanation dataset (1) by sampling the search space. The dataset is clustered (2);
these clusters are pruned (3), and rules are constructed for them (4). These rules are
then ranked and filtered (5), and the final set is presented as explanations to the end
user (6).1

4.3 Methodology

This section describes our problem setup and the approach.

4.3.1 Problem Setting

We consider a standard BO formulation (cf. 2.1.1). The GP surrogate allows us to construct a
posterior distribution over f given observed data. The post-hoc explanation goal is to find rules
that bound the minima of this function. An explanation is defined as rules bounding minima of the
objective function. These rules must be constrained within the search space, considering the vari-
ance of inputs and outputs as modelled by the GP. Let’s denote input points that are neighbouring
minima by a variance v as Xv, the GP mean and standard deviation as µ & σ respectively. An ex-
planation for minima takes the form: [min(Xv),max(Xv)] => [min(µ−2∗σ),max(µ+2∗σ)].
This indicates that the bounds of the rule are determined by the minimum and maximum input
points, which are grouped based on their variance, with a result representing the confidence in-
terval for the corresponding inputs. Input points that exceed the variance threshold should be in
separate rules. These rules would need to be checked for relevance, i.e., whether they contain
additional local minima. Rules that do not contain a likely minimum must be filtered out. The
bounds of the rules provide the expert with tunable ranges for each parameter that can be tuned
to maintain a certain level of utility. In case of multiple local minima, similar ranges should be
provided for each.

13D loss landscape figure credited to: https://github.com/tomgoldstein/loss-landscape
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GLOBAL EXPLANATION

IF optimizer_sgd : True 
    and activation_tanh : True 
    and batchsize_64 : True 
    and epochs : [19.9, 50.0] 
    and neurons : [11.0, 99.9] 
    and patience : [3.0, 20.0] 
THEN UTILITY (0.88, 0.90) | INTERESTINGNESS: 0.73
IF optimizer_rmsprop : True 
    and activation_tanh : True 
    and batchsize_16 : True 
    and epochs : [19.9, 45.9] 
    and neurons : [21.0, 95.9] 
    and patience : [8.9, 19.9] 
THEN UTILITY (0.84, 0.90) | INTERESTINGNESS: 0.71

LOCAL EXPLANATION VISUALIZATION

DO NOT TUNE
optimizer_rmsprop: True AND activation_tanh: True 
AND neurons: [12.0, 98.0] AND patience: [3.0, 20.0]

LOCAL ACTIONABLE EXPLANATION

CAN BE TUNED 
batchsize_64: True AND 
epochs: [19.9, 49.0]

Figure 4.3: Example of the three forms of explanations generated using the HPO use case with the
MLP model. Global explanations consist of 22 rules; here, we present two as exam-
ples. Local explanations include a sensitivity graph and actionable insights detailing
which parameters to tune and what ranges.

4.3.2 TNTRules (Tune-No-Tune Rules)

TNTRules (Figure. 4.2) is our algorithm (Alg. 4) for extracting and visualizing BO solution spaces.
In TNTRules, we create an explanation dataset (1) for the objective function f , cluster it (2), and
prune the cluster tree (3), then generate rules describing the clusters (4), rank and filter them
for final explanations (5), and visualize the rules in a user-friendly manner (6) (cf. Figure. 4.3).
Additionally, TNTRules is optimized with multi-objective optimization to produce high-quality
explanations (cf. Sec 4.3.3).

Algorithm 4 TNTRules Algorithm
Require: BO search space: S,
1: No. of explanation samples: Ne,

2: Clustering threshold: ts
3: Interestingness threshold: tα
4: BO backbone GP: GP

5: procedure TNTRules(S, Ne, ts)
6: # Explanation dataset generation (Sec. 4.3.2)
7: Xe ← {x1, . . . , xNe} ∼ U(S)
8: µ,σy ← GPpredict(Xe)

9: E← [Xe;µ;σy ]

10: #Clustering (Sec. 4.3.2), Variance pruning (Sec. 4.3.2), and Rule construction (Sec. 4.3.2)
11: Elink ← Clustering(E)

12: K← V ariancePruning(Elink, ts)

13: ρ⊣, ρ⊢ ← RuleConstruction(E,K)

14: # Rule ranking and filtering (Sec. 4.3.2)
15: for i in ρ⊣ do
16: ρitemp ← find(Xe ∈ [ρi⊣; ρ

i
⊢])

17: Reli ← max(likelihood(GPpredict(ρ
i
temp)))

18: Covri ← ECDF (ρi⊣,Xe)

19: Suppi ← ECDF ([ρi⊣; ρ
i
⊢], [Xe;µ])

20: Coni ← Suppi/Covri

21: αi ← weightedSum(Reli, Covri, Suppi, Coni)

22: end for
23: ρ← FilterRules([ρi⊣; ρ

i
⊢], α, tα)

24: return ρ

25: end procedure
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Explanation Dataset Generation

In standard XAI settings, the explanation method has access to a data set. Usually, this is the
training data, the ground-truth labels, and the model’s predictions. In the BO setting, the data
set does not exist a-priori. BO dynamically acquires data during execution from the search space
S [187]. The sampled data is small in quantity and biased toward optimal areas (BO iteratively
refines the objective function while avoiding exhaustive sampling of the optimization space). Thus,
the sampled data is unsuitable as an explanation dataset.

Therefore, we generate an explanation dataset by uniformly sampling the search space for (Ne)
samples Xe = {x1, . . . , xNe} ∼ U(S) (algorithm lines 6-7). Our explanation dataset then has a
comprehensive view of the optimization space. Sampling the search space is less computationally
expensive than acquiring data during execution. In this setting, we assume that the GP sufficiently
approximates the black-box function during the optimization run (cf. Sec 4.5.5). The GP is queried
with Xe to infer the posterior distribution i.e., mean µ and standard deviation σy. The resulting
explanation dataset is formulated as E = [Xe;µ;σy] (algorithm line 8).

Clustering

We use clustering to identify significant regions in the approximated posterior distribution (E),
considering the uncertainty within each region. Using the Ward criterion, we apply HAC to the
explanation dataset E (algorithm line 10). The resulting linkage matrix Elink consists of links and
distances between clusters. Elink is of size (Ne − 1), where each row corresponds to a merge or
linkage step in the clustering process. The resulting clustering can be visualized in the form of
a dendrogram which represents the hierarchical tree structure of the linkage matrix. Pruning at
different distances/levels of Elink produces clusters with varying coverage [178]. It is a challenge
to determine the optimal clustering threshold (ts) or pruning distance for pruning that produces
meaningful explanations, i.e., clusters that are both localized and cover areas around minima (cf.
Sec 4.4.2).

Variance Pruning

Instead of using a traditional dendrogram threshold to merge clusters, we employ the HAC method
to obtain only the linkage structure Elink, followed by a distance-based pruning mechanism. How-
ever, conventional distance metrics like used in RX-BO often fail to separate clusters effectively
in cases of high variability or outliers [104].

To overcome this, we propose a variance-based pruning approach that captures data uncertainty
through the linkage matrix (cf. Sec 4.5.5). Variance reflects uncertainty in BO, making it a mean-
ingful metric for clustering. The intuition here is that highly uncertain areas would require more
human attention and thus must be separated from very certain areas.

Let µ represent the target values of the leaf nodes (produced by the GP), n the number of leaf
nodes, and ts a predefined clustering threshold. The merging condition is:Merge leaf nodes if Var(µ) ≤ ts

Do not merge leaf nodes if Var(µ) > ts
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Here, Var(µ) denotes the variance of µ, and ts serves as a hyperparameter controlling cluster
formation.

Rule Construction

Based on the formed clusters K, we extract the data points Xi
e belonging to the subtree/cluster

from Xe to generate rules for each cluster. The antecedent’s rule bounds (ρ⊣) are determined by
taking the minimum and maximum over the extracted data points represented by each subtree.
Similarly, for the consequent part (ρ⊢), we calculate the confidence interval for the corresponding
GP posterior, capturing the uncertainty: µi ± 2 ∗ σiy (algorithm line 12). A single rule looks like
[min(Xi

e),max(Xi
e)] => [min(µi− 2 ∗σi

y),max(µi+2 ∗σi
y)]. This step produces the full rule

set denoted as ρall.

Rule Ranking and Filtering

The initial rule set ρall must be filtered and ranked based on their quality for producing the final
explanations. We employ a quantitative framework to assess rule quality, focusing on localiza-
tion within the optimization space and the ability to cover meaningful regions around potential
solutions. Our evaluation integrates four metrics:

1. Coverage (Covr): how much a rule’s antecedent covers a region within the search space
relative to the total area (algorithm line 17).

2. Support (Supp): evaluates the alignment of a rule’s domain with regions containing actual
data (algorithm line 18).

3. Confidence (Con): is the ratio of Support to Coverage (algorithm line 19).

4. Relevance (Rel): is the maximum log-likelihood derived from the GP applied to the sub-
set of data that conforms to a particular rule. Let ls denote the log-likelihood values for
such instances, and l represent the log-likelihoods of the entire dataset Rel = maxls∈l(ls)

(algorithm line 16) [163, Chapter 2].

Coverage, and Support are standard in rule mining and computed using an empirical cumulative
probability distribution (ECDF) [216]. While effective in measuring the quality of the generated
bounding boxes, they have limitations in locating optimal solutions. We introduce the Relevance
metric to address this limitation. Relevance effectively identifies regions where the GP is most
likely to locate optimal solutions.

Finally, we define the overall interestingness of a rule, bounded between (0,1], as the weighted
sum: α = w1 ∗ Covr + w2 ∗ Supp+ w3 ∗ Con+ w4 ∗ Rel, higher is better (algorithm line 20).
The most interesting rules are presented by filtering the rule set ρall based on the interestingness
threshold tα resulting in explanations ρ (algorithm line 22).

Visualization

TNTRules presents explanations ρ to the recipient through three visualization modes: global tex-
tual rules, local visual graphs, and local actionable explanations [75]. The global explanations are
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expressed as an ordered list of “IF-THEN" rules, organized in decreasing order of interestingness
α (cf. Figure. 4.3, left). Textual rules provide a simpler and interpretable model but are chal-
lenging to comprehend for an explanation recipient, especially in scenarios with long antecedents.
Local explanations are given as a rule extracted from our global rule set that explains a particular
sample. This allows for easier comprehension than a full rule set.

In Figure. 4.3, local explanation visualizations appear on the right. To generate these graphs,
we perform a sensitivity analysis of the GP model [219], focusing on data samples covered by a
rule. The sensitivity analysis identifies optimization model parameters that, when adjusted, can
improve results. Tailored to the use case, we generate local, actionable explanations that cover all
the input parameters of the problem. This representation abstracts non-essential rule components
during tuning, improving user understanding. The graph and actionable explanations guide the
user by indicating parameters that require attention and those that can be ignored, simplifying
interpretation, especially in cases with long antecedents. Aptly, these rules are called “TUNE-
NO-TUNE” rules. The interpretation of the local actionable explanation given in the figure is
as follows: do not tune the parameters optimizer_rmsprop, activation_tanh, neurons, and
patience because they are already in their optimal state according to the backbone GP model.
While tuning is required from your side for parameters batchsize_64 and epoch, this means that
for this MLP model, a good batch size is not 64 but some other value from the search space, and
also the epoch value can be adjusted from 19 to 49 for better results.

4.3.3 Optimizing for Explanation Quality

We formulate the challenge of providing good explanations as an optimization problem. We maxi-
mize the quality of explanations by exploiting the controllability property of TNTRules. We argue
that explanation quality depends on a trade-off between several metrics. We formulate this as
multi-objective optimization. Multi-objective optimization is a process of finding optimal values
when multiple competing objectives need to be met.

We seek an optimal ts value (cf. Sec 4.3.2) that simultaneously maximizes support, relevance,
and rule set length (equivalent to minimizing the coverage of each rule):

tsopt = argmaxts∈[0,1][Supp,Rel, |ρ|]. (4.1)

The range between [0,1] is set because we are normalizing the variances in the data to be in
[0,1].

We choose these metrics to ensure that the explanations effectively identify solutions (Rele-
vance) and provide accurate localization with valid data support (Support and rule set length).
While maximizing the rule set length may seem counter-intuitive to having a small explanation
set, in our case we filter the rule set in the last step of the algorithm 4 to keep the final explanations
(FilterRules (Sec 4.3.2), so the overall length of the explanation set remains small. We get a Pareto
front of solutions in this case.

We can also frame this as a scalar optimization problem tsopt = argmaxts∈[0,1] α(ts) with
interestingness α as the metric. In this case, the choice of weights for α becomes crucial, as
it involves balancing the different aspects of all the metrics. Nevertheless, we found the multi-
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objective optimization method easier to automatically balance the different metrics, at the cost of
more time due to multiple runs.

4.3.4 Illustrative Example

We provide an illustrative example for TNTRules in Figure. 4.4. The first step is to uniformly
sample Xe = 40 points from S , visualized as the x-axis in Figure. 4.4a. We then apply the GP
model, trained to approximate our optimization target f(x) = e−(x−2)

2
+ e−(x−6)

2/10 + 1
x2+1

, to
obtain predictions µ;σy. This is visualized in Figure. 4.4b. (cf. Alg. 4 and Sec. 4.3.2).

Subsequently, the explanation dataset E = [Xe;µ;σy] is formed and clustered using HAC
(Sec. 4.3.2). Following, distance- and variance-pruning are employed (Sec. 4.3.2), forming differ-
ent clusters as given by different bounding boxes in Figure. 4.4c.

Finally, we construct rules from the bounding boxes (Sec. 4.3.2), which are then ranked based on
how interesting they might be to a user (Sec. 4.3.2), rule-based explanations or visual explanations
are generated for the most interesting rules, and the rest are filtered out (Sec. 4.3.2) Figure. 4.4c.

This example demonstrates that variance-based pruning offers a more effective clustering strat-
egy for TNTRules than traditional distance-based pruning. In the given scenario, the global op-
timum is enclosed within cluster 4. While distance-based pruning groups a large area into this
cluster—overlooking the underlying uncertainty of the GP model—variance-based pruning adapts
to the model’s uncertainty. Regions with higher uncertainty, where human intervention might be
necessary, are clustered more densely, whereas areas with higher GP certainty form larger, less
granular clusters.

4.4 Evaluation

This section describes our evaluation metrics and criteria, threshold tuning, and experimental
setup. For our experiments, we selected benchmark functions with known ground truth and a
common BO problem: HPO of machine learning models, using publicly available data. [195].

4.4.1 Evaluation Criteria and Metrics

We use the three evaluation metrics suitable for our use case from the Co-12 properties to evaluate
TNTRules [141]: correctness, completeness, and compactness.

Correctness: Measures the correctness of explanations with respect to the model (also called
fidelity). Traditional decision boundary fidelity measures are inappropriate for continuous distri-
butions, so we use a sampling-based approach. Let N be the number of uniformly sampled points
from the rule antecedents. Define F (x) as a function that returns 1 if the GP prediction of Ni is
within the bounds of the rule consequent and 0 otherwise. The mean fidelity, F̄ , is computed as
F̄ = 1

N

∑N
i=1 F (xi) where xi ∈ X. High correctness ensures that the explanations are reliable

and can be trusted by the users. In practical terms, the expert can depend on these suggestions to
make adjustments that agree with the learned model and are not based on erroneous or misleading
information.

46



(a) Sampling of the explanation dataset Xe (b) Prediction of black-box function GP (Xe)

(c) HAC based clustering and distance and variance pruning of explanation dataset E, along with rule
explanation for the optimal area (cluster 4)

Figure 4.4: (a) Generate X samples for the explanation dataset Xe = 40 from the search
space S. (b) Apply the GP model, trained to approximate our optimization target
f(x) = e−(x−2)

2
+ e−(x−6)

2/10 + 1
x2+1

, to obtain predictions µ and σy. (c) Form
the explanation dataset E = [Xe,µ,σy] and cluster it with HAC. To have meaningful
clusters, prune the hierarchical structure. Finally, generate rules as an explanation for
the different clustered areas.

Compactness: Measures the global size of the ruleset (|ρ|) (Sec. 4.3.2) to determine how large
the ruleset is, which is directly related to the effort required to understand it. The practical benefit
of compactness is that it makes the explanations accessible and actionable. Users are more likely
to utilize insights that are easy to understand. Compact explanations would reduce cognitive load,
making it easier for experts to quickly grasp and act on recommendations without extensive anal-
ysis.

Completeness: Measures how well input parameters are represented in a rule. It is the ratio
of the parameters represented in the longest rule in a set to the total number of input parameters.
( |ρ⊣|max

|p| ) (Sec. 4.3.2). Completeness ensures that the explanation completely describes all param-
eters of the problem. For practical purposes, the explanations should offer recommendations that
consider all parameters without ignoring any. This is crucial for ensuring that no significant aspect
of the tuning process is ignored, potentially leading to clear explanations.
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(a) Booth Function (b) Matyas function

(c) Himmelblau function (d) Hölder table function

(e) Cross-in-Tray function

Figure 4.5: Results of benchmark test functions marked with minima locations, red dot indicates
BO found minima. Bounding boxes represent rule-based explanations. White boxes
on the left show all rules from the HAC method. The final explanations after filtering
are shown on the right. Highly relevant rules are shown in red boxes, moderately
relevant rules are shown in yellow boxes, and irrelevant rules are omitted.

4.4.2 Optimizing Clustering Threshold

To determine ts, we use the pymoo NSGA II implementation2 with 25 iterations. We set the
population size to 25, the number of generations to 10, and initialized the algorithm with no
constraints. We select the solution with the highest rule set length from the Pareto front.

4.4.3 Optimization Problems

We evaluate TNTRules on two sets of optimization problems: First, we benchmark using test
functions for optimization (Booth, Matyas, Himmelblau, Hölder table, and Cross-in-tray func-
tions) [131, 189, 86], and second, HPO with deep learning models (MLP, ResNET [84], and
XceptionNET [35]). We set the weights for interestingness α as w1 = 0.2, w2 = 0.2, w3 =

0.1, w4 = 0.5 (Sec. 4.3.2) for all experiments in this paper as recommended by the multi-objective
optimization. Ablation for different weights was also explored to show how well the optimization
step performs (cf. Sec 4.5.3). We perform a comparative analysis of TNTRules with the XAI
methods Decision trees (DT) [89], RXBO [27], and RuleXAI [123].

2https://pymoo.org/algorithms/moo/nsga2.html
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Optimization Benchmark Functions

We evaluate TNTRules on five optimization benchmark functions (Booth, Matyas, Himmelblau,
Hölder table, and Cross-in-tray functions). These domains allow the collection of inexpensive
baseline samples that allow for direct evaluation. BO samples data from the respective search
spaces for the benchmark functions to perform optimization. For the TNTRules explanation set
generation, we also use the same search space to sample the explanation set.

Hyperparameter Optimization Problems

We evaluate the performance of TNTRules in a practical deep-learning context involving HPO
tasks for both classification and regression problems. We use the MNIST [43], CIFAR-10 [106],
and California Housing [218] datasets for the study. All datasets were randomly divided into 80-
10-10 training, testing, and validation sets. We used Tensorflow and Keras for the experiments.
We normalize the data as a pre-processing step for MNIST and CIFAR-10. For California Hous-
ing, we one-hot encode the categorical features as a preprocessing step. We also use the standard
Keras tuner to optimize the model parameters using BO3. We set validation accuracy as the ob-
jective for the optimization problem in the Keras tuner. The BO algorithm behind the Keras tuner
framework also samples the hyperparameters from a defined search space. For the declarative set
in TNTRules, we use the same search space definition as the Keras tuner to perform the sampling.
In these tasks, the number of minima is unknown beforehand; thus, selecting a threshold is diffi-
cult. We create the training data set for TNTRules and use it as input for all methods. The fidelity
of the methods is determined by using GP samples since ground truth samples are too expensive
to obtain.

For TNTRules, we focus on rules with interestingness α > 0.7, i.e. rules that have a higher
chance of being an alternative solution.

4.5 Results

In this section, we first present qualitative and quantitative results on the optimization benchmark
functions (Sec. 4.5.1), confirming that TNTRules extracts relevant regions of interest and signifi-
cantly reduces the search space. We then present the quantitative evaluation for the HPO use case
(Sec. 4.5.2), showing the superiority of TNTRules over the state-of-the-art XAI baselines. We then
show through an ablation study that the GP approximation is a valid way to evaluate TNTRules
(Sec. 4.5.4). Finally, we ablate for clustering choices and pruning (Sec. 4.5.5).

4.5.1 Results on Benchmark Functions

Figure. 4.5 shows the resulting explanations for the benchmark functions visualized in function
space. The left hand side of each pair of plots shows all detected rules ρall before filtering, with
white boxes indicating their boundaries. The right hand side, shows the rules after filtering: red
boxes (α ≥ 0.6) indicate highly interesting rules , yellow boxes (0.6 > α ≥ 0.4) indicated
moderately interesting rules. Rules with lower interest levels are omitted. The results show that

3https://www.tensorflow.org/tutorials/keras/keras_tuner
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Table 4.1: Ablation comparing XAI methods on ground truth samples vs. GP surrogate.
TNTRules accurately identify minima in the surrogate and outperforms other meth-
ods.

Ground Truth (iter = 1000) Surrogate GP (Ne = 1000)

Compactness Correctness Compactness Correctness
|ρ| ↓ F̄ ↑ |ρ| ↓ F̄ ↑

B
O

O
T

H
DR 700± 0 0.88± 0.01 1000± 0 0.92± 0.01

RXBO 10± 1 0.97± 0.01 5± 0 0.97± 0.01

RuleXAI 16± 0 0.30± 0.00 12± 1 0.42± 0.01

TNTRules 3± 2 1± 0.00 1± 0 0.98± 0.01

M
A

T
Y

A
S DR 700± 0 0.85± 0.02 1000± 0 0.90± 0.02

RXBO 15± 0 0.98± 0.01 6± 5 0.97± 0.02

RuleXAI 17± 1 0.27± 0.00 50± 2 0.48± 0.02

TNTRules 6± 1 1± 0.00 1± 0 0.99± 0.00

H
IM

M
E

L
. DR 700± 0 0.83± 0.01 1000± 0 0.98± 0.01

RXBO 30± 3 0.94± 0.03 25± 2 0.94± 0.01

RuleXAI 17± 0 0.34± 0.01 35± 0 0.55± 0.01

TNTRules 6± 2 0.99± 0.01 4± 1 0.99± 0.00

H
O

L
D

E
R

. DR 699± 1 0.88± 0.03 1000± 0 0.77± 0.03

RXBO 14± 1 0.97± 0.02 12± 2 0.98± 0.01

RuleXAI 17± 0 0.78± 0.00 55± 1 0.41± 0.02

TNTRules 3± 2 0.98± 0.01 4± 0 0.98± 0.01

C
R

O
S

S
. DR 700± 0 0.99± 0.00 1000± 0 0.97± 0.02

RXBO 15± 5 0.99± 0.00 9± 3 0.99± 0.00

RuleXAI 29± 1 0.96± 0.02 127± 1 0.99± 0.00

TNTRules 4± 0 0.98± 0.00 4± 0 0.99± 0.00

Table 4.2: Comparison of XAI methods with TNTRules for HPO with BO using models (MLP,
ResNET, and XceptionNET) on MNIST, California housing (Housing), and the CI-
FAR10 dataset. TNTRules outperform all methods on all three criteria.

Compactness Completeness Correctness
|ρ| ↓ |ρ⊣|max/|p| == 1.00 F̄ ↑

M
L

P
(P

=
6) M
N

IS
T

DR 141± 5 4.33± 0.02 0.02± 0.01

RXBO 62± 5 1.00± 0.00 0.80± 0.01

RuleXAI 42± 1 1.33± 0.00 0.01± 0.00

TNTRules 23± 1 1.00± 0.00 0.85± 0.01

H
O

U
S

IN
G DR 154± 6 2.50± 0.04 0.01± 0.00

RXBO 34± 8 1.00± 0.00 0.61± 0.02

RuleXAI 34± 1 1.50± 0.00 0.01± 0.00

TNTRules 22± 1 1.00± 0.00 0.82± 0.03

R
E

S
N

E
T

(P
=

6)

M
N

IS
T

DR 1000± 15 2.83± 0.02 0.93± 0.01

RXBO 55± 2 1.00± 0.00 0.97± 0.01

RuleXAI 117± 0 1.50± 0.00 0.86± 0.02

TNTRules 3± 0 1.00± 0.00 1± 0.00

C
IF

A
R

10

DR 1000± 13 1.66± 0.00 0.98± 0.01

RXBO 57± 5 1.00± 0.00 0.99± 0.00

RuleXAI 106± 0 2.00± 0.00 0.72± 0.01

TNTRules 12± 0 1.00± 0.00 1± 0.00

X
C

E
P.

N
E

T
(P

=
11

)

M
N

IS
T

DR 56± 2 0.54± 0.00 0.98± 0.01

RXBO 69± 2 1.00± 0.00 0.99± 0.00

RuleXAI 141± 1 0.72± 0.02 0.99± 0.00

TNTRules 4± 0 1.00± 0.00 1± 0.00

C
IF

A
R

10

DR 977± 3 2.27± 0.02 0.84± 0.02

RXBO 21± 3 1.00± 0.00 0.80± 0.01

RuleXAI 130± 0 0.72± 0.00 0.14± 0.01

TNTRules 5± 1 1.00± 0.00 0.81± 0.05
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Table 4.3: Summary of results (Table. 4.1 and 4.2) explainability methods mapped to evaluation
criteria, TNTRules outperforms baselines.

Methods Compactness Completeness Correctness

Decision Rules High number of rules No Low
RXBO Moderate number of rules Yes High
RuleXAI Moderate number of rules No Low
TNTRules Low number of rules Yes High

TNTRules effectively localized high-interest minima identified by BO in four out of five cases
except for the Himmelblau’s function where the generated rule showed moderate interestingness.
The rule selection process reduced the number of initially discovered rules by 98.5%, highlighting
key rules as explanations. Rule curation resulted in a significant 98% reduction in search space
exploration when BO was rerun.

4.5.2 Results on Hyperparameter Optimization Problems

The performance comparison in Table. 4.2 shows that, explanations generated by TNTRules out-
perform all the baseline methods in all metrics. Both, TNTRules and RXBO, consistently demon-
strate high correctness in their explanations, reflecting a robust approximation of the underlying
GP model, which is facilitated by the clustering-based surrogate.

Analysing results in more detail, we observe that the decision rules tend to over fit the data,
resulting in an excessive number of rules (compactness criterion). In contrast, RuleXAI and RXBO
struggle to fit the data adequately, as evidenced by the moderate number of rules they generate.
The variance-based pruning method introduced in TNTRules consistently achieves better cluster
separations, leading to a reduced number of rules and a more compact rule set. This trend aligns
with the findings from the ablation study using test functions.

Regarding completeness, we see that methods such as DT and RuleXAI produce rules of vari-
able length. These rules may either repeat parameters across different ranges, increasing overall
rule length, or omit parameters completely, resulting in shorter rules. In our case, completeness is
greater than 1 for longer rules and less than 1 for shorter ones. In contrast, TNTRules by design
creates fixed-length rules that correspond to the number of input parameters. By neither omitting
nor repeating parameters, we ensure completeness remains at 1. This comprehensive represen-
tation of parameters within the rules eliminates confusion for engineers tuning physical systems,
as they require clarity on the fixed ranges of each parameter. Overall, the results indicate that
TNTRules outperforms other XAI methods both qualitatively and quantitatively.

An overall qualitative summary of the results is shown in Table. 4.3.

4.5.3 Ablation for Interestingness Weights

Interestingness is an important factor in TNTRules to generate good explanations. To recall, we
defined interestingness of a rule as the weighted sum of Coverage (Covr), Support (Supp), Con-
fidence (Con), and Relevance (Rel): α = w1 ∗ Covr + w2 ∗ Supp + w3 ∗ Con + w4 ∗ Rel (cf.
Sec. 4.3.2).

In previous sections, the weights for interestingness, α were determined through a multi-objective
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Table 4.4: Ablation showing the impact of optimized interestingness weights on TNTRules. We
test five different weight combinations for TNTRules besides the optimal version and
compare them with baseline RXBO to show the impact on metrics compactness and
correctness. Results show optimized weights TNTRules outperform the rest, thus high-
lighting the importance of setting the correct weights.

Configuration Compactness Correctness
w1, w2, w3, w4 |ρ| ↓ F̄ ↑

M
L

P
(P

=
6)

H
O

U
S

IN
G

RXBO - 34± 8 0.61± 0.02

TNTRules w1 = 0.1, w2 = 0.1, w3 = 0.1, w4 = 0.7 56± 1 0.76± 0.01

TNTRules w1 = 0.1, w2 = 0.2, w3 = 0.2, w4 = 0.5 32± 2 0.77± 0.02

TNTRules w1 = 0.2, w2 = 0.1, w3 = 0.2, w4 = 0.5 30± 4 0.72± 0.03

TNTRules w1 = 0.2, w2 = 0.1, w3 = 0.1, w4 = 0.6 45± 1 0.78± 0.01

TNTRules w1 = 0.1, w2 = 0.1, w3 = 0.3, w4 = 0.5 47± 4 0.71± 0.04

TNTRules w Optimization w1 = 0.2, w2 = 0.2, w3 = 0.1, w4 = 0.5 23± 1 0.85± 0.01

M
N

IS
T

RXBO - 62± 5 0.80± 0.01

TNTRules w1 = 0.1, w2 = 0.1, w3 = 0.1, w4 = 0.7 46± 3 0.81± 0.02

TNTRules w1 = 0.1, w2 = 0.2, w3 = 0.2, w4 = 0.5 26± 1 0.81± 0.01

TNTRules w1 = 0.2, w2 = 0.1, w3 = 0.2, w4 = 0.5 26± 2 0.77± 0.03

TNTRules w1 = 0.2, w2 = 0.1, w3 = 0.1, w4 = 0.6 31± 2 0.82± 0.01

TNTRules w1 = 0.1, w2 = 0.1, w3 = 0.3, w4 = 0.5 39± 1 0.80± 0.01

TNTRules w Optimization w1 = 0.2, w2 = 0.2, w3 = 0.1, w4 = 0.5 22± 1 0.82± 0.03

optimization process, resulting in the values w1 = 0.2, w2 = 0.2, w3 = 0.1, w4 = 0.5. In this
ablation study, we investigate the impact of variations in these weights on the compactness and
correctness of explanations. We omit completeness, as TNTRules explanations are complete by
design (cf. Sec. 4.5.2).

We investigated how weight changes influence our quality metrics. We evaluate on two datasets:
MNIST for image classification and California housing for regression tasks using the MLP model.
TNTRules was applied to the HPO task using BO on the MLP model for both the dataset. We
tested five different configurations of the weights w1, w2, w3, w4, each chosen randomly close to
the optimized weights.

The results (Table. 4.4) indicate that TNTRules configured with optimized weights consistently
outperforms both the non-optimized versions of TNTRules and the baseline method, RXBO. The
non-optimized versions shows a moderate to low number of rules, compromising the compactness
of the explanations. This lack of compactness implies that users are required to analyse more ex-
tensive information for tuning, potentially increasing cognitive load. Additionally, the correctness
of explanations in the non-optimized configurations was lower, often resulting in rules that poorly
represent the parameter space. This issue was primarily due to inadequate data support, leading to
overly narrow bounding boxes that fail to cover meaningful regions of the parameter space.

The lower quality of rules in the non-optimized configurations could mislead users, providing
suboptimal guidance for system tuning. Thus it is important to carefully calibrate the weights.

4.5.4 Ablation for GP Approximation

So far, we have assumed that the surrogate GP in BO sufficiently approximates the direct BO
evaluation of a function (ground truth (GT)). Thus, we can evaluate on GP samples instead of
GT samples, which is useful when obtaining GT samples is costly, as in HPO. Since evaluating
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optimization test functions is cheap, we perform an ablation study to demonstrate the consistency
and independence of our results, regardless of whether we used GT directly or the surrogate GP
with an explanatory dataset.

We compared TNTRules with XAI methods under two settings: one with 1000 GT samples
(Ne = 0) and the other with the sampled explanation dataset and the GP surrogate (Ne = 1000).
For the fidelity calculation in the GT case, we withheld 25% of the GT samples. In the GP-
based evaluation, fidelity was computed using randomly generated 300 samples, as introduced in
Sec. 4.4.1.

Table. 4.1 presents results comparing the GT samples and the GP surrogate with an explana-
tory dataset. TNTRules outperforms all other methods in the comparison, identifying all min-
ima with high fidelity. RXBO performs second best, with better fidelity than decision rules and
RuleXAI, suggesting good data approximation. Decision rules over fit, as evidenced by numer-
ous rules, while RuleXAI under fits, as evidenced by low fidelity scores. An exception is the
Cross-in-Tray function, where all methods had high fidelity.

In case the GP is not able to sufficiently approximate the black box function (indicating a bad
BO run), our explanations are still faithful to the GP model. The GP model would show high
uncertainty, which would also be highlighted in our explanations (through wide ranges of conse-
quences). This visualization of uncertainty can be used as an indication of the quality of the BO
run.

4.5.5 Ablation Clustering Choices and Pruning

We conducted an ablation study to support our design choices for HAC. We compared 16 combi-
nations with seven HAC methods, two distance metrics, distance pruning, and variance pruning.
We chose Himmelblau function with four known minima for benchmarking [86]. The study eval-
uated the performance of the methods in identifying and localizing the four minima. The HAC
methods included Complete, Ward, Average, Median, Weighted, Centroid, and Single linkages,
with Euclidean and Mahalanobis distances [135]. Each linkage method uses different criteria for
clustering the data. Evaluation criteria included the number of initial rules, subset after applying
the interestingness filter (α > 0.6), correctness, and overall confidence, as shown in Figure. 4.6.

From our ablation study, we note the effectiveness of using Ward linkage based on Maha-
lanobis distance and variance pruning, which accurately identifies all four solutions and pro-
vides tight bounding boxes. Ward and Complete linkages with Euclidean distance, along with
distance-based pruning, yield one highly interesting rule (α > 0.6) for one minima and three
moderately interesting rules (0.6 > α ≥ 0.4) covering the remaining three minima. However, the
dynamic threshold is challenging when the number of minima is unknown. On the other hand, av-
erage linkage with Mahalanobis distance successfully identifies high-interest minima, but results
in larger bounding boxes, decreasing the explanatory value, as evidenced by fewer rules found.

Further, we conducted another ablation study to evaluate our ability to generate uncertainty-
aware clusters within the BO framework. To achieve this, we compared standard distance-based
pruning using Mahalanobis distance with Ward linkage to our proposed variance-based pruning
method. Our analysis used a synthetic problem where we artificially added noise to increase the
variance of certain data points. The problem is given as f(x) = e−(x−2)

2
+ e−(x−6)

2/10+ 1
x2+1

+

N (0, 1) This strategy allowed us to assess whether the methods could accurately identify these
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Figure 4.6: Ablation study comparing 16 HAC configurations. Left: number of initial rules dis-
covered by each method compared to the resulting explanation set after applying the
interestingness filter (α > 0.6). Right: rule set confidence and fidelity for each con-
figuration. The optimal method is underlined.

high variance points and separate them into distinct clusters.

We used the dendrogram to select threshold points for the distance-based method. For variance
pruning, we computed the variance of the subtrees from the linkage matrix and selected different
levels of variance as thresholds.

Our results (Figure. 4.7) show that the distance-based method failed to account for uncer-
tainty, resulting in inadequate cluster separation. And this was the expected result since the
distance method does not exploit uncertainty [104]. The variance-based method successfully dif-
ferentiates clusters based on uncertainty. The increase in clusters is not a problem for our use
case, because TNTRules filters out clusters with insufficient data support and ranks them based on
their interestingness to produce the final explanations.

4.5.6 Results Summary

TNTRules consistently prove effective in localizing the minima identified by BO and generate
high-quality explanations compared to baseline methods. When further enhanced with optimized
weights, TNTRules outperform its non-optimized variant and the RXBO baseline, reliably identi-
fying all minima. Leveraging Ward linkage with Mahalanobis distance and variance pruning leads
to precise cluster separation and meaningful bounding boxes, while distance-based pruning fails
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(a) Distance = 1.5 (b) Variance = 1

(c) Distance = 1.8 (d) Variance = 5

Figure 4.7: Ablation study analysing the difference in clustering based on different thresholds
for distance-based pruning and variance-based pruning. Results in circular highlights
show that the distance-based pruning method was not able to separate clusters based
on uncertainty, while the variance-based method was able to separate clusters based
on uncertainty.

to accommodate uncertainty and thus produces non-meaningful cluster separation.

4.6 Conclusion

We have introduced and evaluated TNTRules, a post-hoc XBO framework designed for collabora-
tive parameter tuning in hardware-centric domains. TNTRules excels at generating high-fidelity,
localized rules within the optimization search space, effectively capturing the behaviour of the
underlying GP model in BO. This capability allows it to identify alternative solutions that com-
plement traditional BO results, thereby providing actionable tuning recommendations. By deliv-
ering comprehensible rules and visualizations, TNTRules enhances the transparency and inter-
pretability of human-AI collaborative tuning in cyber-physical systems. Our experimental results
demonstrate that TNTRules surpasses other XAI methods in producing high-quality rules for op-
timization. In industrial settings, TNTRules could significantly improve the transparency and
user-friendliness of automated tuning systems, thus aiding the broader adoption of human-in-the-
loop tuning approaches. In the next chapter we present a large scale user study to further assess
the actionable and human-centric aspects of the explanation formats introduced by TNTRules.

4.7 Appendix

4.7.1 Experimental Setup for Benchmark Optimization Functions

In BO the data is sampled from search spaces. For the benchmark functions utilized in our work
the search spaces are defined in Table. 4.7.5. Further for TNTRules the parameters are defined in
Table. 4.7.6.
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Table 4.7.5: Search space for benchmark functions.

Baseline Search
Function space

Booth function −10 ≤ x, y ≤ 10

Matyas function −10 ≤ x, y ≤ 10

Himmelblau function −5 ≤ x, y ≤ 5

Hölder table function −10 ≤ x, y ≤ 10

Cross-in-Tray Function −10 ≤ x, y ≤ 10

Table 4.7.6: Parameter settings for TNTRules, utilized for the two experiment sets (cf. Sec-
tion 4.4.3).

Baseline Known BO Exp. samples threshold
Function Minima Iteration Ne ts

Booth function 1 100 200 1e−1

Matyas function 1 100 200 1e−3

Himmelblau function 4 200 400 5e−2

Hölder table function 4 800 1600 2e−3

Cross-in-Tray Function 4 800 1600 2e−6

MLP-MNIST - 100 1000 0.8
MLP-Housing - 100 1000 0.8
ResNET-MNIST - 25 1000 0.7
ResNET-CIFAR10 - 25 1000 0.7
XceptionNET-MNIST - 25 1000 0.5
XceptionNET-CIFAR10 - 25 1000 0.1

4.7.2 Ablation for Pruning

Figure. 4.7.8 provides a detailed analysis of distance-based pruning utilizing Mahalanobis dis-
tance and variance pruning. The thresholds are chosen from results representing under-merging
(low threshold values) to over-merging (high threshold values). Both pruning methods exhibit
similar trends in cluster formation for the under-merging and over-merging cases. However, the
intermediate threshold values reveal a significant distinction: the variance-based method success-
fully clusters points according to their uncertainty, a capability that the distance-based method
lacks.
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(a) Distance = 0.3 (b) Variance = 0.1

(c) Distance = 0.9 (d) Variance = 0.5

(e) Distance = 1.2 (f) Variance = 1

(g) Distance = 1.5 (h) Variance = 5

(i) Distance = 1.8 (j) Variance = 8

Figure 4.7.8: Ablation study analyzing the difference in cluster formation based on different
thresholds for distance-based pruning and variance pruning.
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T HE previous chapters introduced RX-BO and TNTRules, demonstrating that explana-
tions for BO can be systematically generated and tailored to optimization tasks. A nat-
ural next question is whether such explanations are actually useful for humans engaged

in system tuning. In this chapter, we investigate the human-centric impact of different explanation
formats for BO, focusing on their effect on task performance, cognitive load, understanding, and
trust.

To study this, we designed an accessible proxy task in the form of an “egg cooking” scenario,
where participants adjusted six parameters to achieve a perfect soft-boiled egg. In a large-scale on-
line study with 213 participants, we compared three explanation formats introduced by TNTRules:
bar charts, rule lists, and textual descriptions, presented alongside BO-generated recommendations
in a between-subjects design.

Our results show that explanations consistently improve task success, reduce the number of
trials needed to reach a solution, and enhance user understanding and confidence, without im-
posing additional task load. Interestingly, we found that these benefits were independent of the
explanation format: all three formats had comparable positive effects. This finding suggests that
explanations can be introduced into BO-supported tuning tasks without requiring a priori selection
of an “optimal” format, easing deployment in practical settings. This work was published in [25].

5.1 Introduction

In the post-hoc calibration of a robotic exo-suit that assists human walking by applying torques
at the hip and knee joints [168], exo-suit performance depends on parameters such as actuator
timing, torque amplitude, and onset phase. These parameters jointly influence comfort and en-
ergy efficiency, and must therefore be carefully tuned to achieve an optimal balance between the
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two. However, comfort cannot be mathematically defined, it emerges from human sensations
and biomechanics, so only an approximate performance proxy (e.g., a weighted combination of
metabolic cost and comfort ratings) can be optimized [120]. Each evaluation requires a full walk-
ing trial with motion capture and metabolic measurement, making experiments expensive and
limiting the number of feasible trials [168].

To address such costly and data-scarce optimization problems, Bayesian Optimization (BO) of-
fers an efficient solution. BO is a model-based, sequential optimization algorithm widely used
for tuning parameters in cyber-physical systems and machine learning [187]. In many real-world
settings like exo-suit calibration, the underlying system is a complex, non-linear black box that
cannot be expressed analytically. Parameter tuning in such systems is often high-dimensional,
multi-objective, and constrained by safety, manufacturability, or comfort [55, 215]. BO tack-
les these challenges by building a probabilistic surrogate model of the unknown objective and
proposing a promising parameter setting for evaluation, thereby reducing the number of costly
trials [187].

However, the optimizer’s recommendations, a single “best” parameter setting are generated
based on the approximations of the true “black-box” system behaviour and are presented without
explanation. Engineers receive no insight into why a configuration was selected, which parameters
remain uncertain, or how different parameters interact. Continuing our exo-suit example, once BO
provides its “best” parameter setting, experts must rely on their intuition and domain knowledge in
exo-suit design, human comfort, and biomechanics to interpret the results and manually refine the
system. This lack of transparency in BO limits effective human–BO collaboration, highlighting
the need for explainable optimization methods.

The lack of transparency in BO reflects broader issues in AI systems, where a lack of inter-
pretability can impede both trust and usability [174]. Recent studies highlight that teams using
black-box AI tools perform worse in collaborative tasks than those working with AI tools that
provide interpretable explanations [186]. In response, similar to explainable artificial intelligence
(XAI) [2] Explainable Bayesian Optimization (XBO) [113] aims to increase transparency and
accessibility of optimization processes for human collaborators. Explainability in optimization
seeks to increase synergies between human expertise and algorithmic capabilities, enhancing the
effectiveness of human-AI collaboration.

While XBO methods present explanations in diverse formats — such as rules [27] or visual [167]
— there has been no systematic investigation into which format is most effective. Although
human-centric aspects of XAI have been extensively studied, particularly in supervised learn-
ing, recommender systems, and information retrieval, these insights cannot be directly transferred
to BO tasks. BO involves sequential decision-making where the goal is to discover an unknown
optimum (both for the algorithm and the human) rather than to justify a single model prediction
(standard AI systems). Furthermore, while traditional AI systems typically produce single-label
outputs, BO generates multi-dimensional outcomes — sets of parameter values — which partic-
ipants must evaluate and adjust. In real-world systems, these parameter sets often involve more
than 25 variables, creating multifactorial decision-making challenges not captured by current XAI
methods and their evaluations.

Despite the increasing development of XBO methods, only a small number of approaches cur-
rently exist, and none have been evaluated from a human-centric perspective. Key aspects such as
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usability, user understanding, and trust remain unexplored in the context of BO. Investigating these
dimensions is essential to enable effective human-AI collaboration in sequential, high-dimensional
optimization tasks such as those found in chemical design, materials science, and other engineer-
ing domains [208, 142].

Our research addresses this gap by evaluating the utility of three explanation formats (rule-
based, visual, and textual) in parameter tuning, focusing on finding the format that optimally
supports human-AI collaborative tuning. We draw inspiration from a similar study in XAI, which
examined how user expertise influences the understanding and ease-of-use of different explanation
formats for a predictive AI model [197]. However, their findings cannot be directly transferred to
XBO, as explanations in the two domains differ fundamentally in nature: while XAI explains
(aspects of) the reasoning of a known (in terms of functional form and parameters) AI model,
XBO explains (the search space of) a surrogate model of an unknown function. We, therefore,
adapt their design to evaluate three explanation formats for parameter tuning within the XBO
domain.

To have access to a wide participant group, we focus on parameter tuning of an egg cooking
machine with the objective of cooking a soft-boiled egg. The egg cooking problem is modelled
by a mathematical function with six input parameters influencing the cooking time [188, 110].
Participants had to adjust the machine’s parameters to obtain a perfectly soft-boiled egg. This
approach allowed us to replicate the challenges of parameter tuning in a context that is easy to
understand and accessible to a wide range of participants with varying levels of expertise.

We designed a between-subjects online study with 213 participants to evaluate cooking perfor-
mance across six tasks. Each task required participants to tune four to five out of six parameters.
Participants were allowed five trials per task and could advance to the next task only upon suc-
cessfully completing the current one or exhausting their five trials. We gamified the tasks to
keep participants engaged in the tasks. After each trial, participants received feedback on their
tuning, simulating real-world scenarios where experts observe system performance following ad-
justments. We set up three different experimental conditions corresponding to three explanation
formats: rule-based, visual, or textual. Our research focused on the following question:

RQ: What is the effect of explanation format on user performance, perceived understanding,
trust, users’ reliance, and the users’ task load?

5.2 Related Work

XAI has become an essential area of research due to the widespread use of opaque, black-box AI
models in critical sectors such as healthcare, finance, justice, and engineering [2, 20]. As these
systems increasingly influence decision-making, the demand for transparency has grown, driven
by user expectations [78] and legal frameworks like the EU AI Act and GDPR [154]. These
regulations have intensified the need for transparent algorithms and technical methods to make
black-box systems more interpretable [8].

Explainability approaches in XAI are broadly classified into ante-hoc models that are inherently
transparent and post-hoc methods that are applied after a model makes predictions [76]. Prominent
examples of transparent models are decision trees [18, 159] and the more recent part-prototype
models [33, 140], which achieves transparency through representation learning. Post-hoc methods
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primarily focus on feature attribution, with prominent examples such as SHAP [121], LIME [164]
and a multitude of gradient attribution methods (see [210] for a recent survey). Further examples
include counterfactual explanations [129, 144], disentangled feature representations [34], identifi-
cation of influential training instances [80], and rule-based approaches [206, 165].

While the XAI landscape has evolved, neither of the above XAI methods is directly applicable
to BO [27].

5.2.1 Explainable Bayesian Optimization

The young field of XBO can be categorized into post-hoc methods and online local methods. Post-
hoc methods aim to provide insights by analysing the optimization space after the optimization is
complete. For instance, RX-BO [27] and TNTRules [29] utilize a surrogate clustering model to
generate rule- and graph-based explanations to explain the BO search space, offering actionable
insights for parameter tuning. GPShap [31] employs feature attribution techniques to determine
parameter importance within the surrogate model used in BO. Partial dependence plots [132] of
the BO model offer graphical explanations that illustrate the relationships between parameters.
In contrast, online local explainability methods, such as CoExBo [1] and ShapleyBO [168], gen-
erate Shapley-based explanations for individual candidates within the optimization process. Li
et.al.[113] constrain the search space to candidates that seem reasonable to humans, e.g., candi-
dates in the close vicinity of already evaluated settings or interpolate between evaluated settings.

Prior XBO work has assumed that explanations are beneficial for humans without empirical val-
idation. Our study addresses this gap by systematically evaluating whether providing explanations
offers measurable benefits over no explanation. In our research, we use TNTRules, which is de-
signed for parameter tuning, to generate explanations. We draw inspiration from XAI explanations
of SHAP [121] and LIME [164] for the design of our explanation formats.

5.2.2 Evaluating Explanations

Evaluations can be categorized as: application-grounded (with target users in the real application),
human-grounded (with lay users on simplified proxy tasks), and functionally-grounded (with au-
tomated metrics of specific aspects) [46]. Due to prohibitive cost and effort, most XAI researchers
resort to functionally-grounded evaluation and few conduct user studies [141]. The same is true
for XBO. Of the methods discussed in section 5.2.1, only CoExBo [1] includes human-centred
testing. This lack of human-centred evaluation leads to two challenges: First, explanations can
serve multiple purposes besides transparency, such as building user trust, increasing system effec-
tiveness, persuading users to act, and increasing overall satisfaction [198]. Without human-centred
evaluation insights into these aspects will be missed. Second, when designing explanations, XAI
researchers rely primarily on intuition or experience, without incorporating insights from human
decision theory, psychology, philosophy, or cognitive science [2, 21, 205], whereas social sci-
ence research argues that explanations should be user-centred and conversational, i.e. in natural
language [128].

The (implicit) assumption, that explanations in any format are interpreted correctly and that “any
explanation is better than none” has been questioned [7, 44]. While visual explanation formats
might be favoured by non-expert users [197], [203] found slight advantages for rule-based over
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example-based explanation formats. On the other hand, saliency maps (visualizations of feature
attribution) might be misinterpreted [180] and verbalization of saliency maps can improve upon
certain aspects, but at the cost of others (e.g., increase in perceived helpfulness at the cost of
faithfulness) [52].

In light of these mixed observations in XAI, we analyse the effect of three XBO explanation
formats (VISUAL, RULES, and LANGUAGE) and a NO explanation baseline on user performance,
perceived understanding, trust, and task load.

5.3 Explaining Bayesian Optimization

Bayesian Optimization (BO;[187]) is a black-box optimization method, i.e., the relations between
the parameters and the target of the optimization problem is unknown. The BO-algorithm learns
a surrogate model for the underlying optimization problem based on already evaluated parameters
and iteratively chooses and evaluates new parameters. Thus, over time the model becomes more
certain and comes closer to the true optimum.

A fundamental barrier to effective human–BO collaboration lies in the black-box nature of
the optimization problem and the way BO represents it through its surrogate model [29]. The
black-box function corresponds to the real-world objective we seek to optimize, which cannot
be directly inspected or mathematically expressed [187]. The surrogate model within the BO
algorithm, typically a Gaussian process [66], approximates the unknown objective function using
a limited set of input–output observations. This surrogate provides a probabilistic view of the
underlying black-box system that needs to be optimized, reflecting what the optimizer has learned
about the problem rather than the true function itself. Consequently, the explanatory focus in
BO lies not on the internal mechanics of the algorithm, but on the optimization process encoded
by the surrogate. In parameter tuning tasks, explanations should therefore clarify why a particular
solution was selected as optimal, which parameters remain uncertain, and how different parameters
trade off. In this way, the surrogate model becomes an apparatus for understanding the black-box
system through explanations.

The recently proposed XBO method TNTRules [29] generates post-hoc surrogate explanations
by extracting interpretable rule sets from clustered regions of the optimization space. Each rule
compactly expresses the surrogate model’s learned relationships between parameters and out-
comes, while also encoding model uncertainty. In doing so, the rule set reveals why certain pa-
rameter regions are considered promising by BO, highlighting parameter relevance, interaction
effects, and trade-offs in the search space.

To support practical decision-making during parameter tuning, TNTRules transforms its ex-
planatory rule set into actionable guidance by binarizing rules into two categories: “Tune” and
“No Tune,” depending on their expected positive or negligible impact on the optimization out-
come. In the XAI literature, such explanations are referred to as actionable explanations [75]
or directive explanations [191], as they not only provide insight into model behaviour but also
suggest feasible next steps for a human operator. Although similar outputs may be described as
recommendations in other domains [98], we use the term explanations in accordance with the
terminology established in XAI.

In this study we compare three different explanation presentation formats (see Figure. 5.3.1):
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Visual format, rule format, and natural language format.

a

b c d

Maintain stability for lambda (λ), altitude (A), 
and mass.

Fine-tune the yolk to white ratio (ywr) 
between 0.6 and 0.7, egg temperature (Tegg) 
between 32 and 34, and yolk temperature 
(Tyolk) between 61 and 62 for optimal 
performance.

Figure 5.3.1: Types of explanations evaluated in the user study. a) BO recommends the values
shown in the table at the top. Values in cells with gray background are fixed and
can not be tuned. The table is the only information shown in the “no explanation”
condition. Three different types of explanations show the same information on how
to tune the parameters: b) VISUAL c) RULES, and d) LANGUAGE.

Visual, bar-chart like explanations are used by common XAI methods, such as SHAP [121]
and LIME [164], and also our selected XBO method [29]. Figure. 5.3.1 (b) shows an example
visualization. The visualisation lists the parameters on the y-axis) and shows their importance
on the BO results on the x-axis. The order of the parameters on the y-axis is pre-defined and
fixed. The binary Tune / No-Tune categorisation is shown in colours (blue indicates parameters
not recommended to tune). The expected impact of the parameters on the BO results is indicated
by the direction of the bar (negative x-axis direction likely worsens the outcome), and the length of
the bar (to which extent the outcome is likely worsened). Such visualisations can show continuous
importance information through varying bar lengths, which is difficult to convey through e.g.,
rule-based explanations.

Rules are discrete representations of knowledge that apply under specific conditions outlined
within the rule itself [139]. The rule-based explanation consists of the antecedent, i.e., the parame-
ters for the optimization task and their corresponding ranges, and the consequent, i.e., the predicted
objective value with its uncertainty. Figure. 5.3.1 (c) shows an example rule-based explanation.
The format of the rule based explanation is:

No tune : x3, x4,Tune : x1 ∈ [r1lower, r
1
upper], x2 ∈ [r2lower, r

2
upper]

where x1, x2, ..., xn are the parameters, [rilower, r
i
upper] represents the range of values for each pa-

rameter xi, and [ylower, yupper] is the range of the predicted objective value y with 95% confidence
bounds, indicating the uncertainty in the BO result. For parameters that likely do not improve the
result (“no-tune”) parameter ranges are omitted to keep the explanation concise.

Inspired by work on verbalizing explanations (e.g., [88]) we add an explanation in the form of
natural language Figure. 5.3.1 (c). We use GPT-4 [149] to generate these explanations from the
XBO output. We prompted GPT-41 (see prompt in Appendix 5.8.1) to adhere to the following
template:

1We manually checked the output of GPT-4 for factual correctness.
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Maintain stability for {Xnotune}.
Fine-tune {Xtune ∈ [Rtune

lower, R
tune
upper]} for optimal performance.

The generated explanations contain the same information as the rule-based explanations, and used
the same general categorization scheme of parameters (no-tune / tune).

5.4 Methodology

This section describes the optimisation problem ‘cooking an egg’ that we used for the study and
the setup of the study.

5.4.1 Optimization Problem and Model

In this study, we address the optimisation problem of tuning the parameters of an egg cooking
machine using a BO framework with a GP backbone [187, 163, 66]. The goal of the model
is to recommend parameter settings of the egg cooker to achieve optimal cooking results. The
parameters are optimised for the yolk to achieve perfect consistency, i.e. soft boiling. The BO
framework iteratively selects parameter configurations that balance the exploration of new settings
and the exploitation of known promising regions, effectively optimising the cooking process under
uncertainty.

We chose the egg cooking scenario for two reasons. First, it can be difficult to find experts
with different levels of experience in hyperparameter tuning. However, cooking is a more familiar
domain to a wider audience, making it easier to find participants with relevant experience. Cooking
an egg is a universally relatable activity, and tuning an egg cooker reflects the real-world challenges
of parameter tuning. Secondly, cooking an egg can be defined as an optimisation problem because
there is a well-defined mathematical formulation that allows us to model egg states based on the
tuning of several parameters.

Egg cooking can be modelled with six input parameters, with time as output (dependent) vari-
able. Then, the cooking time (tcooked in seconds) is given by:

tcooked = λ ·M2/3 · log
(
ywr · (Tegg − Twater)

Tyolk − Twater

)
(5.1)

Here, the egg is treated as a uniform spherical mass (M ) with an initial temperature (Tegg),
that is immersed directly into boiling water at temperature (Twater). The parameter (ywr) is the
yolk-to-white ratio of the egg [110], and λ denote the thermal properties of the egg. The egg
is perfect (soft boiled) when the temperature at the yolk boundary reaches around (Tyolk 63◦C).
When boiling an egg anywhere in the world, altitude (A) affects the cooking process by lowering
the boiling point of water. At higher altitudes, atmospheric pressure decreases, which lowers the
boiling temperature and slows the transfer of heat to the egg, and eggs take longer to cook at
higher altitudes. Altitude affects both the water and yolk temperatures in the above equation. The
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following equation describes the cooking time tcooked for an egg cooked at an altitude of A:

tcooked = λ ·M2/3 · log

ywr×
(
Tegg−

(49.161×log(29.921×(1−0.0000068753×A)5.2559)+44.932−32)×5

9

)
Tyolk−

(49.161×log(29.921×(1−0.0000068753×A)5.2559)+44.932−32)×5

9


(5.2)

In our task, participants must estimate the correct values of the input parameters mass (M ),
thermal properties (λ), yolk-to-white ratio (ywr), initial egg temperature (Tegg), yolk temperature
(Tyolk), and altitude (A) to achieve the soft-boiled state, i.e., a specific cooking time tcooked. A soft
boiled (chicken) egg at sea level is produced when the cooking time is between 4 min 20 sec and 4
min 45 sec. [188] To prevent task-learning effects and ensure a diverse data sample, participants in
our study were required to cook different types of eggs. To achieve different egg cooking times, we
extend the above formulation to allow for variations in egg size and altitude, e.g. smaller eggs need
less cooking time. Note that in a real-world cooking scenario, all parameters would be fixed and a
chef would have to calculate the ideal cooking time for a given egg at a given location (altitude).
We have modified this scenario to virtual egg cooking, where altitude and egg properties can be
changed to simulate a higher dimensional optimization problem with non-linear dependencies. In
our user study, we therefore introduce a virtual device, the egg cooking machine.

5.4.2 Study Design

We conducted a between-subjects online experiment with one factor, i.e., the explanation format,
assessing user performance, perceived understanding, trust and task load. We used explanation
format as an independent variable with three levels, testing three different formats from the lit-
erature, namely VISUAL, RULES, and LANGUAGE explanations (see Figure. 5.3.1), along with a
baseline condition of NO explanation. All participants started with a training task, followed by
three tasks in the NO explanation format, and three tasks in the experiment conditions (VISUAL,
RULES, LANGUAGE). The baseline condition was presented first to increase ecological validity,
which emulates a migration from current in-use systems (NO) to an extended system (with ex-
planation). Participants were randomly assigned to one of the three experiment conditions. We
randomized the scenario presented within each task based on a pre-defined set to rule out order
effects. The online experiment was administered using a custom programmed survey tool (HTML
and Javascript). In order to motivate participants, we chose an engaging tone for the instructions
and textual elements, and created custom illustrations (e.g., Figure. 5.4.1). In accordance with
local law and the policy of the senior (last) author’s institution, this study did not require pre-
registration with an institutional review board. It does not involve deception and is of low physical

Figure 5.4.1: Egg cooking machine
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risk, i.e., no risks other than those associated with everyday life. It does not contain harmful
content, address potentially triggering issues, or involve the collection of sensitive or identifiable
information. In addition, all participants gave informed consent to take part.

Task and Trials

Participants were given the task of adjusting the parameters of an egg cooking machine to produce
a perfect soft-boiled egg. They were given a specific type of egg and initial parameter settings,
some of which were fixed and some of which were adjustable. Each task, i.e. cooking an egg, was
presented on a separate page. The task interface (see Figure. 5.4.2) consisted of four key elements.

The type of egg at the top of the page with picture of the bird and its egg set the context for
the cooking scenario. The “AI system recommendation” showed the output and explanations
of the optimiser. The output was presented as a table with the BO-determined values for each
parameter, with grey cells indicating fixed (non-tunable) parameters (Figure. 5.4.2 1 ). In the
NO explanation condition, only this table was shown. In all three conditions with explanations,
the respective explanation was added below the table (Figure. 5.4.2, 4 for VISUAL). The in-
context help (Figure. 5.4.2, 2 ) gave participants the opportunity to review the instructions and the
definition of the parameters. Sliders and text boxes allowed participants to adjust the parameters
(Figure. 5.4.2, 3 ). Participants could either adjust the slider or enter values into the text boxes to
adjust a parameter. Sliders and text boxes were initially set to the output of the optimiser (values
in the table). We also displayed sliders and text boxes for the non-tunable parameters to provide a
consistent layout across tasks, but they were not adjustable. To ensure that the participants actively
engaged in the tuning tasks, the “Cook” button only became active after participant made at least
one adjustment to the parameters. Participants could set the parameter values back to the initial
settings with the “Reset sliders” button. The progress bar at the bottom of the screen showed the
current block, the current egg, and how many trials have been used for the current egg.

Each participant was given five trials per task. After each trial (“Cook” button clicked) they
received feedback on the egg quality indicating whether the egg was undercooked, overcooked,
slightly overcooked, slightly undercooked, or perfectly cooked (cf. Appendix, Table 5.4.2). If
participants achieved a perfect egg they proceeded to the next task without further trials. If they
failed, the trial was repeated up to four times. After five unsuccessful trials the task was recorded
as unsuccessful, and participants moved on to the next task.

Scenarios

We created a set of seven unique scenarios, i.e., different parameter combinations with different
egg types to be tuned (see Table 5.4.1). Each scenario had one or two fixed parameters. Partici-
pants had to adjust the remaining parameters within an acceptable range, given as the lower and
upper bounds of the parameters.

The ranges are set following the egg cooking formula in Eqn. 5.2 and general world knowledge
like mass of a small egg (20g) vs. big egg (260g), temperature from the fridge (4◦C) vs. outside
(28◦C), altitude near the sea side (0m) vs. mountain (below 9000m). The initial AI recommen-
dations were set constant (as shown in the Table 5.4.1), as they are necessary for an ecologically
valid fine-tuning task.
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Figure 5.4.2: The user interface for the tuning consists of four main components (orange border)
in the conditions with explanations, and three in the baseline condition without ex-
planation: 1) The original recommendations of the AI in a table, showing which
parameters are fixed (grey background), and which are tunable (white background).
2) In-context-help. 3) Sliders and text fields for user input. 4) The recommendations
of the advanced AI system (Only present in the conditions with explanations, here
LANGUAGE). The sliders are set to the BO recommendations (Table 1) by default.
Participants need to tune the parameters to achieve a perfect, soft-boiled egg.
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Table 5.4.1: BO recommends parameter sets for our egg cooking tasks, tailored to specific scenar-
ios. Acceptable ranges of each parameter (search space for tuning) is given next to
each parameter. Bold blue values indicate fixed parameters; singular values suggest
already optimized settings that require no further tuning, while entries with arrows
represent noisy settings that need tuning, i.e., BO recommended the value before the
arrow, while the correct value is shown after the arrow. Due to inherent noise of the
automatic optimization process, only following BO recommendations may result in
overcooked or undercooked eggs.

PARAMETERS Egg type: Ostrich Emu Goose Duck
M [20, 300]: 251 95 −→ 75 75 65
λ [25, 38]: 35 27 −→ 29 27 −→ 34 27

ywr [0.4, 1]: 0.8 −→ 0.7 0.6 −→ 0.9 0.5 0.7 −→ 0.8

Tegg [0, 35]: 32 −→ 34 30 6 8 −→ 13

Tyolk [60, 90]: 63 −→ 62 63 63 63
A [0, 10000]: 0 50 0 −→ 10000 500 −→ 0

PARAMETERS Egg type: Turkey Pigeon Chicken – Training Task
M [20, 300]: 75 −→ 73 55 −→ 62 50
λ [25, 38]: 27 27 27

ywr [0.4, 1]: 0.9 −→ 0.7 0.8 −→ 0.9 0.8 −→ 0.9

Tegg [0, 35]: 6 21 12
Tyolk [60, 90]: 63 63 60 −→ 63

A [0, 10000]: 500 10 5

If all parameters are adjustable, there are infinitely many “good” parameter settings for cooking
a perfect egg. Our aim was to choose reasonable, but also diverse set of scenarios. Diversity in
scenarios prevents participants from applying the same settings to multiple tasks, thus avoiding
learning and memory effects. We also conducted a sensitivity analysis (details in Appendix 5.8.2)
to identify parameters for which small changes resulted in large changes in performance. These
parameters are difficult and not intuitive to tune. For our final scenarios, we therefore i) restricted
the settings to common egg variants consumed by humans, ii) ensured that each scenario had
distinctly different parameter values and ranges, and iii) highly sensitive parameters rarely need to
be tuned.2 The scenarios, their fixed and tunable parameters and the optimal parameter values are
shown in Table 5.4.1. We randomly selected the scenarios and their order for participants’ tasks
and ensured that no participant had to cook the same egg twice.

To better simulate a realistic tuning scenario, the explanations provided in block 2 (see Fig-

2We keep λ and Tyolk stable in 5 out of 7 cases. We have added 2 scenarios with sensitive parameters, without making
them the focus of most tasks, to reflect realistic conditions where sensitive parameters also need to be tuned.
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ure. 5.4.2 for an example) were designed so that merely selecting the midpoint or any arbitrary
combination of values within the given ranges would not yield an optimal solution. This setup
ensured that participants had to cognitively engage with the task and actively fine-tune the system,
rather than simply adhering passively to the suggested ranges. Given the mathematical complex-
ity underlying the problem, participants could arrive at different valid solutions depending on their
individual tuning strategies. Thus, the provided ranges acted as general guidelines to initially nar-
row the solution space, reflecting a realistic fine-tuning context in which users begin with a valid
starting point and must subsequently refine it.

We guided participants toward achieving the “perfect egg” by providing feedback on the egg’s
state after each trial. The feedback was either “undercooked”, “slightly overcooked”, “perfect”, or
“slightly overcooked”, “overcooked”. Appendix 5.8.2 shows how the feedback is calculated, and
Table 5.4.2 shows the feedback images shown to participants in a pop-up window after they have
submitted their parameter settings.

Learning effects: All participants started with a training task to make them familiar with the
user interface and the task. Our task setup has high ecological validity: in the current practice
tuning experts only receive the optimization results without further explanation. However, having
participants first conduct three tasks in the NO explanation condition before they perform tasks
with explanations could still result in interface learning effects, i.e., participants learn how to
set parameters quickly. Therefore, we refrained from measuring and comparing task completion
times. However, the seven different egg cooking scenarios were designed to prevent task learning
effects. Identifying patterns would require committing six parameters for each task in three stages
(initial recommended setup, tuned setup, and final optimized setup) to memory, which exceeds
the number of chunks of the working memory [38]. Nevertheless, the scenarios had such high
variability that heuristics or pattern matching would not yield successful results.

Procedure

After obtaining informed consent, participants were introduced to the egg cooking formula, its
parameters, and the overall task of tuning an egg cooking machine (see Figure. 5.4.1). The inclu-
sion of the complex formula was deliberate, intended to highlight the underlying complexity of
the seemingly simple task of “egg cooking." We explicitly informed participants that the task was
designed to be challenging, as extensive pilot testing had revealed the importance of setting appro-
priate expectations to minimize drop-out rates. To support participants during the tasks, parameter
descriptions were made accessible at all times via an info icon. Additionally, during the introduc-
tion, participants were informed about the attention check embedded in the study: “Dragon eggs

Table 5.4.2: Feedback for participants, depending on how close their selected parameters got to
the perfect parameter settings.
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are dangerous and explode when you attempt to cook them. To successfully complete this task,
you should not cook a dragon egg."

Participants were then given the training task (without an explanation) of boiling a chicken egg.
We chose the chicken egg as it is the most commonly used egg worldwide, assuming participants
would be familiar with it.

Post trial task, we added an attention check (“Which type of egg explodes when you try to
cook it and therefore must not be cooked?”, with the expected answer “dragon egg”). In the
first block, participants had to cook three randomly selected eggs without any explanation, with
a maximum of five trials per egg. In the second block, participants had to cook another three
randomly selected eggs with one of the explanation formats (VISUAL, RULES, LANGUAGE). We
also ensured that no participant was asked to cook the same egg twice. In both blocks, participants
rated the task difficulty after each egg. After each block, participants completed the questionnaires
on understanding, trust, and task load.

Measures and Questionnaires

To assess the effect of the explanation format, we used a combination of observable measures and
questionnaires. All the utilized scales/subscales have been used as it has been proposed in the
referenced papers.

Task Performance: We recorded the success rate by observing whether participants achieved
a perfect egg within five trials in each task (success or failure). We further measured the
number of trials participants required to achieve success (1 to maximum 5).

Trust: We used the Trust in Automation (TiA) questionnaire to measure trust on the AI system.
TiA is particularly suited for our study as it assesses trust, which is crucial for evaluating
user reliance on automated systems in complex tasks [105]. TiA uses a 5-point Likert scale
(1: strongly disagree, 2: rather disagree, 3: neither agree nor disagree, 4: rather agree, 5:
strongly agree).

Perceived Understanding: Inspired by the structure of items in TiA, we asked two additional
questions to specifically assess how understandable the AI recommendations and the cook-
ing machine were: I was able to understand the AI recommendations for cooking the egg.,
and I was able to understand how the egg cooking machine works. We used the same 5-point
Likert scale as TiA, but analysed these questions separately as single-item scales. Analysing
them as single-item scales is appropriate in our case as the construct is unambiguous or nar-
row in scope [211]. Such items are common in XAI literature [169].

Task Load: We used the NASA Task Load Index (TLX) to measure participants’ task load across
six subscales. The TLX is widely recognized for its effectiveness in identifying task over-
load and stress, and therefore suitable for understanding the cognitive demands of tuning
tasks [83]. The common digital version of TLX uses a 7-point Likert scale to assess task
load (1: very low, 2: low, 3: somewhat low, 4: neutral, 5: somewhat high, 6: high, 7: very
high) [24, 156, 94].
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Additionally, after each task, participants rated the difficulty of cooking the egg (Task Difficulty)
using the single-item questionnaire [179]: Overall, this task was? on a 7-point Likert scale (1:
very easy, 7: very difficult).

Participants and Recruitment

We recruited participants online via Prolific [158]. Prolific participants are familiar with answering
surveys. They have a higher attention span, and provide more complete and honest answers [47].
Based on a power analysis assuming a small effect size Cohen′s d ≥ .2, a standard power of .8,
and an error probability of .05, we determined using G*Power [51], a required participant pool of
N=186 with 62 participants per group. Participants were pre-screened to have English C1 level.
Each participant was compensated $3.7 for approximately 25 minutes of participation according
to Prolific’s ethical reward policy. We collected data on participant demographics and egg cooking
expertise in the beginning of the survey.

5.5 Evaluation & Results

During the study, participants cooked a total of 1278 (simulated) eggs. In the following, we
detail on their background and profile, and the extent to which they succeeded in achieving a
“perfect egg” with or without provided explanations. We further detail on subjectively perceived
trust, understandability, and task load. We applied Bonferroni corrections to all sets of statistical
tests with multiple pairwise comparisons to account for potential inflation of Type I errors due to
multiple comparisons between experimental conditions.

5.5.1 Participants

After piloting, we recruited a total of 225 participants (110F, 102M, 1D, mean age: 33; SD: 11; min
age: 18; max age: 83). We excluded 12 participants (5.3%) since they failed the attention check.
This left data from 213 participants for our final analysis. These 213 participants were equally
distributed over all three experimental conditions, namely VISUAL, RULES, or LANGUAGE with
71 participants each. Details on demographics (education level, AI and explainable AI proficiency)
can be found in Appendix 5.8.3. Participants indicated high proficiency in (egg) cooking: A large
majority cooked very frequently (34%) or frequently (39%). Egg cooking is especially popular
with a total of 126 participants engaging very frequently in preparing egg-related meals. All of
them had cooked eggs before (i.e., no one indicated never). This confirms that “cooking eggs”
is indeed a widely known, accessible and relatable scenario. Thus, it is well suited as exemplary
setting to study experts completing parameter tuning tasks - here: expert egg cooks. The tuning
task was overall perceived as slightly difficult, but only the goose egg was perceived significantly
harder to cook (p < 0.01) than the trial task of cooking a chicken egg (details in Appendix 5.8.4).

5.5.2 Do explanations facilitate parameter tuning tasks?

To statistically assess the effect of providing an explanation, we compare the three explanation
formats (between-groups) and data from the baseline and experimental conditions (within-groups)
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in terms of (1) the total number of perfect eggs participants achieved (success rate) and (2) the
number of trials needed to cook a perfect egg (trials).

We performed a Shapiro-Wilk test to check for normality distribution of success rate (W =

.8, p < .01) and trials (W = .9, p < .01). Based on these results, we employed non parametric
tests.

A Wilcoxon signed-rank test indicated that the success rate was significantly higher when an
explanation was given compared to the baseline condition without explanation, z = 1457.0, p <

.001. The success rate for the three experimental conditions are as follows: VISUAL (M=0.59,
SD=.32), RULES (M=0.58, SD=0.31), or LANGUAGE (M=0.60, SD=0.33). On average, partici-
pants achieved a success rate of .59 (SD=.32) in the three explanation conditions compared with
an average success rate of .32 (SD=.25) in the baseline condition (average success rate is the mean
of individual success rates of participants). This means that they achieved 1.85 times as many
perfect eggs when given an explanation. They also needed significantly less trials to cook a per-
fect egg in the experimental conditions, z = 1644.0, p < .001: while the three explanation types,
VISUAL (M=1.56, SD=.82), RULES (M=1.47, SD=1.16), or LANGUAGE (M=1.72, SD=1.07), re-
quired a similar number of trials, significantly more trials were needed in the baseline condition
(M=2.39, SD=1.36).

Yet, a Kruskal-Wallis test confirmed that there was neither a significant difference in success
rate, X2 (2, N=213) = 1.49, p=.47 nor trials across the three explanation formats, X2 (2, N=213)
= 0.22, p=.89. This indicates that all three formats, VISUAL, RULES, and LANGUAGE, are equally
effective in facilitating the egg parameter tuning task.

5.5.3 Do explanations increase the user’s subjective understanding?

Figure 5.5.1: Explanations significantly improve perceived understanding. Chart illustrating the
participants’ agreement with two items structured as I was able to understand.. (1)
..the AI recommendations for cooking the egg (left) and (2) ..how the egg cooking
machine works (right). Colour legend: strongly disagree, rather disagree,
neither agree nor disagree, rather agree, strongly agree.

We postulated further hypotheses, this time regarding the user’s perceived understanding, namely
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whether there is a significant difference between the three explanation formats in terms of the per-
ceived understandability of (1) the AI recommendations or (2) the underlying system. We tested
normality for the two items, (1) I was able to understand the AI recommendations for cooking
the egg (W = .8, p < .01) and (2) I was able to understand how the egg cooking machine
works (W = .8, p < .01) using the Shapiro-Wilk test. We found the data to significantly depart
from a normal distribution and followed-up with the non-parametric Wilcoxon-signed rank test.
This choice is adequate because Likert scales (here as 5-pt format from 1: strongly disagree to
5: strongly agree) inherently contain ordered categories that represent levels of agreement. Since
distances between categories are unequal, they yield ordinal, but not interval data [97, 166].

Our results show that including any explanation significantly improved the user’s perceived
understanding of the recommendation (z = 2498.0, p < .001) and the underlying system (z =

1683.0, p < .001). While the mean ratings in the baseline condition were close to neutral (nei-
ther agree nor disagree) for both, the participants’ understanding of (1) the AI recommendation
(M=3.38 ,SD=1.27), and (2) the underlying system (M=3.12, SD=1.23), they shifted closer to
agree in the experimental conductions: M=3.92, SD=1.22 for item (1) and M=3.70, SD=1.16 for
item 2 (cf. Figure 5.5.1).

Again, Kruskal-Wallis tests showed no significant differences between the three formats, i.e.,
VISUAL (M=3.9, SD=1.2), RULES (M=4, SD=1.2) and LANGUAGE (M=3.82, SD=1.2) con-
tributed equally to participants’ understanding of the recommendation (X2 (2, N=213) = 1.10,
p=.58). VISUAL (M=3.7, SD=1.2), RULES (M=3.7, SD=1.1) and LANGUAGE (M=3.7, SD=1.2)
also seems to equally supported their understanding of the underlying system (X2 (2, N=213) =
1.15, p=.93).

5.5.4 Do explanations increase user’s trust in the system?

Table 5.5.1: TiA subscales results comparing explanation types means and SDs. Bold shows sta-
tistically significant differences (p < .05). Results show a significant increase in trust
(Total Sum Score) for all explanation formats. RULES showed significant results in
five out of six subscales, followed by VISUAL three out of six, and LANGUAGE one
out of six.

Explanation Phase R/C U/P FAM IoD PoT TiA Total Sum Score

RULES Baseline M=3.2, SD=0.5 M=3.2, SD=0.5 M=2.0, SD=0.9 M=3.3, SD=0.8 M=2.7, SD=0.6 M=2.8, SD=1.0 M=56.4, SD=8.0
RULES Treatment M=3.4, SD=0.6 M=3.2, SD=0.5 M=2.4, SD=1.1 M=3.3, SD=0.8 M=2.9, SD=0.6 M=3.2, SD=1.0 M=59.9, SD=9.7

VISUAL Baseline M=3.4, SD=0.6 M=3.3, SD=0.7 M=2.2, SD=1.1 M=3.5, SD=0.8 M=3.0, SD=0.6 M=3.3, SD=1.0 M=60.2, SD=10.7
VISUAL Treatment M=3.5, SD=0.6 M=3.4, SD=0.6 M=2.5, SD=1.2 M=3.5, SD=0.8 M=3.0, SD=0.7 M=3.5, SD=1.0 M=62.8, SD=10.5

LANGUAGE Baseline M=3.4, SD=0.6 M=3.3, SD=0.6 M=2.1, SD=1.1 M=3.4, SD=0.8 M=2.8, SD=0.7 M=3.2, SD=1.0 M=59.3, SD=9.7
LANGUAGE Treatment M=3.5, SD=0.6 M=3.3, SD=0.5 M=2.2, SD=1.2 M=3.4, SD=0.9 M=2.9, SD=0.7 M=3.4, SD=1.1 M=60.9, SD=11.0

Combined Baseline M=3.3, SD=0.6 M=3.3, SD=0.6 M=2.1, SD=1.0 M=3.4, SD=0.8 M=2.8, SD=0.6 M=3.1, SD=1.0 M=58.6, SD=9.6
Combined Treatment M=3.4, SD=0.6 M=3.3, SD=0.6 M=2.4, SD=1.2 M=3.4, SD=0.8 M=3.0, SD=0.7 M=3.4, SD=1.5 M=61.2, SD=10.4

We used the TiA questionnaire to assess trust. TiA is scored on a 5-point Likert scale from
1: strongly disagree to 5: strongly agree. With the inverted items 5, 7, 10, 15, and 16, higher
numerical scores indicate higher trust [105]. We confirmed non-normality (W = .9, p < .01) and
followed-up with an analysis of the whole (sum scored) TiA and the individual subscales. The
descriptive statistics are in Table 5.5.1.
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Across the three groups (VISUAL, RULES, or LANGUAGE), the baseline condition (no ex-
planation) consistently scored lower than the experimental condition (with explanation) on all
subscales except for Intention of Developers and Understanding/Predictability. Our data indi-
cates that adding an explanation can significantly increase perceived Reliability/Competence (z =

5545.0, p < .001), Familiarity (z = 933.0, p < .001), Propensity to Trust (z = 3658.0, p < .001),
and Trust in Automation (z = 3259.5, p < .001). We also found a significant increase in the over-
all TiA sum score (z = 5332.5, p < .001), indicating that systems that provide an explanation are
more trusted overall.

A Kruskal-Wallis tests did not indicate significant differences across the three explanation
types (X2 (2, N=213) = 2.7, p=.26 regarding the TiA score. This also holds true when testing
the subscales individually. Detailed Likert scale plotted results can be found in Appendix 5.8.4.

5.5.5 Do explanations affect the user’s task load?

Table 5.5.2: NASA-TLX subscales results comparing explanation types means and SDs. Bold
indicates significant differences (p < .05). Significant reduction in mental demand
and performance improvement for all explanation formats. RULES show a reduction
in frustration, and RULES and VISUAL show a reduction in effort as well.

Explanation Phase Mental Demand Performance Effort Frustration

RULES Baseline M=64.1, SD=24.5 M=33.8, SD=24.4 M=60.8, SD=22.9 M=49.5, SD=31.6
RULES Treatment M=59.4, SD=26.2 M=53.1, SD=26.2 M=54.5, SD=25.5 M=40.4, SD=31.7

VISUAL Baseline M=66.0, SD=27.7 M=37.8, SD=27.9 M=66.7, SD=26.4 M=47.7, SD=33.5
VISUAL Treatment M=59.6, SD=30.3 M=56.6, SD=28.1 M=57.0, SD=24.5 M=39.9, SD=36.2

LANGUAGE Baseline M=64.3, SD=21.7 M=40.6, SD=27.0 M=65.5, SD=19.4 M=50.7, SD=29.6
LANGUAGE Treatment M=56.8, SD=28.1 M=53.5, SD=30.7 M=61.5, SD=22.6 M=44.6, SD=31.6

Combined Baseline M=64.8, SD=24.6 M=37.4, SD=26.5 M=64.3, SD=23.1 M=49.3, SD=31.5
Combined Treatment M=58.6, SD=28.2 M=54.4, SD=28.3 M=57.7, SD=24.3 M=41.6, SD=33.2

We investigated whether the explanation format affects the user’s task load, as measured by (1)
the six subscales of the NASA-TLX (a. mental demand, b. physical demand, c. temporal demand,
d. performance, e. effort, and f. frustration) and (2) the combined raw TLX index (a single task
load score ranging from 0 to 100) [82].

We confirmed that both, the six NASA-TLX subscales (W = .9, p < .01) and the raw TLX
index (W = .9, p < .01) were not normally distributed. We provide descriptive statistics in
Table 5.5.2, the full table can be found Appendix 5.8.4.

Additionally, we conducted Wilcoxon-signed rank tests which indicate that adding explanations
significantly reduce mental demand (z = 1459.5, p < .001) and effort (z = 2975.5, p < .001).
Participants experienced their performance as significantly better using any of the explanation
formats (z = 2060, p < 0.001). Additionally, the felt less frustrated when using RULES (z =

257.5, p = .005), and felt less effort to be required using RULES (z = 403.0, p = .036) and
VISUAL (z = 177.0, p < 0.001). Unsurprisingly, there were no significant difference for physical
demand, but also none for temporal demand, and the raw TLX index (see Appendix 5.8.4 for all
conditions).
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A Kruskal-Wallis test did not indicate significant differences across the three explanation types
for the raw TLX index (X2 (2, N = 213) = 0.21, p=.89) or any of the subscales.

These results suggest that the presence of explanations, regardless of the explanation format,
does not significantly increase the overall task load. On the contrary, we found significant im-
provements on some of the subscales, most notably a reduction in mental load.

5.5.6 Reliance on Explanations

To examine the extent to which participants relied on or diverged from the system’s guidance, we
analysed parameter adjustments relative to the explanation-provided recommendations. For each
explanation format, we computed three behavioural indicators: (1) the number of tunable param-
eters set within the recommended range (within-range adjustments), (2) the number of tunable
parameters whose final values fell outside the recommended range (beyond-range adjustments),
and (3) the number of non-tunable parameters that participants nonetheless modified (unintended
adjustments).

Participants were classified as following the explanations when, for all tasks in a given explana-
tion format, they did not set any parameters beyond the recommended ranges or make unintended
adjustments. Conversely, participants were classified as deviating from the explanations when at
least one parameter exceeded its recommended range or when any non-tunable parameter was
changed. This categorization provides a behavioural proxy for reliance, capturing whether partic-
ipants adhered strictly to the provided guidance or exercised independent control.

Explanation Format Successful Participants Followed (%) Deviated (%)
Language 59 45.8 54.2
Rules 58 63.8 36.2
Visual 57 57.9 42.1

Overall 174 55.7 44.3

Table 5.5.3: Reliance on explanations across explanation formats.

Across all explanation formats, approximately 56% of participants fully followed the recom-
mendations, whereas 44% adjusted at least one parameter beyond the suggested limits. This pat-
tern suggests that participants generally treated the explanations as guidance rather than prescrip-
tion: they used the system’s suggestions to orient their tuning but retained the autonomy to deviate
when they judged it beneficial.

5.6 Discussion

The study demonstrates that providing explanations in BO significantly enhances task perfor-
mance, user understanding, and trust, without additional cognitive load. We observed no signifi-
cant differences across the three explanation formats tested — VISUAL, RULES, and LANGUAGE.

It is noteworthy that explanations improved outcomes without increasing task load. BO is of-
ten applied in complex, cognitively demanding settings where participants are required to process
substantial amounts of information. Our results suggest that well-designed explanations can be
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integrated into such BO workflows without overwhelming the user, addressing a common con-
cern in the application of explainable AI to real-world systems [114, 102]. Moreover, the absence
of significant differences between explanation formats indicates that BO explanations are robust
to variations in their presentation. This opens the possibility for flexible, user-centred explana-
tion design: developers can prioritize user preferences, context, or deployment constraints when
choosing how to present explanations, without compromising effectiveness. Personalized expla-
nation strategies, where users can select the format that best fits their cognitive style or task needs,
could therefore be a viable and valuable design approach [147]. Finally, our findings underline
the accessibility and utility of BO explanations. By improving understanding and trust, explana-
tions help bridge the gap between users and the underlying optimization process, enabling more
informed and confident decision-making. We acknowledge that the benefits of explanations could
be more precisely isolated in a setting where participants are already familiar with the task and
differ systematically in their domain expertise. Investigating how expertise moderates the effect
of explanations represents a promising direction for future work.

XAI literature has highlighted challenges in achieving appropriate user reliance on AI systems.
Overreliance, where users accept AI recommendations without sufficient scrutiny, can lead to er-
rors of commission, especially when the AI is incorrect. Conversely, underreliance, where users
disregard accurate AI advice, results in errors of omission and can be even more detrimental to
performance [153]. Studies have shown that explanations alone do not always mitigate these is-
sues. The effectiveness of explanations depends on factors like task difficulty and the cognitive
effort required to process the explanation [200]. Similarly, example-based explanations might in-
crease overreliance compared to feature-based ones [23]. These findings suggest that the design
and context of explanations are crucial for user reliance. In our study, among participants who
successfully completed the task, 55.7% adhered fully to the provided explanations by selecting
values exclusively within the recommended ranges, while 44.3% deviated and explored alterna-
tives beyond those suggestions. This behavioural pattern indicates that explanations were used
as guidance rather than strict prescriptions. Reliance on AI is known to be task- and expertise-
dependent [99]. In real-world industrial tuning scenarios, expert users typically possess prior
domain knowledge and an already calibrated sense of when to accept or question AI output, which
serves as a safeguard against over-reliance [32]. Because our study involved participants who
had no prior knowledge of the tuning task, the level of reliance observed here may overestimate
reliance compared to real expert-in-the-loop settings, where human judgment plays a stronger
moderating role.

Previous work also raised concerns about whether any explanation is better than none in AI
systems [7, 44]. Our results for XBO demonstrate the usefulness of explanations in improving
both system performance and user perception. Explanations addressed the often-cited trust gap
in XAI [152, 173, 164]. In the context of this work, the “trust gap” refers not to a lack of de-
served trust in AI systems, but to the mismatch between users’ understanding of how such sys-
tems generate recommendations and their willingness to engage with them. In BO, the algorithm’s
suggestions are inherently approximate, useful for guiding exploration but not guaranteed to be op-
timal [187]. Explanations therefore do not aim to make the optimizer more trustworthy in itself,
but to make its reasoning more transparent, enabling participants to judge when and how to rely
on its guidance [29]. This is done by showing the uncertain parameters and tuning ranges in our
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study. In this sense, improved trust reflects greater transparency and engagement. Our findings are
consistent with the findings of [186], highlighting the effectiveness of explanations in improving
performance in human-AI collaboration.

The assumptions made in previous work [168, 1, 27, 29, 73] about the need for explanations
specifically in BO settings are confirmed by our study. Our results show that explanations in
BO settings not only helped participants understand the black-box system, but also fostered trust.
However, it is important to acknowledge that the increased trust observed among participants may
have been influenced by the high fidelity of the explanations, i.e., the explanations were true to
the system they were intended to explain. We also note that the actionable explanations may have
functioned as practical guidance during tuning. Therefore, the observed trust could have been the
a combination of increased decision confidence and more informed parameter exploration, rather
than a pure effect of improved understanding alone. While we did not specifically measure this,
it would be a possible future direction of investigation. To further substantiate these findings, it
would be interesting to include more objective measures of understanding beyond self-reported
perceptions.

In our study, each participant was exposed to only one explanation format, so we did not account
for or measure user preferences. However, not assigning a preferred explanation format did not
negatively affect performance; participants performed well regardless of the explanation format
they received. This contrasts with previous research in the AI domain, where participants often
preferred specific explanation formats, such as visual [197] or textual [160]. Our results suggest
that explanation effectiveness is task dependent, and in the context of BO for parameter tuning,
explanation format does not play a decisive role in the results.

5.6.1 Limitations and Practical Implications

While our study provides strong evidence for the usefulness of explanations in BO, several prac-
tical limitations warrant further research. First, the use of the egg cooking task as a proxy for
parameter tuning may limit the generalizability of our findings to more complex industrial tun-
ing tasks. Future studies should explore higher-dimensional, real-world scenarios to validate our
findings. Second, the reliance on self-reported measures of understanding and trust has some lim-
itations. Participants’ perceived understanding and confidence may have been influenced by the
positive results they achieved, rather than a true understanding of the system. More rigorous, ob-
jective measures of understanding would be valuable in distinguishing between real and perceived
benefits of explanations. Finally, our design only measured performance and perceptions after
three repetitions of the tuning task. It is unclear whether one explanation format is better suited
to learning over time. Over longer exposure to the same optimization problem, participants are
likely to internalize aspects of the system’s behaviour and develop a mental model of how param-
eter changes affect outcomes. As this understanding consolidates, their reliance on externally pro-
vided explanations may naturally diminish, since they can anticipate or infer the optimizer’s logic
on their own. Different explanation formats may support this learning process to varying degrees.
For example, visual formats might facilitate faster pattern recognition, while rule-based or textual
formats may promote conceptual understanding [107]. Consequently, long-term interaction could
reveal differences between formats that are not apparent in short-term, single-session tasks like
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ours. Examining such longitudinal effects remains an open question for future research [69].

5.7 Conclusion

Driven by the need to understand beneficial human-AI collaboration for tuning cyberphysical sys-
tems, we designed an artificial scenario to understand the impact of explanations on tuning out-
comes. We identified a tuning task that most humans would be familiar with, and created an
artificial egg cooking machine with 6 tunable parameters based on a realistic mathematical model
for cooking a ‘perfect’ egg. Our egg cooking machine was equipped with explanations in different
formats: VISUAL, RULES and LANGUAGE, which we derived from common explanation formats
in explainable AI.

We ran a between-subjects study with 213 valid responses on the Prolific platform, which –
anecdotally – participants found very engaging and interesting ( [..]I thought a couple of more
chances and I could have nailed the perfect egg! (P6), Though it was a fun task, I wish I had done
better. (P33))

Our results show that when explaining BO tasks with truthful explanations, the explanation
format does not matter: we found no difference in effect on user confidence, task load, task per-
formance and comprehension. However, we did find a significant effect of explaining vs. not
explaining in BO tasks, confirming a general agreement in the XAI domain. However, our ex-
planations were designed to be truthful, i.e. to approximate the underlying system very well,
and participants were unlikely to have had prior expectations about which parameters should be
important and which should not, reducing the risk of expectation mismatch.

This is an interesting finding for practical applications, as it suggests that explanations should
be added to BO tuning tasks; however, there is no need to design or select specific explanation
formats to achieve the best tuning results. Rather, the practitioner could follow user preferences
and optimise for user satisfaction.

5.8 Appendix

5.8.1 Natural Language

We used GPT-4 to generate our textual explanations. The prompt we used is given below:
Input Prompt Example Based on the provided tuning recommendations, generate a textual

explanation in natural language:

1. Clearly identify the parameters that should not be tuned (stated as “maintain stability”).

2. Highlight the parameters that should be fine-tuned, specifying the recommended ranges.

3. Use clear and concise language for readability.

• Tune:

– Mass M : [70, 74]

– yolk-to-white ratio ywr: [0.6, 0.9]
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• Do not tune:

– λ, altitude A, egg temperature Tegg, yolk temperature Tyolk

Output Example
Maintain stability for altitude (A), egg temperature (Tegg), lambda (λ), and yolk temperature

(Tyolk). Fine-tune Mass (M ) between 70 and 74, and yolk-to-white ratio (ywr) between 0.6 and
0.9 for optimal performance.

5.8.2 Scenarios

Parameter Sensitivity Analysis

We performed a sensitivity analysis of the egg cooking formula to identify parameters that signifi-
cantly influence cooking outcomes. This analysis allowed us to prioritize which parameters require
precise control to ensure consistent and reproducible results (see Figure. 5.8.1). By understanding
the sensitivity of these parameters, we could design cooking scenarios that are both realistic and
adaptable, while minimizing the risk of task failure due to parameter variability. Specifically, we
identified λ and Tyolk as critical parameters in the formulation. λ, the specific heat capacity, influ-
ences the heat transfer efficiency and varies depending on egg size and shell thickness. Tyolk, the
temperature at the white-yolk boundary, determines the texture of the egg and is crucial for achiev-
ing desired results like soft boiled eggs. Out of the seven tasks, users were required to tune λ and
Tyolk in only two cases. This design choice allowed us to incorporate scenarios involving sensitive
parameters without making them the focus of most tasks. By doing so, we ensured diversity in the
task set, allowing users to experience sensitive and less sensitive parameter tuning. This balance
reflects realistic conditions where not all parameters are equally impactful while providing users
with opportunities to engage with the most critical variables in some scenarios.

Feedback on Trials

The feedback was based on predefined time ranges: eggs cooked for 4min 20 sec to 4min 45 sec
were considered “perfect.” Eggs “slightly overcooked” (4min 45 sec to 5min 30 sec) or “slightly
undercooked” (3min 35 sec to 4min 20 sec) received corresponding feedback. Eggs cooked for
less than 3min 35 sec were labeled “undercooked,” while those exceeding 5min 30 sec were la-
belled “overcooked.” These feedback ranges ensured that participants could receive meaningful
guidance regardless of whether they achieved the perfect egg on their first attempt or required
further tuning.

5.8.3 Results

Participant Demographics

More details on participants:
A majority of 135 participants (63%) had a university, followed by 50 participants (23%) with

a high school degree and 16 (8%) with a technical school diploma. Only six participants had a
doctorate. The remaining four had completed middle-school and two participants had obtained
no formal school leaving certificate. Notably, approximately half of the participants indicated that
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Figure 5.8.1: Our sensitivity analysis of the egg cooking formula for 10% perturbation to the pa-
rameters identified Lambda and Tyolk as highly sensitive parameters. This outcome
aligns with expectations, as these parameters are presumed stable in the original
formulation, and any alterations significantly impact cooking time. To manage this
sensitivity, we kept Lambda and Tyolk largely fixed in the tasks, ensuring that users
do not need to deal with highly unstable settings. This approach helps maintain con-
sistency and predictability in the study.

they used AI very frequently (23%) or frequently (26%). Sixty-one (29%) were occasional AI
users. Only 16 participants each self-described their use of AI as rarely, very rarely, or never (8%
each). In contrast, only 8% reported to very frequently use explainable AI (XAI). Forty-one (19%)
and fifty-nine (28%) participants were frequent respectively occasional XAI users. The other half
rarely (13%), very rarely (11%), or never (21%) used XAI.

5.8.4 Egg Difficulty

A total of 1278 eggs were cooked in the study, 213 per egg type. On average the difficulty of
cooking the eggs was perceived as slightly difficult (mean between 4.5 and 5.0) for all egg types.
Participants used the full range of the scale for all egg types (Min = 1: very easy, Max = 7: very
difficult). An overview of the rating distributions is shown in Figure 5.8.2. The difficulty ratings
for all egg types were not normally distributed (Shapiro-Wilk, all p<0.001). A Kruskal-Wallis test
revealed significant differences between the rating means (W= 38.3, p=0.0000009934). Only the
goose egg (M=5.3, SD=2.0) was more difficult than the trial task of cooking a chicken egg (M=4.5,
SD=1.7; post-hoc Dunn’s test with Bonferroni correction (p =0.000007)). p-value for Chicken vs.
Goose:

Do explanations facilitate parameter tuning task?

Figure.5.8.3 shows the distribution for task success and trial measures.

Do explanations increase user’s trust in the system?

Detailed Likert scale results for the TiA questionnaire are presented in Figure. 5.8.4. We observed
that users significantly increased their trust in the system when explanations were provided.
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Figure 5.8.2: Egg difficulty, 1 - very easy, 7 - very difficult

Figure 5.8.3: Performance, left success rate, right number of trials. x on the plots represent the
means.

Do explanations increase user’s task load?

Detailed results for the NASA-TLX subscales and the raw TLX index are presented in Table 5.8.1.
The findings demonstrate that various explanation formats offer distinct advantages, while consis-
tently delivering significant benefits, such as reduced mental load, decreased effort, and improved
performance. The availability of explanations positively impacted users without imposing addi-
tional cognitive load on them. Consequently, changes in the overall raw TLX index were statisti-
cally insignificant.

Table 5.8.1: NASA-TLX subscales and RAW TLX index results comparing explanation types.
Values are reported as mean ± SD. * (p < .05), ** (p < .01), *** (p < .001),
and ns (non-significant) indicate significance levels. Significant reduction in mental
demand and performance improvement for all explanation formats. RULES show
a reduction in frustration, and RULES with VISUAL show a reduction in effort as
well. Note: B = Baseline Phase, T = Treatment phase MD = Mental Demand, PD
= Physical Demand, TD = Temporal Demand, P = Performance, E = Effort, and F =
Frustration.

Explanation MD PD TD P E F RAW TLX

RULES- B 64.1 ± 24.5 * 21.6 ± 26.2 ns 27.9 ± 20.7 ns 33.8 ± 24.4 *** 60.8 ± 22.9 * 49.5 ± 31.6 ** 43.0 ± 13.8 ns
RULES- T 59.4 ± 26.2 * 22.3 ± 28.7 ns 26.1 ± 22.1 ns 53.1 ± 26.2 *** 54.5 ± 25.5 * 40.4 ± 31.7 ** 42.6 ± 15.1 ns
VISUAL- B 66.0 ± 27.7 * 21.6 ± 27.2 ns 32.9 ± 24.1 ns 37.8 ± 27.9 *** 66.7 ± 26.4 *** 47.7 ± 33.5 ns 45.4 ± 15.0 ns
VISUAL- T 59.6 ± 30.3 * 23.9 ± 30.6 ns 32.4 ± 26.4 ns 56.6 ± 28.1 *** 57.0 ± 24.5 *** 39.9 ± 36.2 ns 44.9 ± 16.4 ns
LANGUAGE- B 64.3 ± 21.7 ** 23.0 ± 27.8 ns 32.2 ± 26.6 ns 40.6 ± 27.0 ** 65.5 ± 19.4 ns 50.7 ± 29.6 ns 46.0 ± 14.0 ns
LANGUAGE- T 56.8 ± 28.1 ** 21.4 ± 27.3 ns 30.1 ± 25.5 ns 53.5 ± 30.7 ** 61.5 ± 22.6 ns 44.6 ± 31.6 ns 44.6 ± 16.1 ns
Combined - B 64.8 ± 24.6 *** 22.1 ± 27.0 ns 31.0 ± 23.9 ns 37.4 ± 26.5 *** 64.3 ± 23.1 *** 49.3 ± 31.5 ns 44.8 ± 14.1 ns
Combined - T 58.6 ± 28.2 *** 22.5 ± 28.8 ns 29.5 ± 24.8 ns 54.4 ± 28.3 *** 57.7 ± 24.3 *** 41.6 ± 33.2 ns 44.1 ± 15.8 ns

81



(a) TIA sum score.

(b) TIA dimensions.

Figure 5.8.4: Distribution of responses for the trust in automation (TIA) questionnaire. Colour
legend: strongly disagree, rather disagree, neither agree nor disagree,
rather agree, strongly agree. Left column: explanation vs. baseline (NO). Right:
Comparing explanation formats (VISUAL, RULES, LANGUAGE). There is no sig-
nificant difference in mean values in all conditions.
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T HE previous chapters focused on post-hoc explanations of BO and their human-centric
evaluation in system tuning tasks. In this final chapter, we turn to a different collabo-
ration paradigm: human-in-the-loop PBO. Unlike post-hoc scenarios, where explana-

tions are used to interpret a finished recommendation, PBO requires experts to provide iterative
feedback by selecting among candidate solutions. This preference elicitation process is inherently
challenging, as it involves subjective trade-offs between multiple objectives, varying priorities,
and uncertainty in human judgments [168, 1].

To address these challenges, we introduceMOLONE, a comparative explanation method specif-
ically designed for PBO. MOLONE generates local explanations that simultaneously highlight
differences in input features and outcomes across candidate solutions. By making trade-offs be-
tween competing objectives explicit, MOLONE enables decision-makers to better understand the
implications of their preferences and to provide more informed feedback during the optimization
process.

We evaluate MOLONE on benchmark multi-objective optimization functions within a PBO
framework, showing that it improves convergence when preferences are noisy. Furthermore, we
conduct a user study in which MOLONE significantly accelerates convergence in human-in-the-
loop settings by helping participants identify preferred options more efficiently. This chapter
demonstrates that comparative explanations can play a critical role in preference-based optimiza-
tion, complementing the post-hoc approaches presented earlier in the thesis. This work was pub-
lished in [28].

6.1 Introduction

BO is a model-based sequential optimization framework for efficiently solving global optimization
problems where function evaluations are costly [187]. It is widely used in multi-output applica-
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tions such as material design [93, 57, 209], A/B testing [11], battery design [1], and simulation-
based optimization [72, 222]. In these domains, decision-makers often lack explicit objective
functions, necessitating methods that incorporate human insights for optimizing unknown objec-
tives.

Human-in-the-loop BO enables decision-makers to guide the optimization process by iteratively
incorporating human knowledge through interactive feedback, such as in A/B testing scenarios.
When the true objective function is unknown but can be inferred from human preferences, PBO
models latent preferences within the design space, enabling efficient convergence to optimal so-
lutions [71, 115]. By leveraging preference data rather than direct function evaluations, PBO
provides a practical approach for optimizing complex black-box systems where explicit numerical
feedback is impractical or unavailable.

PBO assumes that human decision-makers can reliably express preferences in a multi-output
setting where solutions are generated by a black-box model (Figure. 6.1.1). However, selecting
between samples is challenging without additional information, as trade-offs require balancing
competing objectives that may not be explicitly defined. Decision-makers’ priorities vary based
on subjective preferences, expertise, and context as well. Additionally, uncertainty, incomplete, or
correlated information further complicate decision-making [100, 194]. These limitations highlight
the need for strategies that improve interpretability and support informed preference selection.

Recent advancements in XAI for BO, such as CoExBo [1] and ShapleyBO [168], aim to enhance
decision-making by providing input feature importance explanations for algorithm-suggested sam-
ples. However, these methods primarily focus on explaining the importance of input variables (i.e.,
features or design parameters), overlooking the importance of output variables that directly influ-
ence human preferences.

For decision-makers to make informed selections, explanations must extend beyond input fea-
ture importance to include output importance, clarifying how trade-offs align with their objectives.
For instance, in A/B testing, if usability is the priority, they need to know which option better sup-
ports that goal. Existing solutions focus only on input-level factors, such as image placement or
recommendation accuracy, without addressing the core question: Why choose Sample A rather
than Sample B? [95].

To address this limitation, we introduce Multi-Output LOcal Narrative Explanation (MOLONE),
a comparative explanation method that provides both input feature and outcome importance to
support preference-based decision-making. Unlike existing methods, MOLONE compares impor-
tance values across two samples, attributing higher values as reasons for selection and lower values
as reasons against. This structured comparison helps decision-makers understand trade-offs, effec-
tively answering: “Why choose Sample A rather than Sample B?” By highlighting both strengths
and weaknesses, MOLONE aligns with Evaluative XAI [130, 22], ensuring that decisions remain
human-centered while AI provides the necessary explanatory support.

MOLONE is a local explanation method for PBO where preference selections are made between
a limited set of candidate samples. These samples exist within a vast optimization landscape, mak-
ing it crucial to analyse their input feature and outcome importance in their local distribution. Since
neighbouring samples share similar characteristics, comparing them provides a more meaningful
basis for preference selection. Thus, MOLONE effectively contrasts two local distributions rather
than isolated points thus aligning with the local geometry.
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We evaluate MOLONE on standard optimization benchmarks from the literature (DTLZ2, DTLZ4,
and ZDT1) [41, 226], each with five input dimensions and multiple outputs. Our results show that
explanation-informed preference feedback achieves higher utility than preference selection with
simulated human errors, which account for decision-maker uncertainty. This confirms MOLONE’s
high fidelity in generating meaningful explanations.

We evaluate MOLONE in a human-in-the-loop setting, and we investigated whether explana-
tions improve decision-making efficiency. Using the common multi-objective optimization dataset
DTLZ2, we conducted a between-group experiment where five expert users performed 10 pref-
erence selections under two conditions: with and without explanations. Our results show that
users with explanations converged faster, demonstrating that MOLONE effectively aids decision-
making by helping users identify better options more efficiently.

Figure 6.1.1: Comparative explanations for preference selection in PBO. It shows why the DM
should select one sample and why the DM should not select a sample.

Our contributions are as follows:

1. We introduce MOLONE, a novel comparative explanation method for PBO. MOLONE pro-
vides not only input feature importance but also outcome importance, enabling decision-
makers to make efficient preference selections.

2. We demonstrate the effectiveness of MOLONE in improving convergence speed and solu-
tion quality compared to noisy preference selection within a PBO framework using standard
benchmark functions.

3. We show in a user study that MOLONE accelerates human-in-the-loop optimization by
enabling more efficient and informed preference selections.
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6.2 Related Work

Explainable Bayesian Optimization methods can be broadly categorized into post-hoc methods
and online local explainability methods. Post-hoc methods are global approaches that aim to
explain the full problem space as approximated by a learned surrogate model. For example, RX-
BO [27] and TNTRules [29] are rule-based post-hoc methods designed for single-outcome BO,
effectively highlighting multiple local minima within the optimization space. Another method,
GPShap, provides Shapley explanations that highlight global input feature importances of the
backbone GP of BO [31].

In contrast, online local explainability methods CoExBo and ShapleyBO generate Shapley-
based explanations tailored to individual candidates in PBO [1, 168]. While these methods aim
to help decision-makers by highlighting feature importance, they have two key limitations. First,
Shapley values provide feature importance targeting single outcomes [122], falling short of offer-
ing joint assessments across multiple outputs in a multi-outcome model where different outcomes
may be correlated. Second, expert decision-making often demands a comparative evaluation of the
strengths and weaknesses of different samples [67, 87], a task that input feature importance alone
cannot adequately support as it lacks a comprehensive view of the objective space. Thus both
CoExBo, and ShapleyBO are not directly comparable with our method as MOLONE explicitly
compares inputs as well as outputs to illustrate the influence of inputs on user-defined objectives,
whereas CoExBo and ShapleyBO focus solely on input feature importance, without accounting
for the relationship between inputs and outputs in the decision-making process.

While MOLONE shares some similarities with contrastive explanation models, it differs in
several key ways. Traditional non-common effects analysis [95] explains human decision-making
by identifying the unique consequences of actions, assuming that distinct effects drive choices.
In contrast, MOLONE does not infer intent or focus on outcome differences. Instead, it explains
selections by analysing the intrinsic characteristics of the samples and the underlying BO model.
MOLONE also stands apart from counterfactual explanations [129, 92], which modify variables
to explore hypothetical outcomes [79]. In MOLONE, both Sample A and Sample B represent
real, viable choices rather than hypothetical alternatives. While counterfactuals alter inputs to see
how outputs change, MOLONE examines the chosen samples as they are, providing insight into
why the BO algorithm selected them rather than speculating on what might have happened under
different conditions.

6.3 Methodology

In this section, we describe the problem setting and our approach.

6.3.1 Problem Setting

We begin with the standard PBO setting (cf. 2.2). In PBO, the goal is to select between two
candidates (Figure. 6.1.1), g(xa) and g(xb), whose outcomes are generated by an unknown black-
box function g : Rd → Rk. Since the objective function f is unobservable, optimization relies on
preference feedback rather than explicit function evaluations.
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The black-box function g is modelled by a GP surrogate M, while the decision-maker’s un-
known utility function, f , is approximated by a second GP model,Mpref . These models provide
predictive distributions over outcomes and inferred preferences, forming the basis for preference
selection.

The core selection challenge in PBO is non-trivial because (1) the vector-valued outcomes g(xa)

and g(xb) may conflict or be correlated, requiring trade-offs that are not explicitly defined [100,
194]; (2) decision-makers may prioritize different features or outcomes based on subjective prefer-
ences, making informed selections difficult without additional information; and (3) f is unknown
and only approximated byMpref , introducing uncertainty in aligning selections with user prefer-
ences.

Figure 6.3.1: In MOLONE, (1) we generate local explanation data by applying Latin Hypercube
Sampling (LHS) within a sphere around each input xa and xb. (2) The GP model
M evaluates sampled points, returning mean predictions and uncertainty. (3) The
preference GP modelMpref computes utility scores based on these predictions. (4-
5) Input feature importance based onM and outcome importance based onMpref

are then derived by analysing the sensitivity of two GP models. (5) Importance
values are then compared against each other and a comparative matrix integrates
these insights.1

Approach

Our goal is to provide explanations that help decision-makers make a selection between two can-
didate inputs (Figure. 6.1.1), g(xa) and g(xb), whose outcomes are generated by an unknown
black-box function. Our approach involves solving the optimization problem using PBO and ad-
dressing the preference selection problem using XAI techniques.

1loss landscape image attributed to https://github.com/tomgoldstein/loss-landscape
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In the PBO loop for each preference query, we generate comparative explanations to support
the decision-maker in the selection task between two candidate samples.

We assume access to the background GP models of PBO and focus on two explanation compo-
nents extracted from the GP models. The first is local input feature importance, which analyses
how each feature in xa and xb contributes to the predicted outcomes of g modelled by GP M.
This helps the decision-maker understand the influence of different input variables in the local
optimization landscape. The second is outcome importance, which evaluates how each dimen-
sion of g(xa) = ya and g(xb) = yb contributes to the inferred utility model f as modelled by
preference GPMpref . This allows the decision-maker to assess which aspects of ya and yb are
most relevant for preference selection.

We structure the explanations extracted from M and Mpref into two sets by comparing the
importance scores of features and outcomes between the two samples. The High Importance
set (H) aggregates features and outcomes that have higher importance in sample A compared to
sample B, explaining why A should be chosen. Conversely, the Low Importance set (L) includes
features and outcomes with lower importance in A relative to B, explaining why A should not be
chosen.

Algorithm 5 MOLONE

Require: Two points: X = {x,x′},
1: Number of samples: N ,
2: GP model for g:M,
3: Preference GP model for f :Mpref

4: procedure MOLONE (X , N,M,Mpref , r)
5: for each x ∈ X do
6: Xlhs ← {x′1, . . . ,x′N} ∼ LHS(x, radius = r) ▷ Generate explanation set
7: µg(xs), σg(xs)←M(xs), ∀xs ∈ Xlhs ▷ GPg model evaluation
8: µf (µg(xs)), σf (µg(xs))←Mpref (M(xs)), ∀xs ∈ Xlhs ▷ GPf model evaluation
9: ϕx ← InputFeatureImportance(M,Xlhs) ▷ Input feature importance

10: ϕy ← OutcomeImportance(Mpref , µg(xs)) ▷ Outcome importance
11: end for
12: H ← {High(ϕx),High(ϕy)} ▷ Why explanations
13: L ← {Low(ϕx),Low(ϕy)} ▷ Why not explanations
14: CompMatrix← Combine(HWhyExp,LWhyNotExp) ▷ Comparative matrix
15: return CompMatrix
16: end procedure

6.3.2 Multi-Output LOcal Narrative Explanation

Our method for generating comparative explanations for the preference exploration stage of PBO
is MOLONE (Figure. 6.3.1). MOLONE consists of six steps (Alg. 5). First, given two input
samples, MOLONE begins by generating a local explanation set by using LHS within a sphere
centred at each input point. Second, the GP modelM for g evaluates each sampled point, returning
the mean and uncertainty of the predictions. And the preference GP modelMpref for f is then
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evaluated using the outcomes generating utility scores based on the mean predictions from M.
Third, input feature importance is computed based on the sensitivity of M predictions to the
input dimensions, and outcome importance is calculated similarly based on the preference model
Mpref . Fourth, these importance values are used to compare the two input samples, identifying
high and low contributions for both the input features and vector outcomes. Fifth, using these
comparisons, ‘why’ explanations are generated by combining the high contributions, and ‘why
not’ explanations by combining the low contributions. Finally, a 2x2 comparative matrix integrates
these explanations, providing decision support for preference-based optimization.

Explanation Set Generation

In PBO, data points are iteratively sampled from a defined search space and evaluated by a GP
model. Unlike standard XAI settings in machine learning, PBO lacks a predefined training or
testing dataset, leading to the absence of an explanation dataset [27, 29]. To address this, we align
with the PBO principle by sampling new points from the search space to generate the necessary
explanation data. We choseLHS, a method that divides the input hypercube into smaller grids
and ensures a fair distribution of sampled points, providing a representative set for the underlying
space [90].

Given a sample g(x) that requires explanation, we need to explore the space around x to gener-
ate local explanations. Initially, one could consider using only LHS in a hypercube centred around
x. However, this approach requires defining explicit bounds for each dimension, which can be
arbitrary and may not properly capture the local neighbourhood around the point. On the other
hand, using only spherical sampling results in points concentrated on the surface of the sphere,
failing to explore the full volume around the point, which would limit the representativeness of the
explanation set [58].

To overcome these limitations, we combine both approaches by first constraining the sampling
to a small radius sphere centred around x and then applying LHS within this sphere. This allows
us to sample points uniformly within a spherical neighbourhood, ensuring that all regions within
the sphere are covered. By generating N samples from this constrained spherical region, we form
our explanation set: Xexp = {x′1, . . . ,x′N}, where each sample is within the sphere and respects
the local geometry of the search space around x.

Mathematically, this approach can be described as follows: LHS generates N points ui uni-
formly within a unit cube [0, 1]d. These points are then transformed into a spherical region
by first normalizing them to lie on the surface of a sphere and then scaling them by a radius
r ∼ U(0, 1)1/d, ensuring uniform sampling within the volume of the sphere. Finally, the points
are translated to be centred at x: x′i = x + r ui

∥ui∥ , where ui is the LHS-sampled point, r is the
radius, and ∥ui∥ is the Euclidean norm of ui.

To adaptively determine the sampling radius r around a given point x, we first generate an
initial exploratory set of N points xi}Ni=1 within a default radius r0. The Euclidean distances of
these points from x are computed as di = ∥xi − x∥2. The final sampling radius is then defined as
r = σd, which is the standard deviation of the distances di. This ensures that the neighbourhood
size dynamically adjusts to the local data distribution, preventing the selection of an arbitrary fixed
radius that may not accurately capture the characteristics of the black-box function.
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GP Models Evaluation

To assess the behaviour of the GP modelsM andMpref within the identified hyperlocal space,
we evaluate them using the samples in Xexp.

First, we apply the GP model for the true function g: M, to each sample xs ∈ Xexp. The
GP model’s posterior distribution provides both the mean prediction µg(xs) and the associated
predictive uncertainty σg(xs). These are used to summarize the behaviour of M in the local
region around the point of interest. Next, we evaluate the preference GP model for f , denoted
as Mpref , using the outcomes of M. Specifically, we feed the vector-valued mean predictions
µg(xs) from M into Mpref , obtaining the preference mean µf (µg(xs)) and the corresponding
uncertainty σf (µg(xs)).

Input Feature and Outcome Importance Calculation

In GPs, the kernel function can be marginalized to compute a feature importance score ϕ by
measuring the sensitivity of the model’s output to changes in specific input features. This method
evaluates how sensitive the GP kernel is to individual features, particularly within the local region
defined by Xexp. We compute input feature importance by determining the maximum sensitivity
of each feature in this local space. The intuition is that features causing the greatest variation in
the GP’s output are the most influential in this area. In PBO, the output is a vector in case ofM.
We aggregate the sensitivity into a single value based on maximum change over all the individual
output dimensions for ease of importance computation. The resulting importance scores form a
vector ϕx of size |x|, representing the feature importance for the input space [219].

In addition to computing feature importance from the GP model forM, we also compute out-
come importance based on the preference model Mpref . The preference model evaluates the
outcomes ofM, and the sensitivity ofMpref to changes in these outcomes provides a measure
of the importance of these outcomes in determining preferences. Since the output of Mpref is
single-dimensional, aggregation is unnecessary here. For each sample xs ∈ Xexp, we compute
how the preference scores µf (µg(xs)) vary with respect to changes in the input features of M.
This results in an outcome importance vector ϕy, which reflects how much influence each input
feature has on the preference outcome in this local space.

Together, the input feature importance vector ϕx (fromM) and the outcome feature importance
vector ϕy (from Mpref ) provide a comprehensive understanding of how input features impact
both the underlying model’s predictions and the resulting preferences in the local region around
x. These vectors are used in subsequent steps to generate explanations by comparing them against
each other.

Importance Comparison

The input and outcome importances of the two samples are compared against each other to identify
their differences.

First, we compare the input feature importance vectors, ϕx, for both samples xa and xb. These
vectors represent the sensitivity of the GP modelM to variations in each input dimension, cap-
turing how strongly each feature influences the model’s predictions in the local space. By directly
comparing ϕx for xa and xb against each other, we classify each feature’s importance as either
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high or low, identifying which features contribute more to the utility in one sample relative to the
other.

Next, we compare the outcome importance vectors, ϕy, for g(xa) and g(xb). These vectors
quantify how input features influence the preference modelMpref , which is the utility. By directly
comparing ϕy between the two samples, we determine which outcome dimensions affect utility
Mpref . This comparison allows us to classify outcome importance as high or low, attributing
importance to outcomes that influence utility between the two samples.

Together, these two comparisons—input feature importance and outcome importance—provide
a comprehensive understanding of the differences between the two samples. This comparative
view allows us to generate detailed explanations, distinguishing which features and outcomes are
important in terms of their influence on the utility.

Generating ‘Why’ and ‘Why not’ Explanations

To generate ‘Why’ explanations H, we aggregate the high input feature importance, and high
outcome importance. For ‘Why Not’ explanations L, we aggregate low input feature importance,
and low outcome importance.

Comparative Matrix Generation

Guided by the principles of Evaluative XAI, which emphasize providing evidence both for and
against a hypothesis, we developed a decision matrix that integrates the ‘why’ and ‘why not’ to
support informed decision-making [130]. A decision matrix, commonly used in business, sys-
tematically identifies relationships between important factors by organizing them into rows and
columns [146]. The point selection problem in PBO shares characteristics with decision-making
challenges in business, making this structure particularly relevant. In our matrix, the rows rep-
resent the samples, while the columns capture the ‘why’ and ‘why not’ reasons for selecting or
rejecting each option.

In line with Evaluative XAI principles, we intentionally do not provide a direct recommenda-
tion, as our goal is to keep decision-makers cognitively engaged in weighing the pros and cons
of each sample. The matrix structure (Figure. 6.3.2) allows decision-makers to efficiently analyse
both sides of the argument, facilitating a more informed and balanced decision.

Figure 6.3.2: Example of comparative explanations provided to the decision-maker.
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6.4 Evaluation

We evaluate MOLONE’s fidelity and usefulness within the PBO framework through preference
selection tasks using both automated preference selection proxy agents and evaluations with hu-
mans.

We hypothesize that explanations provided by MOLONE lead to more informed decisions, re-
sulting in faster convergence toward optimal solutions compared to preference selection without
explanatory support.

6.4.1 Optimization Benchmark Functions

Figure 6.4.1: Example illustration of optimization benchmarks and their solution spaces in a
multi-objective setting with three output dimensions for visualization purposes in
DTLZs (we use four output dimensions in our work). Although the Pareto fronts for
DTLZ2 and DTLZ4 appear similar, their solution distributions differ. In DTLZ2,
solutions are evenly spread across the Pareto front, whereas in DTLZ4, they are
concentrated near the edges, as indicated by the red points.

For our evaluation, we employ widely used benchmark functions from the optimization litera-
ture: DTLZ2, DTLZ4, and ZDT1. These functions are applied in multi-objective optimization
contexts [41, 226], and their Pareto fronts are visualized in Figure. 6.4.1. To use these benchmarks
in a single-objective setting, required for PBO, we adjust their objectives to prioritize specific out-
put dimensions. This simulates real-world decision-making where certain outcomes have more
importance than others.

The DTLZ2 problem is a d-dimensional function with 5 decision variables (inputs) and 4
outputs, evaluated over the domain [0, 1]d [41]. We adapt this problem for PBO by modifying
its objective to maximize the sum of the first three outputs, reflecting decision-making scenarios
where certain dimensions hold greater importance.

The DTLZ4 problem is a variation of DTLZ2, introducing an exponent α = 100 on the first
decision variable, which skews the distribution of solutions toward the edges of the objective
space [41]. This effect is visible in the solution clustering near the boundaries in Figure. 6.4.1.
Similar to DTLZ2, we modify its objective by maximizing the sum of the first three outputs to
align with the PBO framework.

The ZDT1 problem involves 5 decision variables and 2 objectives, evaluated over the domain
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[0, 1]d. This function tests the algorithm’s ability to handle trade-offs between a linearly scaled
objective and a non-linear function that depends on the remaining variables [226]. We adapt ZDT1
to the PBO framework by modifying the objective to maximize the sum of its two outputs.

By modifying these benchmark functions, we create a framework tailored for PBO where
decision-makers prioritize specific outputs.

6.4.2 PBO Settings

For our experiments, we employed the BoTorch framework to implement Bayesian Optimization
with Preference Exploration (BOPE) [12]. To ensure consistency and reproducibility, we adhered
to the default parameters for the GP model as specified in the BoTorch documentation2.

Each benchmark function was evaluated across 40 independent runs, each initialized with a dis-
tinct random seed to account for variability. Each run consisted of two main phases: a preference
exploration stage and an experimentation stage. During the preference exploration stage, an ac-
quisition function (i.e., a preference exploration strategy) was used to adaptively generate pairs of
samples. For evaluating MOLONE, comparative explanations were generated and provided for the
two samples as well. The decision-maker (or a simulated preference model) was asked to express
their preference between two options in each pair. This process refined the model of the unknown
utility function by collecting feedback that captured subjective evaluations of trade-offs.

In the experimentation stage, we employed a batch version of the Noisy Expected Improve-
ment acquisition function with integrated uncertainty over the utility function, referred to as
qNEIUU [223]. This strategy efficiently selected candidates for evaluation while accounting for
the uncertainty in the preference model and the black-box function.

Each run consisted of four preference exploration stages followed by eight rounds of BO, re-
sulting in 32 pairwise comparisons per run (4 stages × 8 rounds = 32). To initialize the optimiza-
tion process, 20 quasi-random points were sampled from the defined search space using Sobol
sequences, ensuring diverse coverage of the input space. These initial samples established a foun-
dation for modelling the surrogate function g.

Following the initialization, four random pairwise comparisons were generated between the
sampled points to provide a baseline for training the preference modelMpref .

6.4.3 Evaluation Metrics

To evaluate the fidelity and usefulness of MOLONE, we conduct a series of experiments to de-
termine whether explanation-driven preference selection improves the efficiency of preference
exploration in BOPE.

We measure convergence performance by tracking the mean utility value achieved by each
preference selection strategy across runs. A higher mean value indicates better convergence toward
the global optimum. This metric reflects the optimization algorithm’s ability to efficiently navigate
the search space and identify high-utility regions based on the decision-maker’s preferences.

By comparing runs with and without explanations, we assess the fidelity of MOLONE, i.e., how
accurately the explanations reflect the underlying model behaviour and its usefulness in guiding
decision-makers toward better outcomes during the optimization process.

2https://botorch.org/tutorials/bope
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6.4.4 Evaluation with Automated Preference Selection Proxy

To test our hypothesis, we simulate three types of decision-making agents, each representing dif-
ferent levels of decision-making capability across pairwise comparisons:

The Ideal Selection Agent represents an ideal decision-maker with perfect knowledge of the
utility function. This agent always selects the option with the higher objective value, providing a
strong performance baseline. While this scenario is impractical in real-world settings, it is a useful
benchmark for comparison. However, due to the inherent randomness in the PBO algorithm, this
does not represent a strict upper bound for performance.

The Noisy Selection Agent simulates a more realistic scenario where the decision-maker has
general knowledge of the objective but faces uncertainty, occasionally making wrong choices.
We simulate human mistakes by introducing noise. Our noisy selection agents make incorrect
selections at varying rates: approximately 31% (10 wrong selections), 25% (8 wrong selections),
and 18% (6 wrong selections) across 32 total pairwise comparisons. These settings are designed to
reflect real-world variability, where both the complexity of the problem and the inherent error rates
influence decision-making accuracy. Note: The error rates and number of comparisons needed to
achieve convergence are problem-specific and can vary greatly from one use case to another.

The MOLONE Guided Selection Agent uses explanations generated by MOLONE to guide
preference selection. Instead of relying directly on objective function values, this agent selects
the candidate with the highest aggregated outcome importance based on MOLONE’s explanation
scores. For DTLZ benchmarks, the selection is based on the importance of the first three output
dimensions, while for ZDT1, it considers two dimensions. This approach allows us to assess how
well explanation-driven decision-making can facilitate convergence compared to direct or noisy
selections.

For all agents, pairwise selection decisions are based on predefined rules. The ideal and noisy
agents compare the sum of specific output dimensions, while the MOLONE guided agent bases
its choices on the sum of the importance of those dimensions, simulating that the decision maker
knows the first three dimensions are important. This setup allows us to systematically compare
the effectiveness of explanation-supported selection against conventional and noisy preference
exploration strategies.

6.4.5 Evaluation with Human Users

We conduct a human-in-the-loop experiment to evaluate the usefulness of explanations in decision-
making within the PBO framework. We hypothesize that participants with access to explanations
would make more effective decisions, leading to better convergence than those without explana-
tions.

To ensure that our evaluation is focused purely on decision-making performance rather than
background knowledge or domain expertise, we used the DTLZ2 problem, which is artificial data
with non-interpretable features. The DTLZ2 problem provides a well-defined multi-output opti-
mization benchmark where feature relationships are not intuitive. This allowed us to isolate the
effect of explanations, ensuring that participants relied solely on the provided information during
optimization rather than prior knowledge.

Participants were tasked with making pairwise preference selections to maximize the first three
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output dimensions of the objective function. They completed two sequential tasks: in the first,
they made preference selections without any explanatory support (baseline), relying only on the
provided input and output vectors from PBO; in the second, they were aided by comparative
explanations from MOLONE for preference selection (experimental condition).

Before starting, participants were briefed on the significance of the first three output dimensions
for achieving convergence. For each condition, they performed ten pairwise comparisons, select-
ing the candidate they believed would maximize utility. For the explanation-supported condition,
participants used a comparative explanation matrix to guide their selections.

To analyse the impact of explanations, we recorded the mean utility achieved in both conditions
and compared the results against an ideal automated baseline from previous experiments. This
between-group comparison allowed us to assess how effectively human decision-makers leverage
explanations and how their performance differs from fully automated agents and non-assisted
decision-making.

We recruited five participants, all with a background in computer science and holding a Mas-
ter’s degree. Each participant was also an active researcher in Artificial Intelligence, giving them
expertise in algorithmic problem-solving and decision-making tasks relevant to this evaluation.
(Note: Authors were not part of the study).

In accordance with local law and the policy of the senior (last) author’s institution, this study did
not require pre-registration with an institutional review board (IRB). It does not involve deception
and is of low physical risk, i.e., no risks other than those associated with everyday life. It does not
contain harmful content, address potentially triggering issues, or involve the collection of sensitive
or identifiable information. In addition, all participants gave informed consent to take part.

6.5 Results

This section presents some qualitative results as well as the quantitative results from our evalua-
tions with the automated preference selection proxy and evaluations with humans.

6.5.1 Qualitative Results

MOLONE provides an explanation in a matrix format listing both the pros and cons of individual
samples by comparing the importances of samples against each other. Some qualitative results for
DTLZ2 and DTLZ4 are given in Figure. 6.5.1. Each user is presented with two vector-valued sam-
ples, A and B, alongside a comparative explanation. Reasons supporting a selection are colour-
coded in green to indicate “for," while opposing reasons are marked in red to signify “against."
To minimize cognitive load, we conveyed through concise, list format sentences the difference
in input feature importance and outcome importance in the explanation matrix. The arrangement
does not provide a recommendation but serves as an decision-making aid, ensuring users retain
full control over their selections.

6.5.2 Evaluation with Automated Preference Selection Proxy

Our results (Figure. 6.5.2) show that the explanation-guided agent performs comparably to the
ideal selection agent on average, demonstrating the high-fidelity of MOLONE’s explanations in
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(a) DTLZ2

(b) DTLZ4

Figure 6.5.1: Qualitative results of comparative explanation generated by MOLONE for different
optimization problems.

capturing the behaviour of the black-box function as modelled by BO. The performance of the
explanation agent improved as the number of comparisons increased, suggesting that the expla-
nations became more effective as the underlying GP model gathered more information about the
optimization landscape.

In contrast, the noisy selection agents consistently underperformed relative to the explanation-
guided and ideal selection agents. An exception was observed in the DTLZ2 benchmark, where
the noisy selection agent with an 18% error rate (6 incorrect selections across 32 pairwise compar-
isons) performed on par with the explanation-guided agent. This result could be attributed to the
well-distributed solution space of DTLZ2, which may be more forgiving of occasional selection
errors than other benchmarks.

We also notice a lot of outliers in the results for noisy selection agents; this is due to the ran-
domness introduced by the selection mistakes, causing the algorithm to not converge for certain
runs.

Our findings also highlight the detrimental impact of incorrect selections in PBO. Uncertainty or
inconsistency in choosing candidates can lead to suboptimal optimization outcomes, emphasizing
the importance of accurate and informed preference selections for effective convergence.
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(a) DTLZ2 (b) DTLZ4

(c) ZDT1

Figure 6.5.2: Mean performance comparison (number of pairwise comparisons vs. mean utility
reached) of automated preference selection proxy agents shows that explanation-
based preference selection not only outperforms noisy preference selection but also
matches the performance of ideal preference selection.

6.5.3 Evaluation with Humans

To assess the impact of explanations on decision-making, we compared the mean utility achieved
across three conditions (between-group): (1) the experimental condition (users with explana-
tions), (2) the baseline condition (users without explanations), and (3) the ideal condition (ideal
selection agent).

A Shapiro-Wilk test confirmed that the distributions of mean utility were non-normal for all
groups: ideal agent (W = 0.9, p < 0.01), users without explanations (W = 0.8, p < 0.01), and
users with explanations (W = 0.8, p < 0.01). The results (Figure. 6.5.3) indicate that users with
explanations performed on par with the ideal selection agent, achieving a mean utility of M = 1.83

(ideal agent: ±0.075, users with explanations: ±0.070). In contrast, users without explanations
had a lower mean utility of M = 1.69 ± 0.036, suggesting that the absence of explanations
negatively impacted decision quality. A Kruskal-Wallis test confirmed that this difference was
statistically significant (X2(2, N = 5) = 18.87, p < 0.01).

Post-hoc Dunn’s tests further confirmed our findings. No significant difference was found be-
tween the ideal agent and users with explanations (p > 0.05). As expected, the ideal agent out-
performed users without explanations (p < 0.01). Similarly, users with explanations improved
performance compared to not having explanations (p < 0.01).
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Based on our statistical analysis, we confirm our hypothesis that providing explanations im-
proves decision-making in PBO. Users with explanations achieved significantly higher mean util-
ity than those without, and their performance was statistically indistinguishable from the ideal
selection agent. This demonstrates that explanatory support enables human decision-makers to
make more effective and accurate preference selections.

Figure 6.5.3: The mean utility of five users with corresponding error bars illustrating variance.
Results indicate that users with explanations consistently outperform those without.
Notably, users assisted by explanations achieve performance levels comparable to
an ideal selection agent who does not make mistakes.

6.5.4 Result Summary

To summarize our results, MOLONE provided high-fidelity explanations, which helped users in
preference selection compared to not having explanations.

Our user study confirms that explanations significantly enhance human-AI collaboration, align-
ing with findings from related research [168, 1, 186]. This validation extends to the effective-
ness of the Evaluative XAI framework employed by MOLONE, which facilitated easy decision-
making [130].

Despite the ongoing debate about the intrinsic value of explanations in AI systems [7, 44],
our empirical results provide clear evidence of their utility, demonstrating a significant boost in
performance within PBO contexts. This substantiates the role of well-designed explanations in
improving system usability and effectiveness, highlighting their critical importance in complex AI
applications.

6.6 Conclusion

In this paper, we introduced MOLONE, a novel comparative explanation framework that shifts
from traditional causal explanations to direct comparisons for interpretability. Within the PBO
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framework, MOLONE enhances decision-making by providing localized comparative explana-
tions of candidate options. Integrated into an Evaluative XAI framework, these explanations sys-
tematically highlight each candidate’s strengths and weaknesses, enabling users to make more
informed and confident decisions. Our empirical results demonstrate that providing explanations
significantly improves preference selection, leading to better optimization outcomes than strategies
without explanatory support. These findings show the crucial role of explanations in enhancing
decision-making by making trade-offs between samples more transparent and interpretable.

This work opens several promising avenues for future research. While synthetic benchmarks
such as DTLZ and ZDT provided a controlled testing environment, applying MOLONE to real-
world scenarios would further validate its effectiveness across diverse domains and assess its po-
tential for practical deployment in complex decision-making tasks.

Expanding human-in-the-loop evaluations is another key direction. Larger-scale user studies
would provide stronger statistical power and deeper insights into how comparative explanations
influence decision-making. Additionally, exploring the long-term effects of explanations on user
learning, decision speed, and confidence could reveal valuable educational and usability benefits,
improving their effectiveness in real-world applications.

Future research could also explore the role of comparative explanations in domains such as pref-
erence learning, personalization systems, and recommendation engines. Extending the MOLONE
framework to these areas can deliver more robust and interpretable decision-making, enabling
systems to better align with user preferences and domain-specific objectives.

In conclusion, our findings show the potential of comparative explanations for enhancing hu-
man decision-making within PBO. MOLONE provides a strong foundation for further research,
offering both theoretical and practical contributions toward more transparent, interpretable, and
human-centric optimization frameworks. This work paves the way for integrating comparative
explanations into various decision-support applications.
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I N this chapter, we summarise the different directions this thesis explored and discuss the
answers to our research questions. Finally, opening up the discussion on broader impact,
limitations and open future directions.

7.1 Summary of the Thesis

BO has emerged as a powerful framework for the efficient optimization of expensive black-box
functions and has found widespread application in industrial domains such as robotics, materials
science, and cyber-physical system tuning. Despite its algorithmic strength, BO often remains
opaque to human collaborators due to the complexity of the objective function, uncertainty-driven
sampling strategies, and dynamic inference mechanisms (cf. 1.2.2). This opacity poses a criti-
cal challenge when BO is deployed in human-in-the-loop settings, where experts must interpret,
validate, and refine optimization outcomes (cf. 1.2.1).

In this thesis, we pursued the goal of developing and empirically validating explanation meth-
ods for BO that enhance human–algorithm collaboration. Building on principles from XAI and
decision-support systems, we introduced explanation approaches designed to meet key explain-
ability requirements: surrogate transparency, uncertainty communication, local interpretability,
and human-centric design, and evaluated them across both post-hoc and human-in-the-loop set-
tings.

The goal is addressed through four interrelated chapters: the design of post-hoc explanation
methods (Chapters 3 and 4), the empirical assessment of these methods in a user study (Chapter 5),
and the development of a human-in-the-loop explanation approach (Chapter 6).

• Chapter 3 and 4 introduced two post-hoc explanation methods, RX-BO and TNTRules,
that generate rule-based explanations from a GP surrogate, making BO recommendations
more transparent and actionable for domain experts.

• Chapter 5 presented a large-scale user study to empirically evaluate the effects of different
explanation formats (textual, visual, and rule-based) on user performance, trust, and cogni-
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tive load in BO tuning tasks. The findings demonstrated that well-designed explanations can
significantly enhance human understanding and decision-making in post-hoc optimization.

• (Chapter 6) proposed a novel explanation method, MOLONE, tailored for human-in-the-
loop PBO. MOLONE generates comparative explanations that help decision-makers under-
stand trade-offs between candidate options in multi-output settings.

Together, these contributions offer a comprehensive response to the explainability challenge in
BO, advancing both the methodological foundations and the human-centred evaluation of expla-
nation methods in interactive optimization systems.

7.2 Answers to the Research Questions

This section revisits the research questions formulated in the introduction and summarizes how
each has been addressed through the technical contributions and empirical evaluations presented
across the three parts of this thesis.

RQ1: The Post-hoc Setting

The first research question examined how to design post-hoc explanation methods for BO that fulfil
the four requirements identified in this thesis: surrogate transparency, uncertainty communication,
local interpretability, and human-centric design. This was addressed in Chapter 3 and 4 through
the development of two complementary approaches: RXBO (Chapter 3) and TNTRules (Chapter 4).

RXBO provides interpretable rule sets that capture the GP surrogate’s learned relationships be-
tween inputs and outputs, thereby improving surrogate transparency (cf. 3.4.4). It achieves uncer-
tainty communication through uncertainty-aware clustering that explicitly captures the confidence
interval in the rules (cf. 3.6.1 and 3.4.2). Local interpretability is realised by producing rules
that are localized in the optimization landscape, thus explanations produced highlight the local
area around the recommendation of BO (cf. 3.6.1). The human-centric design requirement is met
by filtering and presenting only the most relevant rules, such as those describing optimal or near-
optimal regions, ensuring explanations remain concise. The complete input space is represented in
our individual explanations, thus the explanations leave no uncertainty about unrepresented inputs
for domain experts (cf. 3.6.2).

TNTRules extends RXBO with explanation formats tailored for parameter refinement tasks,
including Tune–No-Tune (TNT) rules and TNT graphs. These outputs strengthen surrogate trans-
parency by showing both adjustable and fixed parameters in relation to the surrogate’s predictions
(cf. 4.3.4 and 4.5.4). Uncertainty communication is enhanced by incorporating multiple potential
optima in the visualization and explicitly mining rules based on uncertainty (cf. 4.3.2, 4.5.1,
and 4.5.2). Local interpretability is supported through fine-grained rules that indicate the ef-
fect of tuning specific parameters in the immediate surrounding of a recommendation (cf. 4.5.3).
Finally, TNTRules advances human-centric design by integrating visual elements, such as TNT
graphs, that make the explanations more intuitive and directly actionable in parameter refinement
workflows (cf. 4.3.2).

Together, RXBO and TNTRules demonstrate that it is possible to produce post-hoc explanations
in BO that are transparent, uncertainty-aware, locally interpretable, and human-centred.
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RQ2: Human–Centric Impact of Explanation Formats

The second research question investigated how different explanation formats influence human– al-
gorithm collaboration in post-hoc BO tasks, focusing on user performance, perceived understand-
ing, trust, and cognitive load. This was examined in Chapter 5 through a controlled user study on
a simulated cyber-physical system tuning task. Participants received BO-generated recommenda-
tions supported by one of three explanation formats—rule-based, visual, or textual—derived from
the explanations introduced in TNTRules. This ensured that the study not only assessed expla-
nation effectiveness in general but also reinforced the human-centric design principles underlying
TNTRules.

The study showed that explanations enabled participants to perform parameter refinement tasks
more effectively and make more informed decisions, improving both task success rates and effi-
ciency (cf. 5.5.2). Explanations also enhanced participants’ subjective understanding of the BO
process (cf. 5.5.3) and increased their trust in the system’s recommendations (cf. 5.5.4). Crucially,
these benefits were achieved without adding to participants’ cognitive load (cf. 5.5.5).

Furthermore, the absence of over-reliance, participants frequently tuned outside the recom-
mended settings while still converging on optimal solutions, demonstrating that explanations sup-
ported informed decision-making. These findings confirm that actionable explanations [75], par-
ticularly those aligned with the TNT design, are effective in improving collaborative performance,
fostering trust and understanding in human–BO interaction (cf. 5.6 and cf. 4.3.2).

RQ3: The Human-in-the-loop Setting

The third research question examined how comparative explanations can be designed to sup-
port human–algorithm collaboration in Preferential Bayesian optimization (PBO), with particular
emphasis on local interpretability, uncertainty communication, surrogate transparency, and hu-
man–centric design. This was addressed in Chapter 6 through the development of MOLONE
(Chapter 6), a method for generating pairwise, comparative explanations grounded in the local
structure of the optimization space.

MOLONE improved local interpretability by providing fine–grained, side–by–side compar-
isons of candidate solutions, highlighting input differences and their outcome differences (cf. 6.5.2).
It enhanced uncertainty communication by explicitly incorporating the uncertainty ranges in the
explanation by design (cf. 6.3.2). The method reinforced surrogate transparency by linking com-
parative insights back to the surrogate model’s representation of the black–box function, allowing
users to understand how the underlying model shaped the presented trade–offs (cf. 6.3.2).

Finally, MOLONE advanced human–centric design by structuring comparisons in an actionable
format that aligned with decision–making workflows, including a comparison matrix for directly
contrasting multiple objectives and facilitating preference–driven choices (cf. 6.5.3, and 6.3.2).
These features collectively enabled experts to make well–informed, preference–aligned decisions,
addressing a critical gap in existing PBO explanation methods and extending the explanations of
human–in–the–loop optimization frameworks.

102



7.3 Reflections and Broader Impact

The development and evaluation of explanation methods for BO in this thesis provide signif-
icant insights for designing effective human–algorithm collaboration frameworks in real-world
optimization scenarios. A key insight is that explanations act as a critical bridge linking the al-
gorithmic strengths of BO with the domain-specific judgment of human experts. BO excels at
navigating complex, high-dimensional search spaces but often struggles with acceptance in prac-
tical settings if its outcomes are not transparent, interpretable, or amenable to human refinement.
The novel explanation methods developed, RXBO, TNTRules, and MOLONE, demonstrate prac-
tical approaches for transforming complex internal model representations into actionable insights,
thereby improving decision quality and enhancing user trust. Similar findings are also prevalent
in XAI domain, where explanations improve task performance [186].

We further highlight in this thesis the necessity of moving beyond mere transparency toward
active decision support [130, 63, 19]. While traditional explainability often aims merely to re-
veal what the model has learned, effective explanations in the context of BO must proactively aid
users in decision-making. Particularly in engineering and related fields, recommendations require
critical assessment regarding feasibility, safety, and cost-effectiveness before they can be imple-
mented. The methods introduced here, such as TNTRules and comparative explanations provided
by MOLONE, offer clear guidance on actionable steps, specify immutable conditions, and eluci-
date comparative advantages, thus significantly enhancing decision-making processes.

Moreover, explainability emerges not merely as a supplementary feature but as a transformative
component capable of reshaping optimization workflows [167, 1]. Instead of purely algorithm-
driven processes, we advocate a collaborative approach, blending algorithmic suggestions with
human validation, adaptation, or rejection based on contextual insights. By integrating expla-
nations directly into post-hoc review and preference selection processes, the developed methods
facilitate mixed-initiative workflows. Consequently, domain experts can engage actively in the op-
timization cycle without deep technical knowledge of surrogate models or acquisition functions.

Additionally, while we predominantly address cyber-physical system parameter refinement in
this thesis, the proposed approaches exhibit broad generalizability to other domains employing
BO, including healthcare, materials discovery, and marketing. The focus on local interpretability,
clear outcome trade-offs, and user-centred design ensures these methods are readily adaptable,
requiring minimal modifications to suit new applications.

In summary, our contribution through this thesis signals a shift in the perception and role of
explainability within optimization contexts. Rather than an optional enhancement, explainability
emerges as a fundamental component essential for effective real-world applications. By promoting
transparency, usability, and trust, explanation methods significantly enhance the practical efficacy
and acceptability of BO in complex, high-stakes decision environments.

7.4 Limitations and Future Work

While this thesis introduces novel methods and empirical insights for explainable BO, its scope
was necessarily limited. Each chapter of the work presents opportunities for further exploration
and refinement.
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Chapter 3 and 4 – The Post-hoc Setting

The methods introduced in Chapter 3 - RXBO and 4 - TNTRules, were developed specifically for
GP–based BO. While GPs offer well–calibrated uncertainty estimates, they are known to scale
poorly with high–dimensional inputs or large datasets, and these limitations directly extend to
our explanation methods. In high–dimensional settings, performance and interpretability may
therefore degrade. Potential mitigation strategies include adopting scalable GP variants, such
as sparse approximations [162], which maintain tractable inference while preserving uncertainty
estimates.

Both methods also rely on the assumption that the surrogate GP has converged to a meaning-
ful approximation of the underlying objective. Because the generated explanations are entirely
dependent on the surrogate, poor model fit will yield misleading or uninformative explanations.
Addressing this requires safeguards such as monitoring convergence metrics (e.g., cumulative re-
gret [157]) before generating explanations, thereby avoiding the communication of low–fidelity
model insights.

Furthermore, the explanatory focus in Chapter 3 and 4 is on local, post–hoc interpretabil-
ity for individual optimization outcomes. While this design aligns with many engineering deci-
sion–making workflows, it does not capture a global view of the surrogate or address multi–objective
optimization [53]. Extending the methods to provide global model summaries, cross–iteration in-
sights, or debugging–oriented visualizations could broaden their applicability, particularly in cases
where optimization fails, converges prematurely, or yields ambiguous recommendations.

Chapter 5 – Human–Centric Impact of Explanation Formats

Chapter 5 provides the first systematic evaluation of explanation effects in BO through a controlled
user study. However, this evaluation is bounded in several ways. The study was limited to a single,
gamified tuning task involving a small number of parameters and a clear ground truth (i.e., cooking
an egg). While this allowed for reproducibility and analysis, it does not fully capture the messi-
ness, time constraints, and collaborative dynamics of real-world engineering workflows. Further
studies should extend this work into higher-dimensional tasks, domain-specific applications, or
collaborative decision-making settings involving multiple stakeholders and experts [197].

Additionally, the study focused on immediate task performance, perceived understanding, trust,
and cognitive load, all measured in a single session. Long-term cognitive effects, such as whether
users develop better mental models, retain knowledge, or transfer insights to new problems, re-
main unexplored. Investigating these longitudinal effects could offer critical insights into how
explanations shape user learning, adaptation, and sustained trust in BO systems over time.

Chapter 6 – The Human-in-the-loop Setting

Chapter 6 introduced MOLONE as a novel explanation method for PBO, aimed at supporting
decision-making in human-in-the-loop settings through comparative, trade-off–oriented narra-
tives. While the method demonstrates promise, several foundational and practical challenges
remain.

First, the current design of MOLONE focuses on generating local comparative explanations
and has been evaluated primarily in simulated preference environments. Its effectiveness in real-
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world, multi-stakeholder decision contexts, where trade-offs may be highly complex, preferences
can shift over time, and consensus is difficult to achieve, remains to be established.

Second, the present formulation of MOLONE is tied to a PBO setting based on two GPs, which
limits its applicability to broader preference-learning scenarios [3]. Its scalability with respect to
both the dimensionality of the input space and the number of output objectives has not yet been
examined, and future work should explore adaptations for high-dimensional or many-objective
problems.

Finally, the theoretical foundations of comparative explanations in optimization are still un-
derdeveloped. Unlike standard feature attributions in supervised learning, comparative narratives
require reasoning about ranking, counterfactuals, and multi-objective trade-offs. Future research
should aim to formalize desirable properties of such explanations, such as consistency, monotonic-
ity, and causal validity, and connect them to established frameworks in decision theory, multi-
objective optimization, and causality. Incorporating causal modeling directly into PBO workflows
offers an especially promising avenue, enabling explanations that capture not only observed pref-
erences but also the actionable consequences of parameter changes.

Towards a Broader Landscape

Beyond the chapter-specific contributions, this thesis points to several broader directions for ad-
vancing explainability in optimization. One direction concerns the development of model-agnostic
explanation techniques that function reliably across different optimization backend, such as GPs,
neural surrogates, and evolutionary models, while maintaining interpretability and faithfulness [143].
A second direction involves the integration of explanation tools into real operational interfaces,
enabling domain experts, analysts, and operators to interact with explanations as part of their ev-
eryday optimization workflows [167, 1]. A third direction relates to the organizational and socio-
technical impact of explanations: how they shape collaborative work, decision accountability, and
AI governance in optimization-intensive sectors such as automotive, healthcare, and manufactur-
ing [119].

Explainability in BO (and in black-box optimization more broadly) remains an open challenge.
This thesis takes a step toward aligning algorithmic learning with human understanding, but further
work is needed to build explanation systems that are robust, adaptive, and embedded into the
realities of decision-making under uncertainty.

7.5 Final Remarks

BO is a powerful tool for optimizing complex systems. Yet, we have shown that its practical
success depends not only on algorithmic performance but also on its ability to communicate,
justify, and align its decisions with human goals and constraints.

The work presented here takes an important step toward explainable Bayesian Optimization.
Through new explanation methods tailored for post-hoc and human-in-the-loop settings, empir-
ical evidence on user impacts, and a conceptual grounding in human–algorithm collaboration,
we contribute both theoretical and practical tools for more transparent, interpretable, and usable
optimization workflows.
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However, explainability in BO remains a long-term challenge, one that demands continued at-
tention to human values, contextual constraints, and emerging technical frontiers. As optimization
systems become increasingly embedded in real-world decision-making, their intelligibility and
accountability will be as critical as their convergence rates or sampling efficiency.

Ultimately, the goal is not merely to open the black box, but to build systems where humans and
algorithms can reason together, each understanding and complementing the other. This vision will
require sustained interdisciplinary effort, but it holds the promise of unlocking the full potential of
intelligent optimization in service of human judgment, creativity, and responsibility.

——————
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